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Simphony-remote

[image: Documentation Status]
 [http://simphony-remote.readthedocs.io/en/latest/?badge=latest]The Simphony-remote is web service that allows users to start and work with simphony enabled environments remotely.

Key provided features:



	Isolated working environments using docker containers.

	No install remote access through a web browser.

	Sharing of working sessions.

	Based on community supported open source initiatives (JupyterHub)
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License

Copyright (c) 2016, SimPhoNy Consortium
All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are met:


	Redistributions of source code must retain the above copyright
notice, this list of conditions and the following disclaimer.

	Redistributions in binary form must reproduce the above copyright
notice, this list of conditions and the following disclaimer in the
documentation and/or other materials provided with the distribution.

	Neither the name of the SimPhoNy Consortium nor the
names of its contributors may be used to endorse or promote products
derived from this software without specific prior written permission.



THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS “AS IS” AND
ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
DISCLAIMED. IN NO EVENT SHALL THE SIMPHONY CONSORTIUM BE LIABLE FOR ANY
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES
(INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES;
LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND
ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS
SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
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Deployment


Single Machine

Deployment of the complete system in a single machine/VM.


Note

The following instructions assume a clean up-to-date ubuntu 14.04
system.




	Retrieve the single user session manager:

git clone https://github.com/simphony/simphony-remote







	Make sure that you are obtaining a recent version of Docker, at least 1.12.
Full instructions available at the Docker website [https://docs.docker.com/engine/installation/linux/ubuntulinux/].
A Makefile rule is provided for convenience. NOTE: this overwrites the docker.list file you might have setup in your
/etc/apt/sources.d/ directory.  You might be prompted for the root password to execute this:

make dockerengine







	Install dependencies. You might be prompted for the root password to execute this:

make deps







	Make sure your docker server is running, and your user is allowed to connect to
the docker server (check accessibility of /var/run/docker.sock). You obtain this by
running:

sudo service docker start
sudo addgroup your_username docker





and logging out and in again. Check if your docker server is operative by running:

docker info







	Create and activate a virtual environment, then set the appropriate PATH for the node modules:

make venv
. venv/bin/activate
export PATH=`node bin`:$PATH







	Install the python dependencies:

make pythondeps







	And install the package itself:

make install







	Generate the SSL certificates if you do not already have them. The
resulting certificates will have names test.* because they are
self-signed and are not supposed to be used for production.
A CA-signed certificate should be obtained instead.
The certificates will be created in the jupyterhub directory:

make certs







	Create the database. By default, this is a sqlite file:

make db







	Change dir into jupyterhub:

cd ./jupyterhub





and verify that jupyterhub_config.py is correct for your deployment
machine setup (see Configuration).



	If you are using virtual users (users that are not present on the system) you need to create
a temporary space where the virtual user homes are created:

mkdir /tmp/remoteapp







	You can now start the service:

sh start.sh







	Visit the site at:

https://127.0.0.1:8000












Setup docker containers

Compatible docker containers can be found in DockerHub. Refer to the documentation
of simphony-remote-docker [https://github.com/simphony/simphony-remote-docker]
repository to deploy the images.




Setup Database Accounting

A database is needed for managing the remote applications available for each user.
Note that this database is in addition to the database created or used by JupyterHub.

Various accounting sources are supported:


	Default sqlite database

remoteappmanager by default uses a sqlite database remoteappmanager.db in
the current work directory.  The remoteappdb command-line tool is provided
for setting up the database.  Please refer to the Utilities
section for details on the use of this program.



	Other DBAPI [https://www.python.org/dev/peps/pep-0249/] implementations and databases

For database implementation supported by SQLAlchemy [http://docs.sqlalchemy.org/en/latest/index.html], you may configure
remoteappmanager to use remoteappmanager.db.orm.AppAccounting.
Please also refer to Configure the remoteappmanager for details on setting
up the accounting class.


Note

The use of databases other than sqlite3 is not tested





	CSV file

You may configurate remoteappmanager to use a CSV file as its database.
Please refer to Configure the remoteappmanager for details on setting up
the accounting class to use remoteappmanager.db.csv_db.CSVAccounting.



	Others

Any arbitrary database implementation may be used as long as an accounting
class compliant to the API of remoteappmanager.db.interfaces.ABCAccounting
is provided. Please also refer to Configure the remoteappmanager for details
on setting up the accounting class.








Start JupyterHub


	Start jupyterhub by invoking the start script:

sh start.sh






Note

If you want to keep the application running, use screen to start
a detachable terminal.




Note

Running on OSX or with a separate docker machine requires that the
appropriate environment variables are set before starting jupyterhub.
refer to the command docker-machine env to setup the appropriate
environment. In general, invoking:

eval `docker-machine env`





will enable the appropriate environment.
On Linux, by default the host machine and the docker machine coincide,
so this step is not needed.





	JupyterHub is now running at https://localhost:8000
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Configuration


Configure the spawner

The jupyterhub configuration is documented in the jupyterhub documentation [https://jupyterhub.readthedocs.io/en/latest/getting-started.html]. The
important difference is the spawner to use, which is configured as:

c.JupyterHub.spawner_class = 'remoteappmanager.jupyterhub.spawners.SystemUserSpawner'
# or
# c.JupyterHub.spawner_class = 'remoteappmanager.jupyterhub.spawners.VirtualUserSpawner'





in the jupyterhub_config.py file.

Please refer to remoteappmanager.jupyterhub.spawners for the available spawners
in this project.




Configure the authenticator and the admin user

Different authenticators can be plugged into jupyterhub. In the configuration
file, the following entry will change the authenticator:

c.JupyterHub.authenticator_class = ('remoteappmanager.jupyterhub.auth.WorldAuthenticator')





WorldAuthenticator will allow any user to pass authentication. Use this
authenticator only for testing purposes.

Administration capabilities are decided by jupyterhub, not remoteappmanager.
jupyterhub_config.py allows to setup admin users with the following entry:

c.Authenticator.admin_users = {"admin"}





Note that the entry must be a python set. Users in this set will, once logged
in, reach an administrative interface, instead of the docker application
management.




Configure the remoteappmanager

Configuration of the remote application is performed from two sources.


	the command line, specified by the Spawner.

	a config file. The location of this file is specified as part of the
command line options.



Their options are fully disjoint, and they configure different aspects
of the application: Command line options are dynamically decided according to
the user that requests the spawn; Config file options are general in nature,
and allow the remoteappmanager to perform adequately against the current
docker setup.


	Command line options

--base_urlpath                   The base url where the server resides
--config_file                    The path of the configuration file
--cookie_name                    The cookie name for authentication
--hub_api_url                    The url of the jupyterhub REST API
--hub_host                       The url of the jupyterhub server
--hub_prefix                     The url prefix of the jupyterhub
--ip                             The IP address to bind
--port                           Port at which to spawn
--proxy_api_url                  The url of the reverse proxy API
--user                           The user as specified at the jupyterhub login





When remoteappmanager is started from jupyterhub using the spawner,
all the command line options are filled in automatically.



	Config file

The remoteappmanager has a number of parameters configurable via a
config file.  The path of the config file should be specified in the
spawner in jupyterhub_config.py:

c.SystemUserSpawner.config_file_path = "/path/to/config.py"





Please refer to remoteappmanager.file_config.FileConfig for
the configurable parameters.  Note that this config file will be used
by all remoteappmanagers for any user.

For example, to use CSV as the database, /path/to/config.py would
contain the followings:

accounting_class = 'remoteappmanager.db.csv_db.CSVAccounting'
accounting_kwargs = {'url': '/path/to/csv_file'}
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Administration

As specified in the deployment section, the authenticator will grant administrative
rights to users in the specified set.
Once logged in, an administrative user will be served by a different application,
where it can add or remove users, applications, and authorize users to run specific
applications. It is also possible to stop currently running containers.

It is important to note that the administrative interface works only with
accounting backends supporting addition and removal. More specifically, it
does not support the CSV backend. Read operations are supported, but write
operations will be denied.
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Utilities

Simphony remote comes with two utility scripts:



	remoteappdb: Allows to add new applications, create new users, and
specify permissions between users and applications in a database from
the command line. It is targeted at system administrators.

	remoteapprest: Allows to start, stop, inquire running containers
from the command line.







Remoteappdb

Note: As of version 0.9.0 the management functionality of this utility is
also covered by the administrative web interface.

The script is aimed at system administrators using the database (by default,
a sqlite database) to perform accounting of users and applications.

The database must be first initialized with the init command:

remoteappdb ~/remoteappmanager.db init





Once initialized, the database content is ready to be configured.
New applications are registered with app create. The image name
must match the image name in docker:

remoteappdb ~/remoteappmanager.db app create myimage





The option –verify can be used to validate the image name against
docker.

You can also create users with the user create command:

remoteappdb ~/remoteappmanager.db user create myuser





An application will not be visible not can be started by a user
until permission is granted. To grant permission, use the app grant
command:

remoteappdb ~/remoteappmanager.db app create myimage myuser





By default, this command will grant no special options. It is however
possible to specify a different running policy, like for example mounting
a common home directory, with the following options:

--allow-home   Enable mounting of home directory
--allow-view   Enable third-party visibility of the running container.
--volume TEXT  Application data volume, format=SOURCE:TARGET:MODE, where
               mode is 'ro' or 'rw'.





Note that you can grant access to the same application with multiple, different
policies. Each application and policy will appear as a separate option in the
user choice of runnable applications.

The script provides additional functionality to inquire the current state
of the database, such as listing the current users, applications, revoke
permissions, remove applications and so on.




Remoteapprest

This script is experimental and exploits the REST API provided by the server to
allow inquiring, starting, and stopping containers from the command line.

Before using the CLI, you need to authenticate against the jupyterhub server
with the login command:

remoteapprest login http://jupyterhubserver.example/





You will be inquired about username and password. Once sucessfully logged in,
your credentials will be stored in a file .remoteapprest in your home directory.
Note that your password will not be saved, only an authentication token.

Once logged in, you can inquire about the available applications by issuing:

remoteapprest app available





Note that you don’t need to specify the endpoint. This command will show you a list
of the available applications, preceded by a unique identifier:

6dbe8e166c94b0b4b36a2d961586acc0: myapplication





This identifier can be used to start a new container, using the following command:

remoteapprest app start 6dbe8e166c94b0b4b36a2d961586acc0





The application will run, and can be seen with:

remoteapprest app running

83c18fcd833595a571d556a5e6c253f8: myapplication





Which will show a different identifier for this running instance.
Finally, the application can be stopped using the stop command:

remoteapprest app stop 83c18fcd833595a571d556a5e6c253f8
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Design

Simphony remote is derived from the Jupyterhub design with a custom single user
application that manages the available docker images for each user (Fig 1).


Components


[image: _images/components.png]
Figure. 1: Component diagram a basic remote app server based on the Jupyter hub
infrastructure.



	Reverse proxy: Proxy: the public facing part of the server
that uses a dynamic proxy to route HTTP requests to the Hub and
Single User Servers.



	Jupyter Hub: manages user accounts and authentication and
coordinates Single Users Servers using a Spawner.



	Single user manager: A web server to manage the images and the
active sessions. There is one such server for each authenticated user.



	Docker: The docker engine managing the docker containers.


Note

Docker containers are connected via HTTP.  HTTPS encryption
is only provided by the proxy.














Usecases


[image: _images/usecases.png]
Figure 2: Basic usecases



A Scientist should be able to:


	Login

	Inspect the available docker images

	Start a new session

	Stop a running session

	Share a session with another user



Furthermore an Administrator should be able to:


	Build compatible docker images

	Upload docker images.



The above design as of version 0.1 supports the usecases (see example in Fig 3):


[image: _images/base_workflow.png]
Figure 3: Sequence diagram of an authorised user starting a remote session.
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Developer documentation


RemoteAppManager

The main tornado web application that manages the containers (docker applications)
for each user.


Docker image specifications

Docker images compliant to the simphony-remote application define a protocol
through docker LABEL and environment variables.


Labels

Labels are defined with the prefix namespace:

eu.simphony-project.docker





The following labels are currently defined.
Their definition can be found in remoteappmanager.docker.docker_labels



	ui_name: the UI visible name of the image

	icon_128: a base64 encoded png image that will result as an icon

	description: a user-readable description of the image

	type: a string identifying the type of the container, depending on
the original base image (vncapp or webapp)

	env: subnamespace for accepted environment variables. See below.






The env is a subnamespace defining the environment variables the image internals
can understand.  This does not mean that they are the only ones that will be
passed to the image.

The naming strategy works around the docker label restrictions [https://docs.docker.com/engine/userguide/labels-custom-metadata/#/label-keys-namespaces]
of having kebab case [http://c2.com/cgi/wiki?KebabCase] vs envvars that are
traditionally MACRO_CASE. Additionally, it allows new variables to be added
by layers without having to know the variables understood by the base layer.

The strategy is as follows: the name after the env will be converted to uppercase
and dashes converted to underscores. For example:


env.x11-width -> container accepts and understands envvar X11_WIDTH


the value of the label is currently unused, and should be left empty.

If your application uses variables with a different convention, or uses double underscores,
you will have to define an auxilliary variable and transfer the value in the image
startup scripts.

Currently reserved env keys:



	x11-width: for the VNC images, the X11 width

	x11-height: for the VNC images, the X11 height

	x11-depth: for the VNC images, the X11 depth (currently unused, fixed at 16)









Container Labels

When a container is started, the following labels will be added:



	url_id: unique identifier that ends up in the URL when the
user is redirected

	mapping_id: a unique key identifying the combination of image
and policy used to start the container.

	user: the user that started the container









Environment variables

The following environment variables are passed at container startup:



	JPY_USER: the username used to login to the Jupyterhub frontend.
Can be an email address, or anything else your authenticator accepts.

	JPY_BASE_USER_URL: The base URL _path_ where the user has its service.

	USER: A unix-likable username to create the container user.

	URL_ID: a unique key assigned to the container that will end up in
the user-exposed URL to reach the container.






If the image accepts additional envvars (through the env labels mechanism outlined above)
these variables will be passed through the configurables mechanism: special variables
are recognized and exposed to the user as a configurable UI, then passed to the container
at startup. See the reserved env labels for details.








API reference







	remoteappmanager.application
	


	remoteappmanager.command_line_config
	


	remoteappmanager.file_config
	


	remoteappmanager.jinja2_adapters
	


	remoteappmanager.netutils
	


	remoteappmanager.traitlets
	Additional traitlets that we use in our application.


	remoteappmanager.user
	


	remoteappmanager.utils
	


	remoteappmanager.cli.remoteappdb.__main__
	Script to perform operations on the database of our application.


	remoteappmanager.cli.remoteapprest.__main__
	


	remoteappmanager.db.csv_db
	This module provides support for using CSV file as the database of the remoteappmanager.


	remoteappmanager.db.interfaces
	


	remoteappmanager.db.orm
	


	remoteappmanager.docker.async_docker_client
	


	remoteappmanager.docker.container
	


	remoteappmanager.docker.container_manager
	


	remoteappmanager.docker.image
	


	remoteappmanager.jupyterhub.auth
	


	remoteappmanager.jupyterhub.spawners
	


	remoteappmanager.handlers.base_handler
	


	remoteappmanager.handlers.home_handler
	


	remoteappmanager.logging.logging_mixin
	


	remoteappmanager.webapi.application
	


	remoteappmanager.webapi.container
	


	remoteappmanager.webapi.admin.application
	


	remoteappmanager.webapi.admin.container
	


	remoteappmanager.services.hub
	


	remoteappmanager.services.reverse_proxy
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application

Classes







	Application(command_line_config,...)
	Tornado main application















	
class remoteappmanager.application.Application(command_line_config, file_config, environment_config)[source]

	Bases: remoteappmanager.base_application.BaseApplication

Tornado main application

Initializes the application


	config: ApplicationConfiguration

	The application configuration object
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command_line_config

Classes







	CommandLineConfig(*args,**kwargs)
	Configuration options for the application server















	
class remoteappmanager.command_line_config.CommandLineConfig(*args, **kwargs)[source]

	Bases: traitlets.traitlets.HasTraits

Configuration options for the application server


	
base_urlpath = Unicode

	The base url where the server resides






	
command_line_options_inited = False

	




	
config_file = Unicode

	The path of the configuration file






	
cookie_name = Unicode

	The cookie name for authentication






	
hub_api_url = Unicode

	The url of the jupyterhub REST API






	
hub_host = Unicode

	The url of the jupyterhub server






	
hub_prefix = Unicode

	The url prefix of the jupyterhub






	
ip = Unicode

	The IP address to bind






	
parse_config()[source]

	Parses the command line arguments, and assign their
values to our local traits.






	
port = Int

	Port at which to spawn






	
proxy_api_url = Unicode

	The url of the reverse proxy API






	
user = Unicode

	The user as specified at the jupyterhub login
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file_config

Classes







	FileConfig(*args,**kwargs)
	Configuration options for the application server.















	
class remoteappmanager.file_config.FileConfig(*args, **kwargs)[source]

	Bases: traitlets.traitlets.HasTraits

Configuration options for the application server.
They are sourced from the configuration file.


	
accounting_class = Unicode

	The import path to a subclass of ABCAccounting

Default: ‘remoteappmanager.db.orm.AppAccounting’






	
accounting_kwargs = Dict

	The keyword arguments for initialising the Accounting instance






	
docker_config()[source]

	Extracts the docker configuration as a dictionary suitable
to be passed as keywords to the docker client.






	
docker_host = Unicode

	The docker host to connect to

Default: ‘’






	
ga_tracking_id = Unicode

	The google analytics tracking id






	
login_url = Unicode

	The url to be redirected to if the user is not authenticated for pages that require authentication

Default: ‘/hub’






	
network_timeout = Int

	The timeout (seconds) for network operations

Default: 30






	
parse_config(config_file)[source]

	Parses the config file, and assign their values to our local traits.






	
static_path = Unicode

	The path where to search for static files






	
template_path = Unicode

	The path where to search for jinja templates






	
tls = Bool

	If True, connect to docker with tls

Default: False






	
tls_ca = Unicode

	Path to CA certificate for docker TLS

Default: ‘’






	
tls_cert = Unicode

	Path to client certificate for docker TLS

Default: ‘’






	
tls_key = Unicode

	Path to client key for docker TLS

Default: ‘’






	
tls_verify = Bool

	If True, verify the CA certificate against a known or self-signed CA certificate

Default: True
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jinja2_adapters

Classes







	Jinja2LoaderAdapter(env)
	Adapts the Jinja2 environment to act as a loader as desired by tornado.


	Jinja2TemplateAdapter(template)
	Adapts the Jinja template interface to act as a tornado template.















	
class remoteappmanager.jinja2_adapters.Jinja2LoaderAdapter(env)[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

Adapts the Jinja2 environment to act as a loader
as desired by tornado.

The class uses duck typing to implement the interface of tornado.BaseLoader
and relies on jinja caching to hold the premade templates.

Initializes the adapter.





	Parameters:	env (Environment) – the jinja2 environment






	
load(name, parent_path=None)[source]

	Loads the template with a given name.





	Parameters:	
	name (str [https://docs.python.org/2/library/functions.html#str]) – the simple name of the template.

	parent_path (str [https://docs.python.org/2/library/functions.html#str]) – The parent path (unused)






	Returns:	
	Jinja2TemplateAdapter object, adapting a jinja template into a tornado

	template interface
















	
reset()[source]

	Resets the LRU cache in jinja template environment.
The method is already thread safe.






	
resolve_path(name, parent_path=None)[source]

	Returns the absolute name of the template according to the loader.





	Parameters:	
	name (str [https://docs.python.org/2/library/functions.html#str]) – the simple name of the template.

	parent_path (str [https://docs.python.org/2/library/functions.html#str]) – The parent path (unused)






	Returns:	




	Return type:	The absolute path of the template
















	
class remoteappmanager.jinja2_adapters.Jinja2TemplateAdapter(template)[source]

	Bases: tornado.template.Template

Adapts the Jinja template interface to act as a tornado template.
It reimplements the base class, but it uses no functionality of it.


	
generate(**kwargs)[source]

	Generate this template with the given arguments.













          

      

      

    


    
         Copyright 2016, SimPhoNy Project.
      Created using Sphinx 1.4.4.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	
          previous |

        	Simphony-remote 1.0.0 documentation 

          	Developer documentation 
 
      

    


    
      
          
            
  
netutils

Functions







	wait_for_http_server_2xx(url[,timeout])
	Wait for an HTTP Server to respond at url and respond with a 2xx code.















	
remoteappmanager.netutils.wait_for_http_server_2xx(url, timeout=10)[source]

	Wait for an HTTP Server to respond at url and respond with a 2xx code.
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traitlets

Functions







	as_dict(traited_instance)
	Returns a dictionary from the traited class, with keys equal to trait names and values the corresponding values.


	set_traits_from_dict(traited_instance,d)
	Given a class with traitlets and a dictionary with keys corresponding to the traitlet names, set the traitlets to the associated dict values.















	
remoteappmanager.traitlets.as_dict(traited_instance)[source]

	Returns a dictionary from the traited class, with keys
equal to trait names and values the corresponding values.






	
remoteappmanager.traitlets.set_traits_from_dict(traited_instance, d)[source]

	Given a class with traitlets and a dictionary with keys corresponding
to the traitlet names, set the traitlets to the associated dict values.

Note: if a set operation fails, the appropriate traitlet exception is
raised. Traitlets that were already set won’t be rolled back.





Classes







	UnicodeOrFalse([default_value,allow_none,...])
	Declare a traitlet.















	
class remoteappmanager.traitlets.UnicodeOrFalse(default_value=traitlets.Undefined, allow_none=False, read_only=None, help=None, **kwargs)[source]

	Bases: traitlets.traitlets.Unicode

Declare a traitlet.

If allow_none is True, None is a valid value in addition to any
values that are normally valid. The default is up to the subclass.
For most trait types, the default value for allow_none is False.

Extra metadata can be associated with the traitlet using the .tag() convenience method
or by using the traitlet instance’s .metadata dictionary.


	
info_text = 'a unicode string or False'

	




	
validate(obj, value)[source]
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user

Classes







	User(*args,**kwargs)
	Represents the user.















	
class remoteappmanager.user.User(*args, **kwargs)[source]

	Bases: traitlets.traitlets.HasTraits

Represents the user. It holds a reference to the ORM user, if
available.


	
account = Any

	Can be none if the username cannot be found in the database.

any value






	
name = Unicode

	a unicode string
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utils

Functions







	mergedoc(function,other)
	Merge the docstring from the other function to the decorated function.


	one(elements)
	Returns True if only one element is not None, false otherwise


	parse_volume_string(volume_string)
	Parses a volume specification string SOURCE:TARGET:MODE into its components, or raises click.BadOptionUsage if not according to format.


	url_path_join(*pieces)
	Join components of url into a relative url path Use to prevent double slash when joining subpath.


	with_end_slash(url)
	Normalises a url to have an ending slash, and only one.


	without_end_slash(url)
	Makes sure there is no end slash at the end of a url.















	
remoteappmanager.utils.mergedoc(function, other)[source]

	Merge the docstring from the other function to the decorated function.






	
remoteappmanager.utils.one(elements)[source]

	Returns True if only one element is not None, false otherwise






	
remoteappmanager.utils.parse_volume_string(volume_string)[source]

	Parses a volume specification string SOURCE:TARGET:MODE into
its components, or raises click.BadOptionUsage if not according
to format.






	
remoteappmanager.utils.url_path_join(*pieces)[source]

	Join components of url into a relative url path
Use to prevent double slash when joining subpath. This will leave the
initial and final / in place

Assume pieces do not contain protocol (e.g. http://)






	
remoteappmanager.utils.with_end_slash(url)[source]

	Normalises a url to have an ending slash, and only one.






	
remoteappmanager.utils.without_end_slash(url)[source]

	Makes sure there is no end slash at the end of a url.





Classes







	mergedocs(other)
	Merge the docstrings of other class to the decorated.















	
class remoteappmanager.utils.mergedocs(other)[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

Merge the docstrings of other class to the decorated.
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__main__

Functions







	database(db_url)
	Retrieves the orm.Database object from the passed db url.


	get_docker_client()
	Returns docker.client object using the local environment variables


	is_sqlitedb_url(db_url)
	Returns True if the url refers to a sqlite database


	main()
	


	normalise_to_url(url_or_path)
	Normalises a disk path to a sqlalchemy url


	print_error(error)
	Prints an error message to stderr


	sqlite_url_to_path(url)
	Converts a sqlalchemy sqlite url to the disk path.


	sqlitedb_present(db_url)
	Checks if the db url is present.















	
remoteappmanager.cli.remoteappdb.__main__.database(db_url)[source]

	Retrieves the orm.Database object from the passed db url.





	Parameters:	db_url (str [https://docs.python.org/2/library/functions.html#str]) – A string containing a db sqlalchemy url.


	Returns:	


	Return type:	orm.Database instance.










	
remoteappmanager.cli.remoteappdb.__main__.get_docker_client()[source]

	Returns docker.client object using the local environment variables






	
remoteappmanager.cli.remoteappdb.__main__.is_sqlitedb_url(db_url)[source]

	Returns True if the url refers to a sqlite database






	
remoteappmanager.cli.remoteappdb.__main__.main()[source]

	




	
remoteappmanager.cli.remoteappdb.__main__.normalise_to_url(url_or_path)[source]

	Normalises a disk path to a sqlalchemy url





	Parameters:	url_or_path (str [https://docs.python.org/2/library/functions.html#str]) – a sqlalchemy url or a disk path


	Returns:	A sqlalchemy url


	Return type:	str [https://docs.python.org/2/library/functions.html#str]










	
remoteappmanager.cli.remoteappdb.__main__.print_error(error)[source]

	Prints an error message to stderr






	
remoteappmanager.cli.remoteappdb.__main__.sqlite_url_to_path(url)[source]

	Converts a sqlalchemy sqlite url to the disk path.





	Parameters:	url (str [https://docs.python.org/2/library/functions.html#str]) – A “sqlite:///” path


	Returns:	The disk path.


	Return type:	str [https://docs.python.org/2/library/functions.html#str]










	
remoteappmanager.cli.remoteappdb.__main__.sqlitedb_present(db_url)[source]

	Checks if the db url is present.
Remote urls are always assumed to be present, so this method
concerns mostly sqlite databases.





Classes







	RemoteAppDBContext(db_url)
	















	
class remoteappmanager.cli.remoteappdb.__main__.RemoteAppDBContext(db_url)[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]
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__main__

Functions







	main()
	















	
remoteappmanager.cli.remoteapprest.__main__.main()[source]

	



Classes







	Credentials(url,username,cookies)
	Data class to hold the credentials extracted from the credential file.


	RemoteAppRestContext
	The click context passed around.















	
class remoteappmanager.cli.remoteapprest.__main__.Credentials(url, username, cookies)[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

Data class to hold the credentials extracted from the credential file.


	
classmethod from_file(credentials_file)[source]

	Extracts the authorization info from the credentials file.
Returns a tuple with url, username, and a dict of credentials
cookies






	
write(credentials_file)[source]

	Stores the credentials in a credentials file.










	
class remoteappmanager.cli.remoteapprest.__main__.RemoteAppRestContext[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

The click context passed around.


	
credentials = None

	




	
credentials_file = None
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csv_db

Classes







	CSVAccounting(csv_file_path,**kwargs)
	Accounting class that reads a CSV file and is used by the remoteappmanager.


	CSVApplication(id,image)
	


	CSVApplicationPolicy([allow_home,...])
	


	CSVUser(id,name)
	















	
class remoteappmanager.db.csv_db.CSVAccounting(csv_file_path, **kwargs)[source]

	Bases: remoteappmanager.db.interfaces.ABCAccounting

Accounting class that reads a CSV file and is used by the
remoteappmanager.  Currently only accepts one csv file.

Initialiser





	Parameters:	
	csv_file_path (str [https://docs.python.org/2/library/functions.html#str]) – File path for the CSV file

	**kwargs – optional keyword arguments for open(csv_file_path)










	
create_application(app_name)[source]

	Creates a new application with the specified name.
Raises if an application with the same name already exists





	Parameters:	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application


	Returns:	id – The id of the created application


	Return type:	int [https://docs.python.org/2/library/functions.html#int]


	Raises:	exceptions.Exists – If the application already exists.










	
create_user(user_name)[source]

	Creates a user with the specified username, if the backend
allows it.





	Parameters:	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name


	Returns:	id – The unique id of the user


	Return type:	int [https://docs.python.org/2/library/functions.html#int]


	Raises:	exceptions.Exists – If the user with that name already exists.










	
get_apps_for_user(user)[source]

	Return an iterable of ApplicationConfig for a given user





	Parameters:	user (opaque-type) – Same type as the result of get_user


	Returns:	each item of the tuple should be a tuple of
(id, ABCApplication, ABCApplicationPolicy) where id is a string
used for identifying (ABCApplication, ABCApplicationPolicy)


	Return type:	tuple [https://docs.python.org/2/library/functions.html#tuple]










	
get_user(*, user_name=None, id=None)[source]

	Return a User for a given user_name or id, or return
None if the User is not found. Only one argument is allowed.





	Parameters:	
	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name

	id (int [https://docs.python.org/2/library/functions.html#int]) – An id






	Returns:	user – an user object that the database understands




	Return type:	opaque-type












	
grant_access(app_name, user_name, allow_home, allow_view, volume)[source]

	Grant access for user to application.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the user

	allow_home (bool [https://docs.python.org/2/library/functions.html#bool]) – If the home workspace should be mounted.

	allow_view (bool [https://docs.python.org/2/library/functions.html#bool]) – If the session should be visible by others.

	volume (str [https://docs.python.org/2/library/functions.html#str]) – A volume to mount in the format source_path:target_path:mode
mode being “ro” or “rw”.
(e.g. “/host/path:/container/path:ro”).






	Raises:	
	exception.NotFound: – if the app or user are not found.

	ValueError: – if the volume string is invalid.






	Returns:	id – A 32 characters id (mapping_id)




	Return type:	str [https://docs.python.org/2/library/functions.html#str]












	
list_applications()[source]

	List all available applications





	Returns:	applications – A list of the available apps.


	Return type:	list [https://docs.python.org/2/library/functions.html#list]










	
list_users()[source]

	Returns a list of all available users.





	Returns:	users – A list of users.


	Return type:	list [https://docs.python.org/2/library/functions.html#list]










	
remove_application(*, app_name=None, id=None)[source]

	Remove an existing application by name or id, depending
what is provided. Only one argument is allowed.
If the application is not present, does nothing.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	id (int [https://docs.python.org/2/library/functions.html#int]) – The id of the application






	Raises:	exception.NotFound – If the application is not found.












	
remove_user(*, user_name=None, id=None)[source]

	Removes a user by name or id, if the backend allows it.
Only one argument is allowed. If the user is not present,
does nothing.





	Parameters:	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name










	
revoke_access(app_name, user_name, allow_home, allow_view, volume)[source]

	Revoke access for user to application.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the user

	allow_home (bool [https://docs.python.org/2/library/functions.html#bool]) – If the home workspace should be mounted.

	allow_view (bool [https://docs.python.org/2/library/functions.html#bool]) – If the session should be visible by others.

	volume (str [https://docs.python.org/2/library/functions.html#str]) – A volume to mount in the format source_path:target_path:mode
mode being “ro” or “rw”.
(e.g. “/host/path:/container/path:ro”).






	Raises:	
	exception.NotFound: – if the app or user are not found.

	ValueError: – if the volume string is invalid.














	
revoke_access_by_id(mapping_id)[source]

	Like revoke_access, but uses the mapping id instead.










	
class remoteappmanager.db.csv_db.CSVApplication(id, image)[source]

	Bases: remoteappmanager.db.interfaces.ABCApplication






	
class remoteappmanager.db.csv_db.CSVApplicationPolicy(allow_home=False, allow_view=False, allow_common=False, volume_source=None, volume_target=None, volume_mode=None)[source]

	Bases: remoteappmanager.db.interfaces.ABCApplicationPolicy






	
class remoteappmanager.db.csv_db.CSVUser(id, name)[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]
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interfaces

Classes







	ABCAccounting
	Main accounting interface required by the single user application.


	ABCApplication(id,image)
	Description of an application


	ABCApplicationPolicy([allow_home,...])
	Policy for an application















	
class remoteappmanager.db.interfaces.ABCAccounting[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

Main accounting interface required by the single user application.


	
create_application(app_name)[source]

	Creates a new application with the specified name.
Raises if an application with the same name already exists





	Parameters:	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application


	Returns:	id – The id of the created application


	Return type:	int [https://docs.python.org/2/library/functions.html#int]


	Raises:	exceptions.Exists – If the application already exists.










	
create_user(user_name)[source]

	Creates a user with the specified username, if the backend
allows it.





	Parameters:	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name


	Returns:	id – The unique id of the user


	Return type:	int [https://docs.python.org/2/library/functions.html#int]


	Raises:	exceptions.Exists – If the user with that name already exists.










	
get_apps_for_user(user)[source]

	Return an iterable of ApplicationConfig for a given user





	Parameters:	user (opaque-type) – Same type as the result of get_user


	Returns:	each item of the tuple should be a tuple of
(id, ABCApplication, ABCApplicationPolicy) where id is a string
used for identifying (ABCApplication, ABCApplicationPolicy)


	Return type:	tuple [https://docs.python.org/2/library/functions.html#tuple]










	
get_user(*, user_name=None, id=None)[source]

	Return a User for a given user_name or id, or return
None if the User is not found. Only one argument is allowed.





	Parameters:	
	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name

	id (int [https://docs.python.org/2/library/functions.html#int]) – An id






	Returns:	user – an user object that the database understands




	Return type:	opaque-type












	
grant_access(app_name, user_name, allow_home, allow_view, volume)[source]

	Grant access for user to application.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the user

	allow_home (bool [https://docs.python.org/2/library/functions.html#bool]) – If the home workspace should be mounted.

	allow_view (bool [https://docs.python.org/2/library/functions.html#bool]) – If the session should be visible by others.

	volume (str [https://docs.python.org/2/library/functions.html#str]) – A volume to mount in the format source_path:target_path:mode
mode being “ro” or “rw”.
(e.g. “/host/path:/container/path:ro”).






	Raises:	
	exception.NotFound: – if the app or user are not found.

	ValueError: – if the volume string is invalid.






	Returns:	id – A 32 characters id (mapping_id)




	Return type:	str [https://docs.python.org/2/library/functions.html#str]












	
list_applications()[source]

	List all available applications





	Returns:	applications – A list of the available apps.


	Return type:	list [https://docs.python.org/2/library/functions.html#list]










	
list_users()[source]

	Returns a list of all available users.





	Returns:	users – A list of users.


	Return type:	list [https://docs.python.org/2/library/functions.html#list]










	
remove_application(*, app_name=None, id=None)[source]

	Remove an existing application by name or id, depending
what is provided. Only one argument is allowed.
If the application is not present, does nothing.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	id (int [https://docs.python.org/2/library/functions.html#int]) – The id of the application






	Raises:	exception.NotFound – If the application is not found.












	
remove_user(*, user_name=None, id=None)[source]

	Removes a user by name or id, if the backend allows it.
Only one argument is allowed. If the user is not present,
does nothing.





	Parameters:	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name










	
revoke_access(app_name, user_name, allow_home, allow_view, volume)[source]

	Revoke access for user to application.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the user

	allow_home (bool [https://docs.python.org/2/library/functions.html#bool]) – If the home workspace should be mounted.

	allow_view (bool [https://docs.python.org/2/library/functions.html#bool]) – If the session should be visible by others.

	volume (str [https://docs.python.org/2/library/functions.html#str]) – A volume to mount in the format source_path:target_path:mode
mode being “ro” or “rw”.
(e.g. “/host/path:/container/path:ro”).






	Raises:	
	exception.NotFound: – if the app or user are not found.

	ValueError: – if the volume string is invalid.














	
revoke_access_by_id(mapping_id)[source]

	Like revoke_access, but uses the mapping id instead.










	
class remoteappmanager.db.interfaces.ABCApplication(id, image)[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

Description of an application


	
id = None

	Numerical id






	
image = None

	Name of the image










	
class remoteappmanager.db.interfaces.ABCApplicationPolicy(allow_home=False, allow_view=False, allow_common=False, volume_source=None, volume_target=None, volume_mode=None)[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

Policy for an application


	
allow_common = None

	Is the common data volume for the application mounted






	
allow_home = None

	Is the home directory mounted






	
allow_view = None

	Is the application viewable by others






	
volume_mode = None

	Mode for read-write access (ro = Read-only. rw = Read-write)






	
volume_source = None

	Source path for the common data volume on the host machine






	
volume_target = None

	Target mount point of the common data volume in the application
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orm

Functions







	apps_for_user(session,user)
	Returns a tuple of tuples, each containing an application and the associated policy that the specified orm user is allowed to run.


	detached_session(db)
	Creates a session where at the end, the objects retrieved


	transaction(session)
	handles a transaction in a session.















	
remoteappmanager.db.orm.apps_for_user(session, user)[source]

	Returns a tuple of tuples, each containing an application and the
associated policy that the specified orm user is allowed to run.
If the user is None, the default is to return an empty list.
The mapping_id is a unique string identifying the combination of
application and policy. It is not unique per user.
:param session: The current session
:type session: Session
:param user: the orm User, or None.
:type user: User or None





	Returns:	


	Return type:	A tuple of tuples (mapping_id, orm.Application, orm.ApplicationPolicy)










	
remoteappmanager.db.orm.detached_session(db)[source]

	Creates a session where at the end, the objects retrieved
are detached from the session itself






	
remoteappmanager.db.orm.transaction(session)[source]

	handles a transaction in a session.





Classes







	Accounting(**kwargs)
	Holds the information about who is allowed to run what.


	AppAccounting(url,**kwargs)
	Initialiser


	Application(**kwargs)
	Describes an application that should be available for startup


	ApplicationPolicy(**kwargs)
	A simple constructor that allows initialization from kwargs.


	Database(url,**kwargs)
	Initialises a database connection to a given database url.


	IdMixin
	Base class to provide an id


	User(**kwargs)
	Table for users.















	
class remoteappmanager.db.orm.Accounting(**kwargs)[source]

	Bases: sqlalchemy.ext.declarative.api.Base

Holds the information about who is allowed to run what.

A simple constructor that allows initialization from kwargs.

Sets attributes on the constructed instance using the names and
values in kwargs.

Only keys that are present as
attributes of the instance’s class are allowed. These could be,
for example, any mapped columns or relationships.


	
application

	




	
application_id

	




	
application_policy

	




	
application_policy_id

	




	
id

	




	
user

	




	
user_id

	








	
class remoteappmanager.db.orm.AppAccounting(url, **kwargs)[source]

	Bases: remoteappmanager.db.interfaces.ABCAccounting

Initialiser





	Parameters:	
	url (str [https://docs.python.org/2/library/functions.html#str]) – the url for connecting to a database

	**kwargs – optional keyword arguments for Database










See also

SQLAlchemy Database Urls [http://docs.sqlalchemy.org/en/latest/core/engines.html?highlight=database%20url]




	
check_database_readable()[source]

	Raise IOError if the database url points to a sqlite database
that is not readable

TODO: may extend for validating databases in other dialects?






	
create_application(app_name)[source]

	Creates a new application with the specified name.
Raises if an application with the same name already exists





	Parameters:	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application


	Returns:	id – The id of the created application


	Return type:	int [https://docs.python.org/2/library/functions.html#int]


	Raises:	exceptions.Exists – If the application already exists.










	
create_user(user_name)[source]

	Creates a user with the specified username, if the backend
allows it.





	Parameters:	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name


	Returns:	id – The unique id of the user


	Return type:	int [https://docs.python.org/2/library/functions.html#int]


	Raises:	exceptions.Exists – If the user with that name already exists.










	
get_apps_for_user(user)[source]

	Return an iterable of ApplicationConfig for a given user





	Parameters:	user (opaque-type) – Same type as the result of get_user


	Returns:	each item of the tuple should be a tuple of
(id, ABCApplication, ABCApplicationPolicy) where id is a string
used for identifying (ABCApplication, ABCApplicationPolicy)


	Return type:	tuple [https://docs.python.org/2/library/functions.html#tuple]










	
get_user(*, user_name=None, id=None)[source]

	Return a User for a given user_name or id, or return
None if the User is not found. Only one argument is allowed.





	Parameters:	
	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name

	id (int [https://docs.python.org/2/library/functions.html#int]) – An id






	Returns:	user – an user object that the database understands




	Return type:	opaque-type












	
grant_access(app_name, user_name, allow_home, allow_view, volume)[source]

	Grant access for user to application.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the user

	allow_home (bool [https://docs.python.org/2/library/functions.html#bool]) – If the home workspace should be mounted.

	allow_view (bool [https://docs.python.org/2/library/functions.html#bool]) – If the session should be visible by others.

	volume (str [https://docs.python.org/2/library/functions.html#str]) – A volume to mount in the format source_path:target_path:mode
mode being “ro” or “rw”.
(e.g. “/host/path:/container/path:ro”).






	Raises:	
	exception.NotFound: – if the app or user are not found.

	ValueError: – if the volume string is invalid.






	Returns:	id – A 32 characters id (mapping_id)




	Return type:	str [https://docs.python.org/2/library/functions.html#str]












	
list_applications()[source]

	List all available applications





	Returns:	applications – A list of the available apps.


	Return type:	list [https://docs.python.org/2/library/functions.html#list]










	
list_users()[source]

	Returns a list of all available users.





	Returns:	users – A list of users.


	Return type:	list [https://docs.python.org/2/library/functions.html#list]










	
remove_application(*, app_name=None, id=None)[source]

	Remove an existing application by name or id, depending
what is provided. Only one argument is allowed.
If the application is not present, does nothing.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	id (int [https://docs.python.org/2/library/functions.html#int]) – The id of the application






	Raises:	exception.NotFound – If the application is not found.












	
remove_user(*, user_name=None, id=None)[source]

	Removes a user by name or id, if the backend allows it.
Only one argument is allowed. If the user is not present,
does nothing.





	Parameters:	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The user name










	
revoke_access(app_name, user_name, allow_home, allow_view, volume)[source]

	Revoke access for user to application.





	Parameters:	
	app_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the application

	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The name of the user

	allow_home (bool [https://docs.python.org/2/library/functions.html#bool]) – If the home workspace should be mounted.

	allow_view (bool [https://docs.python.org/2/library/functions.html#bool]) – If the session should be visible by others.

	volume (str [https://docs.python.org/2/library/functions.html#str]) – A volume to mount in the format source_path:target_path:mode
mode being “ro” or “rw”.
(e.g. “/host/path:/container/path:ro”).






	Raises:	
	exception.NotFound: – if the app or user are not found.

	ValueError: – if the volume string is invalid.














	
revoke_access_by_id(mapping_id)[source]

	Like revoke_access, but uses the mapping id instead.










	
class remoteappmanager.db.orm.Application(**kwargs)[source]

	Bases: remoteappmanager.db.orm.IdMixin, sqlalchemy.ext.declarative.api.Base

Describes an application that should be available for startup

A simple constructor that allows initialization from kwargs.

Sets attributes on the constructed instance using the names and
values in kwargs.

Only keys that are present as
attributes of the instance’s class are allowed. These could be,
for example, any mapped columns or relationships.


	
static from_image_name(session, image_name)[source]

	




	
id

	




	
image

	The docker image name where the application can be found










	
class remoteappmanager.db.orm.ApplicationPolicy(**kwargs)[source]

	Bases: remoteappmanager.db.orm.IdMixin, sqlalchemy.ext.declarative.api.Base

A simple constructor that allows initialization from kwargs.

Sets attributes on the constructed instance using the names and
values in kwargs.

Only keys that are present as
attributes of the instance’s class are allowed. These could be,
for example, any mapped columns or relationships.


	
allow_common

	If a common workarea should be mounted in the container






	
allow_home

	If the home directory should be mounted in the container






	
allow_view

	If the container should be accessible by other people






	
id

	




	
volume_mode

	




	
volume_source

	




	
volume_target

	








	
class remoteappmanager.db.orm.Database(url, **kwargs)[source]

	Bases: remoteappmanager.logging.logging_mixin.LoggingMixin

Initialises a database connection to a given database url.





	Parameters:	
	url (url) – A sqlalchemy url to connect to a specified database.

	kwargs (dict [https://docs.python.org/2/library/stdtypes.html#dict]) – Additional keys will be passed at create_engine.










	
create_session()[source]

	Create a new session class at the database url with the current
engine.






	
reset()[source]

	Completely resets the content of the database, removing
and reinitializing the tables. Should be used only if the database
does not already exist, or if its contents are irrelevant or obsolete.










	
class remoteappmanager.db.orm.IdMixin[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

Base class to provide an id


	
classmethod from_id(session, id)[source]

	




	
id = Column(None, Integer(), table=None, primary_key=True, nullable=False)

	








	
class remoteappmanager.db.orm.User(**kwargs)[source]

	Bases: remoteappmanager.db.orm.IdMixin, sqlalchemy.ext.declarative.api.Base

Table for users.

A simple constructor that allows initialization from kwargs.

Sets attributes on the constructed instance using the names and
values in kwargs.

Only keys that are present as
attributes of the instance’s class are allowed. These could be,
for example, any mapped columns or relationships.


	
id

	




	
name

	The name of the user as specified by jupyterhub.
This entry must be unique and is, for all practical purposes,
a primary key.
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Classes







	AsyncDockerClient(*args,**kwargs)
	Provides an asynchronous interface to dockerpy.















	
class remoteappmanager.docker.async_docker_client.AsyncDockerClient(*args, **kwargs)[source]

	Bases: object [https://docs.python.org/2/library/functions.html#object]

Provides an asynchronous interface to dockerpy.
All Client interface is available as methods returning a future
instead of the actual result. The resulting future can be yielded.

This class is thread safe. Note that all instances use the same
executor.

Initialises the docker async client.

The client uses a single, module level executor to submit
requests and obtain futures. The futures must be yielded
according to the tornado asynchronous interface.

The exported methods are the same as from the docker-py
synchronous client, with the exception of their async nature.

Note that the executor is a ThreadPoolExecutor with a single thread.
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Classes







	Container(*args,**kwargs)
	Class representing a container.















	
class remoteappmanager.docker.container.Container(*args, **kwargs)[source]

	Bases: traitlets.traitlets.HasTraits

Class representing a container.
Note that its existence just describes a container.
It does not imply that the associated container is still
running, registered, or anything


	
docker_id = Unicode

	The docker id of the container

a unicode string






	
classmethod from_docker_dict(docker_dict)[source]

	Returns a Container object with the info given by a
docker Client.





	Parameters:	docker_dict (dict [https://docs.python.org/2/library/stdtypes.html#dict]) – One item from the result of docker.Client.containers


	Returns:	container


	Return type:	remoteappmanager.docker.container.Container





Examples

>>> # containers is a list of dict
>>> containers = docker.Client().containers()





>>> Container.from_docker_dict(containers[0])










	
host_url

	Returns the docker host where this server can be reached,
in url form.






	
image_id = Unicode

	And the image docker id

a unicode string






	
image_name = Unicode

	The image name

a unicode string






	
ip = Unicode

	The ip address...

a unicode string






	
mapping_id = Unicode

	Mapping identifier

a unicode string






	
name = Unicode

	The practical name of the container

a unicode string






	
port = Int

	...and port where the container service will be listening

an int

Default: 80






	
url_id = Unicode

	The id that will go in the URL of the container.
This is a de-facto replacement for the container docker id. The reason
why we don’t use that instead is because the container id is difficult
to obtain reliably from inside the container, and because we want more
flexibility in the form of the user-exposed id.
Important: must be globally unique, not just per-user unique.

a unicode string






	
urlpath = Unicode

	The url path of the container as it is exported to the user.
e.g. “/home/test/containers/12345”
Must not have an end slash.

a unicode string






	
user = Unicode

	The user currently running the container

a unicode string













          

      

      

    


    
         Copyright 2016, SimPhoNy Project.
      Created using Sphinx 1.4.4.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	
          previous |

        	Simphony-remote 1.0.0 documentation 

          	Developer documentation 
 
      

    


    
      
          
            
  
container_manager

Classes







	ContainerManager(docker_config,*args,**kwargs)
	Initializes the Container manager.















	
class remoteappmanager.docker.container_manager.ContainerManager(docker_config, *args, **kwargs)[source]

	Bases: remoteappmanager.logging.logging_mixin.LoggingMixin

Initializes the Container manager.





	Parameters:	docker_config (Dict) – A dictionary containing the keywords for the configuration of
the docker client in agreement to docker py documentation.






	
container_from_url_id(url_id)[source]

	Retrieves and returns the container by its url_id, if present.
If not present, returns None.






	
container_port = Int

	The container (not host) port. We decided it’s 8888 by default. It will
be mapped to a random port on the host, so that our reverse proxy can
refer to it.

an int

Default: 8888






	
containers_from_filters(filters)[source]

	Returns the currently running containers for a given filter





	Parameters:	filters (dict [https://docs.python.org/2/library/stdtypes.html#dict]) – A dictionary of filters as in dockerpy


	Returns:	


	Return type:	A list of Container objects, or an empty list if nothing is found.










	
containers_from_mapping_id(user_name, mapping_id)[source]

	Returns the currently running containers for a given user and
mapping_id.





	Parameters:	
	user_name (str [https://docs.python.org/2/library/functions.html#str]) – The username

	mapping_id (str [https://docs.python.org/2/library/functions.html#str]) – The unique id to identify the container






	Returns:	




	Return type:	A list of Container objects, or an empty list if nothing is found.












	
docker_client = Instance

	The asynchronous docker client.

an AsyncDockerClient






	
docker_config = Dict

	The docker client configuration

a dict






	
image(image_id_or_name)[source]

	Returns the Image object associated to a given id






	
running_containers()[source]

	Returns all the running containers






	
start_container(user_name, image_name, mapping_id, base_urlpath, volumes, environment=None)[source]

	Starts a container using the given image name.





	Parameters:	
	user_name (string [https://docs.python.org/2/library/string.html#module-string]) – The name of the user

	image_name (string [https://docs.python.org/2/library/string.html#module-string]) – A string identifying the image name.

	mapping_id (str [https://docs.python.org/2/library/functions.html#str]) – A generic id used to recognize the container.
it is expected to be unique (and persistent) for a specific
combination of docker image (i.e. application) and setup
(i.e. configuration).

	base_urlpath (str [https://docs.python.org/2/library/functions.html#str]) – The base urlpath for the current user.

	volumes (dict or None) – {volume_source: {‘bind’: volume_target, ‘mode’: volume_mode}

	environment (dict or None) – Contains additional keyvalue pairs that will be exported
as environment variables inside the container.






	Returns:	




	Return type:	A container object containing information about the started container.




	Raises:	OperationInProgres: – if the requested mapping id is already scheduled for addition












	
stop_and_remove_container(container_id)[source]

	Idempotent removal of a container by id.
If the container is there, it will be removed. If it’s not
there, the unexpected conditions will be logged.





	Parameters:	container_id (str [https://docs.python.org/2/library/functions.html#str]) – A string containing the container identifier.


	Raises:	OperationInProgres: – if the requested container id is already scheduled for removal.













Exceptions







	OperationInProgress
	Exception raised when the operation for the requested image or container is already in progress.















	
class remoteappmanager.docker.container_manager.OperationInProgress[source]

	Bases: Exception

Exception raised when the operation for the requested image or
container is already in progress.
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Classes







	Image(*args,**kwargs)
	Wrap class for the docker client images dict result.















	
class remoteappmanager.docker.image.Image(*args, **kwargs)[source]

	Bases: traitlets.traitlets.HasTraits

Wrap class for the docker client images dict result.
Extracts the relevant information in a convenient interface


	
configurables = List

	a list






	
description = Unicode

	A long description of the image.

a unicode string






	
docker_id = Unicode

	The docker id of the image

a unicode string






	
env = Dict

	a dict






	
classmethod from_docker_dict(docker_dict)[source]

	Converts the dict response from the dockerpy library into an
instance of this class, extracting the relevant information.





	Parameters:	docker_dict (dict [https://docs.python.org/2/library/stdtypes.html#dict]) – Results of docker.client.inspect_image or an item of the
result of docker.client.images










	
icon_128 = Unicode

	A visual icon to associate to the image.

a unicode string






	
name = Unicode

	The name of the image.

a unicode string






	
type = Unicode

	The type of the image.

a unicode string






	
ui_name = Unicode

	The user interface (web) name of the image.

a unicode string
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Functions







	escape(s)
	Trivial escaping wrapper for well established stuff.















	
remoteappmanager.jupyterhub.spawners.escape(s)[source]

	Trivial escaping wrapper for well established stuff.
Works for containers, file names. Note that it is not destructive,
so it won’t generate collisions.
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Classes







	BaseHandler(application,request,**kwargs)
	Base class for the request handler.















	
class remoteappmanager.handlers.base_handler.BaseHandler(application, request, **kwargs)[source]

	Bases: tornado.web.RequestHandler, remoteappmanager.logging.logging_mixin.LoggingMixin

Base class for the request handler.


	
authenticator

	The authenticator that is used to recognize the user.

alias of HubAuthenticator






	
prepare()[source]

	Runs before any specific handler.






	
render(template_name, **kwargs)[source]

	Reimplements render to pass well known information to the rendering
context.






	
write_error(status_code, **kwargs)[source]

	Render error page for uncaught errors
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Classes







	HomeHandler(application,request,**kwargs)
	Render the user’s home page















	
class remoteappmanager.handlers.home_handler.HomeHandler(application, request, **kwargs)[source]

	Bases: remoteappmanager.handlers.base_handler.BaseHandler

Render the user’s home page


	
get()[source]
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Functions







	issue(self,message[,exc])
	Accepts a message that will be logged with an additional reference code for easy log lookup.















	
remoteappmanager.logging.logging_mixin.issue(self, message, exc=None)[source]

	Accepts a message that will be logged with an additional reference
code for easy log lookup.

The identifier will be returned for inclusion in user-visible
error messages.





Classes







	LoggingMixin(*args,**kwargs)
	A HasTrait class that provides logging.















	
class remoteappmanager.logging.logging_mixin.LoggingMixin(*args, **kwargs)[source]

	Bases: traitlets.traitlets.HasTraits

A HasTrait class that provides logging. Used as a mixin.


	
log = Instance

	a logging.Logger
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Classes







	Hub(*args,**kwargs)
	Provides access to JupyterHub authenticator services.















	
class remoteappmanager.services.hub.Hub(*args, **kwargs)[source]

	Bases: remoteappmanager.logging.logging_mixin.LoggingMixin, traitlets.traitlets.HasTraits

Provides access to JupyterHub authenticator services.

Initializes the hub connection object.


	
api_token = Unicode

	The api token to authenticate the request

a unicode string






	
endpoint_url = Unicode

	The url at which the Hub can be reached

a unicode string






	
verify_token(cookie_name, encrypted_cookie)[source]

	Verify the authentication token and grants access to the user
if verified.





	Parameters:	
	cookie_name (str [https://docs.python.org/2/library/functions.html#str]) – A string containing the conventional name of the cookie.

	encrypted_cookie (str [https://docs.python.org/2/library/functions.html#str]) – the cookie content, as received by JupyterHub (encrypted)






	Returns:	user_data – If authentication is successful, user_data contains the user’s
information from jupyterhub associated with the given encrypted
cookie.  Otherwise the dictionary is empty.




	Return type:	dict [https://docs.python.org/2/library/stdtypes.html#dict]
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Classes







	ReverseProxy(*args,**kwargs)
	Represents the remote reverse proxy.















	
class remoteappmanager.services.reverse_proxy.ReverseProxy(*args, **kwargs)[source]

	Bases: remoteappmanager.logging.logging_mixin.LoggingMixin, traitlets.traitlets.HasTraits

Represents the remote reverse proxy. It is meant to have a high
level API.

Initializes the reverse proxy connection object.


	
api_token = Unicode

	The authorization API token to authenticate the request

a unicode string






	
endpoint_url = Unicode

	The endpoint url at which the reverse proxy has its api

a unicode string






	
register(urlpath, target_host_url)[source]

	Register a given urlpath to redirect to a different target host.
The operation is idempotent.





	Parameters:	
	urlpath (str [https://docs.python.org/2/library/functions.html#str]) – The absolute path of the url (e.g. /my/internal/service/)”

	target_host_url – The host to redirect to, e.g. http://127.0.0.1:31233/service/














	
unregister(urlpath)[source]

	Unregisters a previously registered urlpath.
If the urlpath is not found in the reverse proxy, it will not raise
an error, but it will log the unexpected circumstance.





	Parameters:	urlpath (str [https://docs.python.org/2/library/functions.html#str]) – The absolute path of the url (e.g. /my/internal/service/”
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Troubleshoot








The database is not initalised properly

Each user’s server requires a database setup and readable by the local process on which the remoteappmanager web application is started.  The error message indicates that the database is not readable (e.g. it does not exist).  Please refer to Setup Database Accounting for details and options on setting up the database.

For more details on how the local process is managed, please refers to remoteappmanager.spawner.




Docker timeouts

If the application is unable to connect to docker and timeouts with the following message


Error while fetching server API version: HTTPSConnectionPool(host=‘192.168.99.100’, port=2376):
Max retries exceeded with url: /version (Caused by
ConnectTimeoutError(<requests.packages.urllib3.connection.VerifiedHTTPSConnection object at 0x106299518>,
‘Connection to 192.168.99.100 timed out. (connect timeout=60)’)).


The likely problem is that your docker machine is not reachable. The most likely cause is that
you recently recreated your default docker machine, or the docker machine is no longer reachable.
Make sure that your docker environment (DOCKER_HOST environment variable) is compatible with the
docker machine current ip address (docker-machine ip). If not, reconfigure your docker machine
environment with eval $(docker-machine env).




Error when connecting to docker: Permission denied

Check if your /var/run/docker.sock is accessible and readable. The likely cause is
that your current user is not in the docker group. Fix this by running:

sudo addgroup your_username docker





and then logging out and in again.
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Docker image specifications


Docker images compliant to the simphony-remote application define a protocol
through docker LABEL and environment variables.



Labels


Labels are defined with the prefix namespace:


eu.simphony-project.docker






The following labels are currently defined.
Their definition can be found in remoteappmanager.docker.docker_labels




		ui_name: the UI visible name of the image


		icon_128: a base64 encoded png image that will result as an icon


		description: a user-readable description of the image


		type: a string identifying the type of the container, depending on
the original base image (vncapp or webapp)


		env: subnamespace for accepted environment variables. See below.









The env is a subnamespace defining the environment variables the image internals
can understand.  This does not mean that they are the only ones that will be
passed to the image.


The naming strategy works around the docker label restrictions [https://docs.docker.com/engine/userguide/labels-custom-metadata/#/label-keys-namespaces]
of having kebab case [http://c2.com/cgi/wiki?KebabCase] vs envvars that are
traditionally MACRO_CASE. Additionally, it allows new variables to be added
by layers without having to know the variables understood by the base layer.


The strategy is as follows: the name after the env will be converted to uppercase
and dashes converted to underscores. For example:



env.x11-width -> container accepts and understands envvar X11_WIDTH



the value of the label is currently unused, and should be left empty.


If your application uses variables with a different convention, or uses double underscores,
you will have to define an auxilliary variable and transfer the value in the image
startup scripts.


Currently reserved env keys:




		x11-width: for the VNC images, the X11 width


		x11-height: for the VNC images, the X11 height


		x11-depth: for the VNC images, the X11 depth (currently unused, fixed at 16)












Container Labels


When a container is started, the following labels will be added:




		url_id: unique identifier that ends up in the URL when the
user is redirected


		mapping_id: a unique key identifying the combination of image
and policy used to start the container.


		user: the user that started the container












Environment variables


The following environment variables are passed at container startup:




		JPY_USER: the username used to login to the Jupyterhub frontend.
Can be an email address, or anything else your authenticator accepts.


		JPY_BASE_USER_URL: The base URL _path_ where the user has its service.


		USER: A unix-likable username to create the container user.


		URL_ID: a unique key assigned to the container that will end up in
the user-exposed URL to reach the container.









If the image accepts additional envvars (through the env labels mechanism outlined above)
these variables will be passed through the configurables mechanism: special variables
are recognized and exposed to the user as a configurable UI, then passed to the container
at startup. See the reserved env labels for details.
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The database is not initalised properly


Each user’s server requires a database setup and readable by the local process on which the remoteappmanager web application is started.  The error message indicates that the database is not readable (e.g. it does not exist).  Please refer to Setup Database Accounting for details and options on setting up the database.


For more details on how the local process is managed, please refers to remoteappmanager.spawner.
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Docker timeouts


If the application is unable to connect to docker and timeouts with the following message



Error while fetching server API version: HTTPSConnectionPool(host=‘192.168.99.100’, port=2376):
Max retries exceeded with url: /version (Caused by
ConnectTimeoutError(<requests.packages.urllib3.connection.VerifiedHTTPSConnection object at 0x106299518>,
‘Connection to 192.168.99.100 timed out. (connect timeout=60)’)).



The likely problem is that your docker machine is not reachable. The most likely cause is that
you recently recreated your default docker machine, or the docker machine is no longer reachable.
Make sure that your docker environment (DOCKER_HOST environment variable) is compatible with the
docker machine current ip address (docker-machine ip). If not, reconfigure your docker machine
environment with eval $(docker-machine env).





Error when connecting to docker: Permission denied


Check if your /var/run/docker.sock is accessible and readable. The likely cause is
that your current user is not in the docker group. Fix this by running:


sudo addgroup your_username docker






and then logging out and in again.
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  Source code for remoteappmanager.utils

import inspect


[docs]def url_path_join(*pieces):
    """Join components of url into a relative url path
    Use to prevent double slash when joining subpath. This will leave the
    initial and final / in place

    Assume pieces do not contain protocol (e.g. http://)
    """
    stripped = [s.strip('/') for s in pieces]
    result = '/'.join(s for s in stripped if s)

    if pieces[0].startswith('/'):
        result = '/' + result

    if pieces[-1].endswith('/'):
        result = result + '/'

    if result == '//':
        result = '/'

    return result



[docs]def with_end_slash(url):
    """Normalises a url to have an ending slash, and only one."""
    return url.rstrip("/")+"/"



[docs]def without_end_slash(url):
    """Makes sure there is no end slash at the end of a url."""
    return url.rstrip("/")



[docs]def parse_volume_string(volume_string):
    """Parses a volume specification string SOURCE:TARGET:MODE into
    its components, or raises click.BadOptionUsage if not according
    to format."""
    try:
        source, target, mode = volume_string.split(":")
    except ValueError:
        raise ValueError("Volume string must be in the form "
                         "source:target:mode")

    if mode not in ('rw', 'ro'):
        raise ValueError("Volume mode must be either 'ro' or 'rw'")

    return source, target, mode



[docs]def mergedoc(function, other):
    """ Merge the docstring from the other function to the decorated function.

    """
    if other.__doc__ is None:
        return function
    elif function.__doc__ is None:
        function.__doc__ = other.__doc__
        return function
    else:
        merged_doc = '\n'.join((other.__doc__, function.__doc__))
        function.__doc__ = merged_doc
        return function



[docs]class mergedocs(object):
    """ Merge the docstrings of other class to the decorated.

    """
    def __init__(self, other):
        self.other = other

    def __call__(self, cls):
        for name, old in inspect.getmembers(self.other):
            if inspect.isfunction(old):
                new = getattr(cls, name, None)
                if new is not None:
                    mergedoc(new, old)
        return cls



[docs]def one(elements):
    """Returns True if only one element is not None, false otherwise"""
    return sum([False if e is None else True for e in elements]) == 1
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  Source code for remoteappmanager.application

from tornado import web

from remoteappmanager.base_application import BaseApplication
from remoteappmanager.handlers.api import HomeHandler
from remoteappmanager import webapi


[docs]class Application(BaseApplication):
    """Tornado main application"""

    def _webapi_resources(self):
        return [webapi.Application,
                webapi.Container]

    def _web_handlers(self):
        base_urlpath = self.command_line_config.base_urlpath
        return [
            (base_urlpath, HomeHandler),
            (base_urlpath.rstrip('/'),
             web.RedirectHandler, {"url": base_urlpath}),
        ]
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  Source code for remoteappmanager.user

from traitlets import HasTraits, Unicode, Any


[docs]class User(HasTraits):
    """Represents the user. It holds a reference to the ORM user, if
    available."""

    # The username as passed at the config line
    name = Unicode()

    #: Can be none if the username cannot be found in the database.
    account = Any()
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  Source code for remoteappmanager.command_line_config

import tornado.options
from tornado.options import define, options

from traitlets import HasTraits, Int, Unicode

from remoteappmanager.utils import with_end_slash
from remoteappmanager.traitlets import set_traits_from_dict


[docs]class CommandLineConfig(HasTraits):
    """Configuration options for the application server"""

    # Options that are available for configuration at the command line,
    # and are set by jupyterhub
    user = Unicode(help="The user as specified at the jupyterhub login")

    ip = Unicode(help="The IP address to bind")

    port = Int(help="Port at which to spawn")

    cookie_name = Unicode(help="The cookie name for authentication")

    # This is the url path that the user sees and which leads to this server.
    # typically, it's /user/username
    base_urlpath = Unicode(help="The base url where the server resides")

    # This is the host of the hub. It's always empty (jupyterhub decision)
    hub_host = Unicode(help="The url of the jupyterhub server")

    # This is a url path that sends the request to jupyterhub.
    # It's normally /hub/
    hub_prefix = Unicode(help="The url prefix of the jupyterhub")

    # This is a full url to reach the hub api (e.g. for authentication check)
    hub_api_url = Unicode(help="The url of the jupyterhub REST API")

    # The full URL where to access the reverse proxy API.
    proxy_api_url = Unicode(help="The url of the reverse proxy API")

    config_file = Unicode(help="The path of the configuration file")

    # Used to keep track if we already added the options
    # to the global config object. If that's the case, we skip the addition
    # to the command line global option object, or we will encounter a
    # redefinition error at define()
    command_line_options_inited = False

[docs]    def parse_config(self):
        """Parses the command line arguments, and assign their
        values to our local traits.
        """

        if not self.command_line_options_inited:
            for traitlet_name, traitlet in self.traits().items():
                    define(
                        traitlet_name,
                        default=traitlet.default_value,
                        type=type(traitlet.default_value),
                        help=traitlet.help)

        self.__class__.command_line_options_inited = True

        tornado.options.parse_command_line()

        set_traits_from_dict(self, options.as_dict())

        # Normalize the base_urlpath to end with a slash
        self.base_urlpath = with_end_slash(self.base_urlpath)
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  Source code for remoteappmanager.file_config

import os

import tornado.options
from docker import tls
from traitlets import HasTraits, Int, Unicode, Bool, Dict

from remoteappmanager import paths
from remoteappmanager.traitlets import set_traits_from_dict


[docs]class FileConfig(HasTraits):
    """Configuration options for the application server.
    They are sourced from the configuration file.
    """

    ##########
    # Configuration file options. All of these come from the config file.
    tls = Bool(False,
               help="If True, connect to docker with tls")

    tls_verify = Bool(True,
                      help="If True, verify the CA certificate against a "
                           "known or self-signed CA certificate")

    tls_ca = Unicode("", help="Path to CA certificate for docker TLS")

    tls_cert = Unicode("", help="Path to client certificate for docker TLS")

    tls_key = Unicode("", help="Path to client key for docker TLS")

    docker_host = Unicode("", help="The docker host to connect to")

    accounting_class = Unicode(
        default_value="remoteappmanager.db.orm.AppAccounting",
        help="The import path to a subclass of ABCAccounting")

    accounting_kwargs = Dict(
        default_value={'url': 'sqlite:///remoteappmanager.db'},
        help="The keyword arguments for initialising the Accounting instance")

    login_url = Unicode(default_value="/hub",
                        help=("The url to be redirected to if the user is not "
                              "authenticated for pages that require "
                              "authentication"))

    # The network timeout for any async operation we have to perform,
    # in seconds. 30 seconds is plenty enough.
    network_timeout = Int(default_value=30,
                          help="The timeout (seconds) for network operations")

    template_path = Unicode(
        default_value=paths.template_dir,
        help="The path where to search for jinja templates")

    static_path = Unicode(
        default_value=paths.static_dir,
        help="The path where to search for static files")

    ga_tracking_id = Unicode(
        help="The google analytics tracking id"
    )

    def __init__(self, *args, **kwargs):
        super().__init__(*args, **kwargs)
        # Sets the default of the docker configuration options from the
        # current environment. These will possibly be overridded by
        # the appropriate entries in the configuration file when parse_file
        # is invoked

        env = os.environ

        self.docker_host = env.get("DOCKER_HOST", "")
        if self.docker_host == "":
            self.docker_host = "unix://var/run/docker.sock"

        # Note that definedness, not value, is considered, meaning
        # that defining DOCKER_TLS_VERIFY=0 will still evaluate to True.
        # This is consistent with both docker behavior and general shell
        # practice.
        self.tls_verify = (env.get("DOCKER_TLS_VERIFY", "") != "")
        # We don't have an envvar way of saying TLS = True, so we rely on
        # TLS_VERIFY set status
        self.tls = self.tls_verify

        cert_path = env.get("DOCKER_CERT_PATH",
                            os.path.join(os.path.expanduser("~"), ".docker"))

        self.tls_cert = os.path.join(cert_path, 'cert.pem')
        self.tls_key = os.path.join(cert_path, 'key.pem')
        self.tls_ca = os.path.join(cert_path, 'ca.pem')

        if self.tls:
            self.docker_host = self.docker_host.replace('tcp://', 'https://')

    # -------------------------------------------------------------------------
    # Public

[docs]    def parse_config(self, config_file):
        """Parses the config file, and assign their values to our local traits.
        """
        # Keep the file line parser isolated, but use the global one
        # so that we can get the help of the command line options.
        file_line_parser = tornado.options.OptionParser()

        for traitlet_name, traitlet in self.traits().items():
            # tornado.OptionParser defines an option with a Python type
            # and performs type validation.
            default_value = getattr(self, traitlet_name)

            file_line_parser.define(
                traitlet_name,
                default=default_value,
                type=type(default_value),
                help=traitlet.help)

        # Let it raise the exception if the file is not there.
        # We always want the config file to be present, even if empty
        try:
            file_line_parser.parse_config_file(config_file)
        except FileNotFoundError:
            raise tornado.options.Error(
                'Could not find specified configuration'
                ' file "{}"'.format(config_file))

        set_traits_from_dict(self, file_line_parser.as_dict())

        if self.tls or self.tls_verify:
            self.docker_host = self.docker_host.replace('tcp://', 'https://')


[docs]    def docker_config(self):
        """Extracts the docker configuration as a dictionary suitable
        to be passed as keywords to the docker client.
        """
        params = {}
        params["base_url"] = self.docker_host

        # Note that this will throw if the certificates are not
        # present at the specified paths.
        # Note that the tls flag takes precedence against tls verify.
        # This is docker behavior.
        params["version"] = "auto"

        if not self.tls:
            return params

        tls_kwargs = {}
        tls_kwargs["client_cert"] = (self.tls_cert, self.tls_key)
        tls_kwargs["verify"] = self.tls_verify

        if self.tls_verify and self.tls_ca:
            tls_kwargs["ca_cert"] = self.tls_ca

        params["tls"] = tls.TLSConfig(**tls_kwargs)

        return params
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  Source code for remoteappmanager.db.interfaces

from abc import ABCMeta, abstractmethod
import inspect as _inspect


[docs]class ABCApplication(metaclass=ABCMeta):
    """ Description of an application """

    def __init__(self, id, image):
        #: Numerical id
        self.id = id

        #: Name of the image
        self.image = image

    def __repr__(self):
        args = _inspect.getargs(ABCApplication.__init__.__code__).args[1:]

        return "<{cls}({spec})>".format(
            cls=self.__class__.__name__,
            spec=", ".join("{0}={1!r}".format(arg, getattr(self, arg))
                           for arg in args))



[docs]class ABCApplicationPolicy(metaclass=ABCMeta):
    """ Policy for an application
    """

    def __init__(self, allow_home=False, allow_view=False, allow_common=False,
                 volume_source=None, volume_target=None, volume_mode=None):

        #: Is the home directory mounted
        self.allow_home = allow_home

        #: Is the application viewable by others
        self.allow_view = allow_view

        #: Is the common data volume for the application mounted
        self.allow_common = allow_common

        #: Source path for the common data volume on the host machine
        self.volume_source = volume_source

        #: Target mount point of the common data volume in the application
        self.volume_target = volume_target

        #: Mode for read-write access (ro = Read-only. rw = Read-write)
        self.volume_mode = volume_mode

    def __repr__(self):
        args = _inspect.getargs(
            ABCApplicationPolicy.__init__.__code__).args[1:]

        return "<{cls}({spec})>".format(
            cls=self.__class__.__name__,
            spec=", ".join("{0}={1!r}".format(arg, getattr(self, arg))
                           for arg in args))



[docs]class ABCAccounting(metaclass=ABCMeta):
    """ Main accounting interface required by the single user application.
    """

    @abstractmethod
[docs]    def get_user(self, *, user_name=None, id=None):
        """ Return a User for a given user_name or id, or return
        None if the User is not found. Only one argument is allowed.

        Parameters
        ----------
        user_name : str
            The user name

        id: int
            An id

        Returns
        -------
        user : opaque-type
           an user object that the database understands
        """


    @abstractmethod
[docs]    def get_apps_for_user(self, user):
        """ Return an iterable of ApplicationConfig for a given user

        Parameters
        ----------
        user : opaque-type
           Same type as the result of `get_user`

        Returns
        -------
        tuple
           each item of the tuple should be a tuple of
           (id, ABCApplication, ABCApplicationPolicy) where id is a string
           used for identifying (ABCApplication, ABCApplicationPolicy)
        """


    @abstractmethod
[docs]    def create_user(self, user_name):
        """Creates a user with the specified username, if the backend
        allows it.

        Parameters
        ----------
        user_name: str
            The user name

        Returns
        -------
        id: int
            The unique id of the user

        Raises
        ------
        exceptions.Exists
            If the user with that name already exists.
        """


    @abstractmethod
[docs]    def remove_user(self, *, user_name=None, id=None):
        """Removes a user by name or id, if the backend allows it.
        Only one argument is allowed. If the user is not present,
        does nothing.

        Parameters
        ----------
        user_name: str
            The user name
        """


    @abstractmethod
[docs]    def list_users(self):
        """Returns a list of all available users.

        Returns
        -------
        users: list
            A list of users.
        """


    @abstractmethod
[docs]    def create_application(self, app_name):
        """Creates a new application with the specified name.
        Raises if an application with the same name already exists

        Parameters
        ----------
        app_name: str
            The name of the application

        Returns
        -------
        id: int
            The id of the created application

        Raises
        ------
        exceptions.Exists
            If the application already exists.
        """


    @abstractmethod
[docs]    def remove_application(self, *, app_name=None, id=None):
        """Remove an existing application by name or id, depending
        what is provided. Only one argument is allowed.
        If the application is not present, does nothing.

        Parameters
        ----------
        app_name: str
            The name of the application

        id: int
            The id of the application

        Raises
        ------
        exception.NotFound
            If the application is not found.
        """


    @abstractmethod
[docs]    def list_applications(self):
        """List all available applications

        Returns
        -------
        applications: list
            A list of the available apps.
        """


    @abstractmethod
[docs]    def grant_access(self, app_name, user_name,
                     allow_home, allow_view, volume):
        """Grant access for user to application.

        Parameters
        ----------
        app_name: str
            The name of the application

        user_name: str
            The name of the user

        allow_home: bool
            If the home workspace should be mounted.

        allow_view: bool
            If the session should be visible by others.

        volume: str
            A volume to mount in the format source_path:target_path:mode
            mode being "ro" or "rw".
            (e.g. "/host/path:/container/path:ro").

        Raises
        ------
        exception.NotFound:
            if the app or user are not found.
        ValueError:
            if the volume string is invalid.

        Returns
        -------
        id : str
            A 32 characters id (mapping_id)
        """


    @abstractmethod
[docs]    def revoke_access(self, app_name, user_name,
                      allow_home, allow_view, volume):
        """Revoke access for user to application.

        Parameters
        ----------
        app_name: str
            The name of the application

        user_name: str
            The name of the user

        allow_home: bool
            If the home workspace should be mounted.

        allow_view: bool
            If the session should be visible by others.

        volume: str
            A volume to mount in the format source_path:target_path:mode
            mode being "ro" or "rw".
            (e.g. "/host/path:/container/path:ro").

        Raises
        ------
        exception.NotFound:
            if the app or user are not found.
        ValueError:
            if the volume string is invalid.
        """


    @abstractmethod
[docs]    def revoke_access_by_id(self, mapping_id):
        """Like revoke_access, but uses the mapping id instead."""
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  Source code for remoteappmanager.netutils

import socket
import errno

from tornado import gen, ioloop
from tornado.httpclient import AsyncHTTPClient, HTTPError
from tornado.log import app_log


@gen.coroutine
[docs]def wait_for_http_server_2xx(url, timeout=10):
    """Wait for an HTTP Server to respond at url and respond with a 2xx code.
    """
    loop = ioloop.IOLoop.current()
    tic = loop.time()
    client = AsyncHTTPClient()

    while loop.time() - tic < timeout:
        try:
            response = yield client.fetch(url, follow_redirects=True)
        except HTTPError as e:
            # Skip code 599 because it's expected and we don't want to
            # pollute the logs.
            if e.code != 599:
                app_log.warning("Server at %s responded with: %s", url, e.code)
        except (OSError, socket.error) as e:
            if e.errno not in {errno.ECONNABORTED,
                               errno.ECONNREFUSED,
                               errno.ECONNRESET}:
                app_log.warning("Failed to connect to %s (%s)", url, e)
        except Exception as e:
            # In case of any unexpected exception, we just log it and keep
            # trying until eventually we timeout.
            app_log.warning("Unknown exception occurred connecting to "
                            "%s (%s)", url, e)
        else:
            app_log.info("Server at %s responded with: %s", url, response.code)
            return

        yield gen.sleep(0.1)

    raise TimeoutError("Server at {} didn't respond in {} seconds".format(
        url, timeout))
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  Source code for remoteappmanager.jinja2_adapters

from tornado.template import Template


[docs]class Jinja2LoaderAdapter:
    """Adapts the Jinja2 environment to act as a loader
    as desired by tornado.

    The class uses duck typing to implement the interface of tornado.BaseLoader
    and relies on jinja caching to hold the premade templates.
    """
    def __init__(self, env):
        """Initializes the adapter.

        Parameters
        ----------
        env : Environment
            the jinja2 environment

        """
        self._env = env

[docs]    def reset(self):
        """Resets the LRU cache in jinja template environment.
        The method is already thread safe.
        """
        self._env.cache.clear()


[docs]    def load(self, name, parent_path=None):
        """Loads the template with a given name.

        Parameters
        ----------
        name : str
            the simple name of the template.
        parent_path : str
            The parent path (unused)

        Return
        ------
        Jinja2TemplateAdapter object, adapting a jinja template into a tornado
        template interface
        """
        return Jinja2TemplateAdapter(self._env.get_template(name))


[docs]    def resolve_path(self, name, parent_path=None):
        """Returns the absolute name of the template according to the loader.

        Parameters
        ----------
        name : str
            the simple name of the template.
        parent_path : str
            The parent path (unused)

        Return
        ------
        The absolute path of the template
        """
        _, filename, _ = self._env.loader.get_source(self._env, name)
        return filename




[docs]class Jinja2TemplateAdapter(Template):
    """Adapts the Jinja template interface to act as a tornado template.
    It reimplements the base class, but it uses no functionality of it.

    """
    def __init__(self, template):
        self._template = template

[docs]    def generate(self, **kwargs):
        """Generate this template with the given arguments."""
        return self._template.render(**kwargs)
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  Source code for remoteappmanager.db.orm

import contextlib
import uuid
import os

from sqlalchemy import (
    Column, Integer, Boolean, String, Unicode, ForeignKey, UniqueConstraint,
    create_engine, Enum, event)
from sqlalchemy.engine import Engine
from sqlalchemy.exc import OperationalError, IntegrityError
from sqlalchemy.ext.declarative import declarative_base
from sqlalchemy.orm import sessionmaker, relationship
from sqlalchemy.orm.exc import DetachedInstanceError, NoResultFound

from remoteappmanager.logging.logging_mixin import LoggingMixin
from remoteappmanager.db.interfaces import ABCAccounting
from remoteappmanager.db import exceptions
from remoteappmanager.utils import parse_volume_string, mergedocs, one

Base = declarative_base()


[docs]class IdMixin(object):
    """Base class to provide an id"""
    id = Column(Integer, primary_key=True)

    @classmethod
[docs]    def from_id(cls, session, id):
        return session.query(cls).filter(cls.id == id).one()




[docs]class User(IdMixin, Base):
    """ Table for users. """
    __tablename__ = "user"

    #: The name of the user as specified by jupyterhub.
    #: This entry must be unique and is, for all practical purposes,
    #: a primary key.
    name = Column(Unicode, index=True, unique=True)



[docs]class Application(IdMixin, Base):
    """ Describes an application that should be available for startup """
    __tablename__ = "application"

    #: The docker image name where the application can be found
    image = Column(Unicode, unique=True)

    @staticmethod
[docs]    def from_image_name(session, image_name):
        return session.query(Application).filter(
            Application.image == image_name
        ).one()




[docs]class ApplicationPolicy(IdMixin, Base):
    __tablename__ = "application_policy"
    #: If the home directory should be mounted in the container
    allow_home = Column(Boolean)

    #: If a common workarea should be mounted in the container
    allow_common = Column(Boolean)

    #: If the container should be accessible by other people
    allow_view = Column(Boolean)

    # Which volume to mount
    volume_source = Column(Unicode, nullable=True)

    # Where to mount it in the container
    volume_target = Column(Unicode, nullable=True)

    # In which mode
    volume_mode = Column(Enum("ro", "rw"), nullable=True)



[docs]class Accounting(Base):
    """Holds the information about who is allowed to run what."""
    __tablename__ = "accounting"

    # This must be set as a md5 hex from outside, and it's what will
    # become the mapping id.
    id = Column(String(32), primary_key=True)

    user_id = Column(Integer,
                     ForeignKey("user.id", ondelete="CASCADE"))

    application_id = Column(Integer,
                            ForeignKey("application.id", ondelete="CASCADE"),
                            )

    application_policy_id = Column(
        Integer,
        ForeignKey("application_policy.id", ondelete="CASCADE"),
        )

    user = relationship("User")

    application = relationship("Application")

    application_policy = relationship("ApplicationPolicy")

    __table_args__ = (
        UniqueConstraint('user_id', 'application_id', 'application_policy_id'),
    )



@event.listens_for(Engine, "connect")
def _set_sqlite_pragma(dbapi_connection, connection_record):
    """ Set pragma for sqlite3 when the engine connects
    Currently it adds support for foreign keys.
    Do nothing if sqlite3 is not available or if the database
    is not using sqlite3.
    """
    try:
        # In case sqlite3 is not compiled?
        import sqlite3
    except ImportError:
        return
    else:
        if isinstance(dbapi_connection, sqlite3.Connection):
            with contextlib.closing(dbapi_connection.cursor()) as cursor:
                cursor.execute("PRAGMA foreign_keys=ON")


[docs]class Database(LoggingMixin):
    def __init__(self, url, **kwargs):
        """Initialises a database connection to a given database url.

        Parameters
        ----------
        url : url
            A sqlalchemy url to connect to a specified database.
        kwargs : dict
            Additional keys will be passed at create_engine.
        """
        super().__init__()

        self.url = url

        self.log.info("Creating session to db: {}".format(self.url))
        self.engine = create_engine(self.url, **kwargs)

        try:
            self.session_class = sessionmaker(bind=self.engine)
        except OperationalError:
            self.log.exception(
                "Failed to connect db session: {}".format(self.url)
            )
            raise

[docs]    def create_session(self):
        """Create a new session class at the database url with the current
        engine.
        """
        return self.session_class()


[docs]    def reset(self):
        """Completely resets the content of the database, removing
        and reinitializing the tables. Should be used only if the database
        does not already exist, or if its contents are irrelevant or obsolete.
        """
        Base.metadata.drop_all(self.engine)
        Base.metadata.create_all(self.engine)




@mergedocs(ABCAccounting)
[docs]class AppAccounting(ABCAccounting):

    def __init__(self, url, **kwargs):
        ''' Initialiser

        Parameters
        ----------
        url : str
            the url for connecting to a database

        **kwargs
            optional keyword arguments for `Database`

        See Also
        --------
        `SQLAlchemy Database Urls <http://docs.sqlalchemy.org/en/
        latest/core/engines.html?highlight=database%20url>`_
        '''
        self.db = Database(url, **kwargs)
        self.check_database_readable()

[docs]    def check_database_readable(self):
        ''' Raise IOError if the database url points to a sqlite database
        that is not readable

        TODO: may extend for validating databases in other dialects?
        '''
        db_url = self.db.url

        if db_url.startswith('sqlite:///'):
            file_path = os.path.abspath(db_url[10:])
            if not os.access(file_path, os.R_OK):
                raise IOError(
                    'Sqlite database {} is not readable'.format(file_path))


[docs]    def get_user(self, *, user_name=None, id=None):
        if not one([user_name, id]):
            raise ValueError("Strictly one argument allowed")

        if user_name is not None:
            filter = (User.name == user_name)
        elif id is not None:
            filter = (User.id == id)
        else:
            raise RuntimeError("Impossible condition")  # pragma: no cover

        # We create a session here to make sure it is only
        # used in one thread
        with contextlib.closing(self.db.create_session()) as session:

            with transaction(session):
                user = session.query(User).filter(filter).one_or_none()

            # Removing internal references to the session is
            # required such that the object is detached and
            # can be reused in a different thread
            if user:
                session.refresh(user)
                session.expunge(user)

        return user


[docs]    def get_apps_for_user(self, user):
        # We create a session here to make sure it is only
        # used in one thread
        with contextlib.closing(self.db.create_session()) as session:
            result = apps_for_user(session, user)

            # Removing internal references to the session is
            # required such that the objects can be reused
            # in a different thread
            session.expunge_all()

        return result


[docs]    def create_user(self, user_name):
        with detached_session(self.db) as session:
            try:
                with transaction(session):
                    orm_user = User(name=user_name)
                    session.add(orm_user)
            except IntegrityError:
                raise exceptions.Exists()

            return orm_user.id


[docs]    def remove_user(self, *, user_name=None, id=None):
        if not one([user_name, id]):
            raise ValueError("Strictly one argument allowed")

        if user_name is not None:
            filter = (User.name == user_name)
        elif id is not None:
            filter = (User.id == id)
        else:
            raise RuntimeError("Impossible condition")  # pragma: no cover

        with detached_session(self.db) as session:
            with transaction(session):
                session.query(User).filter(filter).delete()


[docs]    def list_users(self):
        with detached_session(self.db) as session:
            users = session.query(User).all()

        return users


[docs]    def create_application(self, app_name):
        with detached_session(self.db) as session:
            try:
                with transaction(session):
                    orm_app = Application(image=app_name)
                    session.add(orm_app)
            except IntegrityError:
                raise exceptions.Exists()

            return orm_app.id


[docs]    def remove_application(self, *, app_name=None, id=None):
        if not one([app_name, id]):
            raise ValueError("Strictly one argument allowed")

        if app_name is not None:
            filter = (Application.image == app_name)
        elif id is not None:
            filter = (Application.id == id)
        else:
            raise RuntimeError("Impossible condition")  # pragma: no cover

        with detached_session(self.db) as session:
            with transaction(session):
                session.query(Application).filter(filter).delete()


[docs]    def list_applications(self):
        with detached_session(self.db) as session:
            applications = session.query(Application).all()

        return applications


[docs]    def grant_access(self, app_name, user_name,
                     allow_home, allow_view, volume):
        allow_common = False
        source = target = mode = None

        if volume is not None:
            allow_common = True
            source, target, mode = parse_volume_string(volume)

        with detached_session(self.db) as session:
            with transaction(session):
                try:
                    orm_app = session.query(Application).filter(
                        Application.image == app_name).one()

                    orm_user = session.query(User).filter(
                        User.name == user_name).one()
                except NoResultFound:
                    raise exceptions.NotFound()

                orm_policy = session.query(ApplicationPolicy).filter(
                    ApplicationPolicy.allow_home == allow_home,
                    ApplicationPolicy.allow_common == allow_common,
                    ApplicationPolicy.allow_view == allow_view,
                    ApplicationPolicy.volume_source == source,
                    ApplicationPolicy.volume_target == target,
                    ApplicationPolicy.volume_mode == mode).one_or_none()

                if orm_policy is None:
                    orm_policy = ApplicationPolicy(
                        allow_home=allow_home,
                        allow_common=allow_common,
                        allow_view=allow_view,
                        volume_source=source,
                        volume_target=target,
                        volume_mode=mode,
                    )
                    session.add(orm_policy)

                # Check if we already have the entry
                acc = session.query(Accounting).filter(
                    Accounting.user == orm_user,
                    Accounting.application == orm_app,
                    Accounting.application_policy == orm_policy
                ).one_or_none()

                if acc is None:
                    id = uuid.uuid4().hex

                    accounting = Accounting(
                        id=id,
                        user=orm_user,
                        application=orm_app,
                        application_policy=orm_policy,
                    )
                    session.add(accounting)

                else:
                    id = acc.id

                return id


[docs]    def revoke_access(self, app_name, user_name,
                      allow_home, allow_view, volume):
        allow_common = False
        source = target = mode = None

        if volume is not None:
            allow_common = True
            source, target, mode = parse_volume_string(volume)

        with detached_session(self.db) as session, \
                transaction(session):
            try:
                orm_app = session.query(Application).filter(
                    Application.image == app_name).one()

                orm_user = session.query(User).filter(
                    User.name == user_name).one()

                orm_policy = session.query(ApplicationPolicy).filter(
                    ApplicationPolicy.allow_home == allow_home,
                    ApplicationPolicy.allow_common == allow_common,
                    ApplicationPolicy.allow_view == allow_view,
                    ApplicationPolicy.volume_source == source,
                    ApplicationPolicy.volume_target == target,
                    ApplicationPolicy.volume_mode == mode).one()
            except NoResultFound:
                raise exceptions.NotFound()

            session.query(Accounting).filter(
                Accounting.application == orm_app,
                Accounting.user == orm_user,
                Accounting.application_policy == orm_policy,
                ).delete()


[docs]    def revoke_access_by_id(self, mapping_id):
        with detached_session(self.db) as session, \
                transaction(session):
                session.query(Accounting).filter(
                    Accounting.id == mapping_id
                    ).delete()




@contextlib.contextmanager
[docs]def detached_session(db):
    """Creates a session where at the end, the objects retrieved
    are detached from the session itself"""

    with contextlib.closing(db.create_session()) as session:

        yield session

        # Removing internal references to the session is
        # required such that the object is detached and
        # can be reused in a different thread
        session.expunge_all()



@contextlib.contextmanager
[docs]def transaction(session):
    """handles a transaction in a session."""
    # Note that we don't need to explicitly start the session
    # transaction. we are not using autocommit.
    try:
        yield
    except Exception:
        session.rollback()
        raise
    finally:
        session.commit()



[docs]def apps_for_user(session, user):
    """Returns a tuple of tuples, each containing an application and the
    associated policy that the specified orm user is allowed to run.
    If the user is None, the default is to return an empty list.
    The mapping_id is a unique string identifying the combination of
    application and policy. It is not unique per user.
    Parameters
    ----------
    session : Session
        The current session
    user : User or None
        the orm User, or None.
    Returns
    -------
    A tuple of tuples (mapping_id, orm.Application, orm.ApplicationPolicy)
    """

    if user is None:
        return ()

    try:
        user_name = user.name
    except DetachedInstanceError:
        # If the orm.User object was obtained from
        # another session and that it is detached
        # we need to add it back so that we can refresh
        # its attributes' value
        session.add(user)
        user_name = user.name

    res = session.query(Accounting).join(
        Accounting.user, aliased=True).filter_by(
            name=user_name).all()

    return tuple(((acc.id,
                   acc.application,
                   acc.application_policy) for acc in res))
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  Source code for remoteappmanager.traitlets

"""Additional traitlets that we use in our application."""
from traitlets import Unicode


[docs]class UnicodeOrFalse(Unicode):
    info_text = 'a unicode string or False'

[docs]    def validate(self, obj, value):
        if value is False:
            return value
        return super().validate(obj, value)




[docs]def set_traits_from_dict(traited_instance, d):
    """Given a class with traitlets and a dictionary with keys corresponding
    to the traitlet names, set the traitlets to the associated dict values.

    Note: if a set operation fails, the appropriate traitlet exception is
    raised. Traitlets that were already set won't be rolled back.
    """
    dict_keys = d.keys()
    traitlet_names = traited_instance.trait_names()
    for name in [x for x in traitlet_names if x in dict_keys]:
        traited_instance.set_trait(name, d[name])



[docs]def as_dict(traited_instance):
    """Returns a dictionary from the traited class, with keys
    equal to trait names and values the corresponding values."""
    return {attr: getattr(traited_instance, attr)
            for attr in traited_instance.trait_names()}
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  Source code for remoteappmanager.docker.container_manager

import os
import string
from urllib.parse import urlparse
import uuid

from docker.errors import APIError, NotFound
from escapism import escape
from remoteappmanager.docker.async_docker_client import AsyncDockerClient
from remoteappmanager.docker.container import Container
from remoteappmanager.docker.docker_labels import SIMPHONY_NS_RUNINFO

from remoteappmanager.docker.image import Image
from remoteappmanager.logging.logging_mixin import LoggingMixin
from remoteappmanager.utils import (
    url_path_join,
    without_end_slash)

from tornado import gen
from traitlets import (
    Int,
    Dict,
    Set,
    Instance,
    default)


#: Set of characters that are safe to use and should not be escaped by escapism

_CONTAINER_SAFE_CHARS = set(string.ascii_letters + string.digits + '-.')
_CONTAINER_ESCAPE_CHAR = '_'


[docs]class OperationInProgress(Exception):
    """Exception raised when the operation for the requested image or
    container is already in progress."""
    pass



[docs]class ContainerManager(LoggingMixin):
    #: The asynchronous docker client.
    docker_client = Instance(AsyncDockerClient)

    #: The container (not host) port. We decided it's 8888 by default. It will
    #: be mapped to a random port on the host, so that our reverse proxy can
    #: refer to it.
    container_port = Int(8888)

    #: Tracks if a given mapping id is starting up.
    _start_pending = Set()

    #: Tracks if a given container id is stopping down.
    _stop_pending = Set()

    #: The docker client configuration
    docker_config = Dict()

    def __init__(self, docker_config, *args, **kwargs):
        """Initializes the Container manager.

        Parameters
        ----------
        docker_config: Dict
            A dictionary containing the keywords for the configuration of
            the docker client in agreement to docker py documentation.
        """
        self.docker_config = docker_config
        super().__init__(*args, **kwargs)

    @gen.coroutine
[docs]    def start_container(self,
                        user_name,
                        image_name,
                        mapping_id,
                        base_urlpath,
                        volumes,
                        environment=None):
        """
        Starts a container using the given image name.

        Parameters
        ----------

        user_name: string
            The name of the user
        image_name: string
            A string identifying the image name.
        mapping_id: str
            A generic id used to recognize the container.
            it is expected to be unique (and persistent) for a specific
            combination of docker image (i.e. application) and setup
            (i.e. configuration).
        base_urlpath: str
            The base urlpath for the current user.
        volumes: dict or None
            {volume_source: {'bind': volume_target, 'mode': volume_mode}
        environment: dict or None
            Contains additional keyvalue pairs that will be exported
            as environment variables inside the container.

        Return
        ------
        A container object containing information about the started container.

        Raises
        ------
        OperationInProgres:
            if the requested mapping id is already scheduled for addition

        """

        if mapping_id in self._start_pending:
            raise OperationInProgress("start {}".format(mapping_id))

        if environment is None:
            environment = {}

        try:
            self._start_pending.add(mapping_id)
            result = yield self._start_container(user_name,
                                                 image_name,
                                                 mapping_id,
                                                 base_urlpath,
                                                 volumes,
                                                 environment)
        finally:
            self._start_pending.remove(mapping_id)

        return result


    @gen.coroutine
[docs]    def stop_and_remove_container(self, container_id):
        """Idempotent removal of a container by id.
        If the container is there, it will be removed. If it's not
        there, the unexpected conditions will be logged.

        Parameters
        ----------
        container_id : str
            A string containing the container identifier.

        Raises
        ------
        OperationInProgres:
            if the requested container id is already scheduled for removal.
        """

        if container_id in self._stop_pending:
            raise OperationInProgress("stop {}".format(container_id))

        try:
            self._stop_pending.add(container_id)
            yield self._stop_and_remove_container(container_id)
        finally:
            self._stop_pending.remove(container_id)


    @gen.coroutine
[docs]    def containers_from_mapping_id(self, user_name, mapping_id):
        """Returns the currently running containers for a given user and
        mapping_id.

        Parameters
        ----------
        user_name: str
            The username
        mapping_id : str
            The unique id to identify the container

        Return
        ------
        A list of Container objects, or an empty list if nothing is found.
        """
        labels = {
            SIMPHONY_NS_RUNINFO.user: user_name,
            SIMPHONY_NS_RUNINFO.mapping_id: mapping_id}
        filters = {
            'label': ['{0}={1}'.format(k, v) for k, v in labels.items()]}

        containers = yield self.containers_from_filters(filters=filters)
        return containers


    @gen.coroutine
[docs]    def container_from_url_id(self, url_id):
        """Retrieves and returns the container by its url_id, if present.
        If not present, returns None.
        """
        labels = {SIMPHONY_NS_RUNINFO.url_id: url_id}
        filters = {
            'label': ['{0}={1}'.format(k, v) for k, v in labels.items()]}

        containers = yield self.containers_from_filters(filters=filters)
        return containers[0] if len(containers) else None


    @gen.coroutine
[docs]    def running_containers(self):
        """Returns all the running containers"""
        containers = yield self.containers_from_filters({})
        return containers


    @gen.coroutine
[docs]    def containers_from_filters(self, filters):
        """Returns the currently running containers for a given filter

        Parameters
        ----------
        filters: dict
            A dictionary of filters as in dockerpy

        Return
        ------
        A list of Container objects, or an empty list if nothing is found.
        """
        containers = []
        infos = yield self.docker_client.containers(filters=filters)
        for info in infos:
            try:
                container = Container.from_docker_dict(info)
            except ValueError:
                self.log.exception("Unable to parse container info.")
                continue

            # override the ip and port obtained by the docker info with the
            # appropriate ip and port, considering that we might be using a
            # separate docker machine
            try:
                ip, port = yield from self._get_ip_and_port(
                    container.docker_id)
            except RuntimeError:
                self.log.exception(
                    "Unable to retrieve ip/port "
                    "for container {}".format(container.docker_id))
                continue

            container.ip = ip
            container.port = port
            containers.append(container)

        return containers


    @gen.coroutine
[docs]    def image(self, image_id_or_name):
        """Returns the Image object associated to a given id
        """
        try:
            image_dict = yield self.docker_client.inspect_image(
                image_id_or_name)
        except NotFound:
            return None

        return Image.from_docker_dict(image_dict)


    # Private

    @gen.coroutine
    def _start_container(self,
                         user_name,
                         image_name,
                         mapping_id,
                         base_urlpath,
                         volumes,
                         environment):
        """Helper method that performs the physical operation of starting
        the container.

        If successful, returns a Container object.
        If any exception occurs, it logs it and re-raises an exception.
        """

        try:
            image_info = yield self.docker_client.inspect_image(image_name)
            image_id = image_info["Id"]
        except NotFound as e:
            self.log.error('Could not find requested image {}'.format(
                image_name))
            raise e
        except Exception as e:
            self.log.exception("Could not inspect image {}".format(
                image_name
            ))
            raise e

        self.log.info('Got container image: {}'.format(image_name))
        # build the dictionary of keyword arguments for create_container
        container_name = _generate_container_name("remoteexec",
                                                  user_name,
                                                  mapping_id)
        container_url_id = _generate_container_url_id()

        # Check if the container is present. If not, create it
        container_info = yield self._get_container_info(container_name)

        if container_info is not None:
            # Make sure we stop and remove the container if by any change
            # is already there. This will guarantee a fresh start every time.
            self.log.info('Container for image {} '
                          'already present. Stopping.'.format(image_name))
            container_id = container_info["Id"]
            yield self.stop_and_remove_container(container_id)

        # Data volume binding to be used with Docker Client
        # volumes = {volume_source: {'bind': volume_target,
        #                            'mode': volume_mode}
        volumes = volumes if volumes else {}

        # Filter away the volume sources that do not exist,
        # otherwise Docker would create non-existing host directory
        # See Docker PR #21666
        filtered_volumes = {source: volumes[source]
                            for source in volumes
                            if os.path.exists(source)}

        volume_targets = [binding['bind']
                          for binding in filtered_volumes.values()]

        # Log the paths that are not being mounted
        if volumes.keys() - filtered_volumes.keys():
            self.log.error('Path(s) does not exist, not mounting:\n%s',
                           '\n'.join(volumes.keys() - filtered_volumes.keys()))

        # Info for debugging
        self.log.info(
            'Mounting these volumes: \n%s',
            '\n'.join('{0} -> {1}'.format(source, target['bind'])
                      for source, target in filtered_volumes.items()))

        container_urlpath = without_end_slash(
            url_path_join(base_urlpath,
                          "containers",
                          container_url_id))

        create_kwargs = dict(
            image=image_name,
            name=container_name,
            environment=_get_container_env(user_name,
                                           container_url_id,
                                           environment,
                                           base_urlpath),
            volumes=volume_targets,
            labels=_get_container_labels(user_name,
                                         mapping_id,
                                         container_url_id,
                                         container_urlpath))

        # build the dictionary of keyword arguments for host_config
        host_config = dict(
            port_bindings={
                self.container_port: None
            },
            binds=filtered_volumes
        )

        self.log.debug("Starting host with config: %s", host_config)
        host_config = yield self.docker_client.create_host_config(
            **host_config)

        # Get the host_config configuration in create_kwargs.
        # If it's not there, create an empty one.
        # Then update it with the current configuration.
        create_kwargs.setdefault('host_config', {}).update(host_config)

        resp = yield self.docker_client.create_container(**create_kwargs)

        container_id = resp['Id']

        self.log.info("Created container '%s' (id: %s) from image %s",
                      container_name, container_id, image_name)

        # start the container
        try:
            yield self.docker_client.start(container_id)
        except Exception as e:
            self.log.exception("Could not start container {}".format(
                container_id))
            yield self.stop_and_remove_container(container_id)
            raise e

        try:
            ip, port = yield from self._get_ip_and_port(container_id)
        except Exception as e:
            self.log.exception(
                "Could not retrieve ip/port information "
                "for container {}".format(container_id))
            yield self.stop_and_remove_container(container_id)
            raise e

        container = Container(
            docker_id=container_id,
            name=container_name,
            image_name=image_name,
            image_id=image_id,
            mapping_id=mapping_id,
            ip=ip,
            port=port,
            url_id=container_url_id,
            urlpath=container_urlpath,
        )

        self.log.info(
            ("Started container '{}' (id: {}). "
             "Exported port reachable at {}:{}").format(
                container_name,
                container_id,
                ip,
                port
            )
        )

        return container

    def _get_ip_and_port(self, container_id):
        """Returns the ip and port where the container service can be
        reached. Note that this is _not_ equivalent to docker port.
        docker port may return 0.0.0.0 as ip when the binding is on all
        interfaces of the docker container. We want the public ip of the
        exported port of a given container.

        If the container is no longer present, raises RuntimeError.

        Parameters
        ----------
        container_id: str
            The container id

        Return
        ------
        A tuple (ip, port)

        Raises
        ------
        RuntimeError:
            If for some reason it cannot retrieve the information
        """

        # retrieve the actual port binding
        try:
            resp = yield self.docker_client.port(container_id,
                                                 self.container_port)
        except Exception as e:
            raise RuntimeError("Failed to get port info for {}. "
                               "Exception: {}.".format(container_id,
                                                       str(e)))

        if resp is None:
            raise RuntimeError("Failed to get port info for {}. "
                               "Port response was None.".format(container_id))

        # We assume we are running on linux without any additional docker
        # machine. The container will therefore be reachable at 127.0.0.1.
        # If we instead have a docker machine configuration, we use the
        # docker url to extract the ip.
        ip = '127.0.0.1'

        base_url = self.docker_config.get("base_url")
        if base_url:
            url = urlparse(base_url)
            if url.scheme != 'unix':
                ip = url.hostname

        try:
            port = int(resp[0]['HostPort'])
        except (KeyError, IndexError, ValueError, TypeError) as e:
            raise RuntimeError("Failed to get port info for {}. "
                               "Exception: {}.".format(container_id,
                                                       str(e)))

        return ip, port

    @gen.coroutine
    def _get_container_info(self, container_id):
        """Retrieves the information about the given container id or name,
        and returns it. If the container is not available anymore, returns
        None.

        Parameters
        ----------
        container_id: str
            The container id. The name is accepted as well

        Return
        ------
        The container information as a dictionary, or None if not found
        """

        self.log.debug("Getting container '%s'", container_id)

        try:
            container_info = yield self.docker_client.inspect_container(
                container_id
            )
        except APIError as e:
            if e.response.status_code == 404:
                self.log.error("Container '%s' is gone", container_id)
                container_info = None
            elif e.response.status_code == 500:
                self.log.error("Container '%s' is on unhealthy node",
                               container_id)
                container_info = None
            else:
                raise
        return container_info

    @gen.coroutine
    def _stop_and_remove_container(self, container_id):
        """Idempotent removal of a container by id.
        If the container is there, it will be removed. If it's not
        there, the unexpected conditions will be logged."""

        self.log.info("Stopping container {}".format(container_id))

        # Stop the container
        try:
            yield self.docker_client.stop(container_id)
        except APIError:
            self.log.exception(
                "Container '{}' could not be stopped.".format(
                    container_id,
                )
            )
        else:
            self.log.info("Container '{}' is stopped.".format(container_id))

        # Remove the container from docker
        try:
            yield self.docker_client.remove_container(container_id)
        except NotFound:
            self.log.error('Could not find requested container {} '
                           'during removal'.format(container_id))
        except APIError:
            self.log.exception(
                "Removal failed for container '{}'.".format(container_id)
            )
        else:
            self.log.info("Container '{}' is removed.".format(container_id))

    @default("docker_client")
    def _docker_client_default(self):
        return AsyncDockerClient(**self.docker_config)



def _get_container_env(user_name, url_id, environment, base_urlpath):
    """Introduces the environment variables that are available
    at container startup time.

    Parameters
    ----------
    user_name: str
        The user name

    url_id: str
        A string containing the container identifier that will be used
        in the user-exposed URL.

    environment: dict
        Additional environment keys to add to the final result.
        Note that these will not take precedence.

    base_urlpath: str
        the user's base urlpath

    Return
    ------
    a dictionary containing the envvars to export.
    """

    result = {}
    if environment:
        result.update(environment)

    result.update(dict(
        # Username used to login to jupyterhub. Generally an email address.
        JPY_USER=user_name,
        # The base url. We use this one because the JPY username might
        # have been escaped.
        JPY_BASE_USER_URL=without_end_slash(base_urlpath),
        # A unix username. used in the container to create the user.
        USER=_unix_user(user_name),
        # The identifier that will be used for the URL.
        URL_ID=url_id,
    ))
    return result


def _get_container_labels(user_name, mapping_id, url_id, urlpath):
    """Returns a dictionary that will become container run-time labels.
    Each of these labels must be namespaced in reverse DNS style, in agreement
    to docker guidelines."""

    return {
        SIMPHONY_NS_RUNINFO.user: user_name,
        SIMPHONY_NS_RUNINFO.mapping_id: mapping_id,
        SIMPHONY_NS_RUNINFO.url_id: url_id,
        SIMPHONY_NS_RUNINFO.urlpath: urlpath,
    }


def _generate_container_name(prefix, user_name, mapping_id):
    """Generates a proper name for the container.
    It combines the prefix, username and image name after escaping.

    Parameters
    ----------
    prefix : str
        An arbitrary prefix for the container name.
    user_name: str
        the user name
    mapping_id: str
        the mapping id

    Return
    ------
    A string combining the three parameters in an appropriate container name
    """
    escaped_user_name = escape(user_name,
                               safe=_CONTAINER_SAFE_CHARS,
                               escape_char=_CONTAINER_ESCAPE_CHAR)
    escaped_mapping_id = escape(mapping_id,
                                safe=_CONTAINER_SAFE_CHARS,
                                escape_char=_CONTAINER_ESCAPE_CHAR)

    return "{}-{}-{}".format(prefix,
                             escaped_user_name,
                             escaped_mapping_id)


def _generate_container_url_id():
    """Generates a unique string to identify the container through a url"""
    return uuid.uuid4().hex


def _unix_user(username):
    """Converts a username from the jupyterhub login to a proper username
    for the docker virtual machine"""

    if '@' in username:
        return username.split('@')[0]

    # The username in the container is not critical, it's mostly a gimmick.
    # If it's not an email address (which is what we use to authenticate
    # users, we just prevent it to return a potentially invalid username
    # and just return the string user, which is good enough
    return 'user'
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  Source code for remoteappmanager.docker.container

from remoteappmanager.docker.docker_labels import SIMPHONY_NS_RUNINFO
from traitlets import Unicode, HasTraits, Int, validate, TraitError


[docs]class Container(HasTraits):
    """Class representing a container.
    Note that its existence just describes a container.
    It does not imply that the associated container is still
    running, registered, or anything"""

    #: The docker id of the container
    docker_id = Unicode()

    #: The practical name of the container
    name = Unicode()

    #: The image name
    image_name = Unicode()

    #: And the image docker id
    image_id = Unicode()

    #: Mapping identifier
    mapping_id = Unicode()

    #: The ip address...
    ip = Unicode()

    #: ...and port where the container service will be listening
    port = Int(80)

    #: The id that will go in the URL of the container.
    #: This is a de-facto replacement for the container docker id. The reason
    #: why we don't use that instead is because the container id is difficult
    #: to obtain reliably from inside the container, and because we want more
    #: flexibility in the form of the user-exposed id.
    #: Important: must be globally unique, not just per-user unique.
    url_id = Unicode()

    #: The user currently running the container
    user = Unicode()

    #: The url path of the container as it is exported to the user.
    #: e.g. "/home/test/containers/12345"
    #: Must not have an end slash.
    urlpath = Unicode()

    @validate("urlpath")
    def _urlpath_validate(self, proposal):
        if proposal['value'].endswith('/'):
            raise TraitError("urlpath cannot end with a /")
        return proposal['value']

    @property
    def host_url(self):
        """Returns the docker host where this server can be reached,
        in url form."""
        return "http://{ip}:{port}".format(
            ip=self.ip,
            port=self.port,
        )

    def __repr__(self):
        return (
            '<Container(' +
            ", ".join(
                "{}={}".format(name, getattr(self, name))
                for name in self.trait_names()
                ) +
            ")>")

    @classmethod
[docs]    def from_docker_dict(cls, docker_dict):
        """Returns a Container object with the info given by a
        docker Client.

        Parameters
        ----------
        docker_dict : dict
            One item from the result of docker.Client.containers

        Returns
        -------
        container : remoteappmanager.docker.container.Container

        Examples
        --------
        >>> # containers is a list of dict
        >>> containers = docker.Client().containers()

        >>> Container.from_docker_dict(containers[0])
        """

        is_inspect_container_output = ("Config" in docker_dict)

        kwargs = dict(
            docker_id=docker_dict.get('Id') or '',
            ip=cls.ip.default_value,
            port=cls.port.default_value,
        )

        if is_inspect_container_output:
            # It's a client.inspect_container() output

            network_settings = docker_dict.get("NetworkSettings") or {}
            ports = network_settings.get("Ports") or {}
            # unfortunately, in the case of a running container, we don't have
            # a single list. Instead, we have a dict where the keys are
            # the "port identifier" (e.g. 8888/tcp) and the value is a list
            # of dictionaries.
            # We assume that we only have one, as above
            if len(ports) > 1:
                raise ValueError("Container Ports had more than one element.")

            if len(ports):
                port_values = list(ports.values())[0]
                if len(port_values) > 1:
                    raise ValueError("Container Ports values had "
                                     "more than one element.")

                if len(port_values):
                    kwargs["ip"] = port_values[0].get("HostIp") or kwargs["ip"]
                    kwargs["port"] = int(port_values[0].get("HostPort") or
                                         kwargs["port"])

            config = docker_dict.get("Config", {})
            labels = config.get("Labels")

            kwargs["image_name"] = config.get("Image")
            kwargs["image_id"] = docker_dict["Image"]
            kwargs["name"] = docker_dict["Name"]
        else:
            # It's a client.containers() output, so we have different rules.
            ports = docker_dict.get('Ports') or []
            if len(ports) > 1:
                raise ValueError("Container Ports had more than one element.")

            if len(ports):
                kwargs["ip"] = ports[0].get('IP') or kwargs["ip"]
                kwargs["port"] = int(ports[0].get('PublicPort') or
                                     kwargs["port"])

            labels = docker_dict.get("Labels") or {}

            kwargs["image_name"] = docker_dict.get('Image') or ''
            kwargs["image_id"] = docker_dict.get("ImageID") or ''
            names = docker_dict.get("Names") or ('', )
            kwargs["name"] = names[0]

        kwargs["mapping_id"] = labels.get(SIMPHONY_NS_RUNINFO.mapping_id) or ""
        kwargs["url_id"] = labels.get(SIMPHONY_NS_RUNINFO.url_id) or ""
        kwargs["user"] = labels.get(SIMPHONY_NS_RUNINFO.user) or ""
        kwargs["urlpath"] = labels.get(SIMPHONY_NS_RUNINFO.urlpath) or ""

        try:
            return cls(**kwargs)
        except TraitError as e:
            raise ValueError(
                "Data does not satisfy trait constraints. "
                "{}.".format(e))
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  Source code for remoteappmanager.docker.image

import string
from traitlets import Unicode, HasTraits, Dict, List

from remoteappmanager.docker.docker_labels import SIMPHONY_NS, SIMPHONY_NS_ENV
from remoteappmanager.docker import configurables

# Characters that are allowed in the environment variables.
_ALLOWED_ENVCHARS = set(string.ascii_lowercase + string.digits + "-")


[docs]class Image(HasTraits):
    """Wrap class for the docker client images dict result.
    Extracts the relevant information in a convenient interface
    """
    #: The docker id of the image
    docker_id = Unicode()

    #: The name of the image.
    name = Unicode()

    #: The user interface (web) name of the image.
    ui_name = Unicode()

    #: A visual icon to associate to the image.
    icon_128 = Unicode()

    #: A long description of the image.
    description = Unicode()

    #: The type of the image.
    type = Unicode()

    # A dictionary of supported environment variables that the
    # container can accept as parameters. Note that the labels
    # use a different notation, so a conversion takes place:
    # dashes are converted to underscores, and letters are capitalized.
    # e.g. x11-width -> X11_WIDTH
    # Only keys are used at the moment.
    env = Dict()

    # A list of configurables that the image supports.
    configurables = List()

    @classmethod
[docs]    def from_docker_dict(cls, docker_dict):
        """Converts the dict response from the dockerpy library into an
        instance of this class, extracting the relevant information.

        Parameters
        ----------
        docker_dict : dict
           Results of `docker.client.inspect_image` or an item of the
           result of `docker.client.images`
        """
        self = cls()
        self.docker_id = docker_dict["Id"]

        try:
            self.name = docker_dict["RepoTags"][0]
        except (KeyError, IndexError):
            self.name = ''

        labels = (docker_dict.get("Labels") or
                  docker_dict.get("Config", {}).get("Labels"))

        if labels is not None:
            self.ui_name = labels.get(SIMPHONY_NS.ui_name, '')
            self.icon_128 = labels.get(SIMPHONY_NS.icon_128, '')
            self.description = labels.get(SIMPHONY_NS.description, '')
            self.type = labels.get(SIMPHONY_NS.type, '')

            env_prefix = SIMPHONY_NS_ENV.namespace+"."
            for env in [lab[len(env_prefix):]
                        for lab in labels.keys()
                        if lab.startswith(env_prefix)]:

                if len(set(env) - _ALLOWED_ENVCHARS) != 0:
                    # Skip badly formed stuff.
                    continue

                env = env.upper().replace("-", "_")
                # Docker does not allow unexistent values in
                # labels, but we should not rely on them anyway,
                # as only presence of the env key has a clear
                # meaning, hence we force the value to empty.
                self.env[env] = ""

        self.configurables = configurables.for_image(self)
        return self
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  Source code for remoteappmanager.docker.async_docker_client

from concurrent.futures import ThreadPoolExecutor

import docker
import functools

# Common threaded executor for asynchronous jobs.
# Required for the AsyncDockerClient to operate.
_executor = ThreadPoolExecutor(1)


[docs]class AsyncDockerClient:
    """Provides an asynchronous interface to dockerpy.
    All Client interface is available as methods returning a future
    instead of the actual result. The resulting future can be yielded.

    This class is thread safe. Note that all instances use the same
    executor.
    """

    def __init__(self, *args, **kwargs):
        """Initialises the docker async client.

        The client uses a single, module level executor to submit
        requests and obtain futures. The futures must be yielded
        according to the tornado asynchronous interface.

        The exported methods are the same as from the docker-py
        synchronous client, with the exception of their async nature.

        Note that the executor is a ThreadPoolExecutor with a single thread.
        """
        self._sync_client = docker.Client(*args, **kwargs)

    def __getattr__(self, attr):
        """Returns the docker client method, wrapped in an async execution
        environment. The returned method must be used in conjunction with
        the yield keyword."""
        if hasattr(self._sync_client, attr):
            return functools.partial(self._submit_to_executor, attr)
        else:
            raise AttributeError(
                "'{}' object has no attribute '{}'".format(
                    type(self).__name__,
                    attr
                )
            )

    # Private

    def _submit_to_executor(self, method, *args, **kwargs):
        """Call a synchronous docker client method in a background thread,
        using the module level executor.

        Parameters
        ----------

        method : string
            A string containing a callable method
        *args, *kwargs:
            Arguments to the invoked method

        Return
        ------

        A future from the ThreadPoolExecutor.
        """
        return _executor.submit(self._invoke, method, *args, **kwargs)

    def _invoke(self, method, *args, **kwargs):
        """wrapper for calling docker methods to be passed to
        ThreadPoolExecutor.
        """
        m = getattr(self._sync_client, method)
        return m(*args, **kwargs)
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  Source code for remoteappmanager.handlers.handler_authenticator

from tornado import gen


class Authenticator:
    """Base authenticator class for the web handlers"""
    @classmethod
    @gen.coroutine
    def authenticate(cls, handler):
        """Called by the handler to authenticate the user.
        The handler passes itself as an argument, and expects a valid
        handler.current_user value, or None"""
        return None


class HubAuthenticator(Authenticator):
    """Authenticator that uses the remote JupyterHub to validate
    the request."""
    @classmethod
    @gen.coroutine
    def authenticate(cls, handler):
        # Authenticate the user against the hub. We can't use get_current_user
        # because we want to do it asynchronously.
        webapp = handler.application
        hub = webapp.hub
        cookie_name = handler.settings["cookie_name"]
        user_cookie = handler.get_cookie(cookie_name)
        user = None

        if user_cookie:
            user_data = (yield hub.verify_token(cookie_name, user_cookie))
            if user_data.get('name', '') == webapp.user.name:
                user = webapp.user

        return user





          

      

      

    


    
        © Copyright 2016, SimPhoNy Project.
      Created using Sphinx 1.4.4.
    

  

_modules/remoteappmanager/services/hub.html


    
      Navigation


      
        		
          index


        		
          modules |


        		Simphony-remote 1.0.0 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for remoteappmanager.services.hub

from urllib.parse import quote

from tornado import gen, escape
from tornado.httpclient import AsyncHTTPClient
from traitlets import HasTraits, Unicode

from remoteappmanager.logging.logging_mixin import LoggingMixin
from remoteappmanager.utils import url_path_join


[docs]class Hub(LoggingMixin, HasTraits):
    """Provides access to JupyterHub authenticator services."""

    #: The url at which the Hub can be reached
    endpoint_url = Unicode()

    #: The api token to authenticate the request
    api_token = Unicode()

    def __init__(self, *args, **kwargs):
        """Initializes the hub connection object."""
        super().__init__(*args, **kwargs)

        if not self.api_token:
            message = ("Invalid API Token to initialise "
                       "the hub connection.")
            self.log.error(message)
            raise ValueError(message)

        if not self.endpoint_url:
            message = ("Invalid endpoint url to initialise "
                       "the hub connection.")
            self.log.error(message)
            raise ValueError(message)

    @gen.coroutine
[docs]    def verify_token(self, cookie_name, encrypted_cookie):
        """Verify the authentication token and grants access to the user
        if verified.

        Parameters
        ----------
        cookie_name: str
            A string containing the conventional name of the cookie.
        encrypted_cookie: str
            the cookie content, as received by JupyterHub (encrypted)

        Returns
        -------
        user_data : dict
            If authentication is successful, user_data contains the user's
            information from jupyterhub associated with the given encrypted
            cookie.  Otherwise the dictionary is empty.
        """

        # URL for the authorization request
        request_url = url_path_join(self.endpoint_url,
                                    "authorizations/cookie",
                                    cookie_name,
                                    quote(encrypted_cookie, safe=''))

        client = AsyncHTTPClient()
        r = yield client.fetch(
                request_url,
                headers={'Authorization': 'token %s' % self.api_token},
                raise_error=False)

        if r.code < 400:
            return escape.json_decode(r.body)
        else:
            return {}
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  Source code for remoteappmanager.handlers.home_handler

from tornado import gen, web

from remoteappmanager.handlers.base_handler import BaseHandler


[docs]class HomeHandler(BaseHandler):
    """Render the user's home page"""

    @web.authenticated
    @gen.coroutine
[docs]    def get(self):
        self.render('home.html')
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  Source code for remoteappmanager.handlers.base_handler

from http.client import responses
from urllib.parse import urljoin

from tornado import web, gen

from remoteappmanager.logging.logging_mixin import LoggingMixin
from remoteappmanager.handlers.handler_authenticator import HubAuthenticator


[docs]class BaseHandler(web.RequestHandler, LoggingMixin):
    """Base class for the request handler."""

    #: The authenticator that is used to recognize the user.
    authenticator = HubAuthenticator

    @gen.coroutine
[docs]    def prepare(self):
        """Runs before any specific handler. """

        # Authenticate the user against the hub. We can't use get_current_user
        # because we want to do it asynchronously.
        self.current_user = yield self.authenticator.authenticate(self)


[docs]    def render(self, template_name, **kwargs):
        """Reimplements render to pass well known information to the rendering
        context.
        """
        command_line_config = self.application.command_line_config
        file_config = self.application.file_config

        args = dict(
            user=self.current_user,
            base_url=command_line_config.base_urlpath,
            logout_url=urljoin(command_line_config.hub_prefix, "logout")
        )

        args.update(kwargs)

        if file_config.ga_tracking_id:
            args.update({
                "analytics": {
                    "tracking_id": file_config.ga_tracking_id
                }
            })

        super(BaseHandler, self).render(template_name, **args)


[docs]    def write_error(self, status_code, **kwargs):
        """Render error page for uncaught errors"""

        # if it's a 404, just report it as such
        if status_code == 404:
            self.render('error.html',
                        status_code=status_code,
                        status_message="Not found",
                        message="Not found")
            return

        status_message = responses.get(status_code, 'Unknown HTTP Error')
        message = ""

        # If this error was caused by an uncaught exception
        # log exception message and reference number as well
        exc_info = kwargs.get('exc_info')
        if exc_info:
            exception = exc_info[1]
            ref = self.log.issue(status_message, exception)
            reason = getattr(exception, 'reason', '')
            message = '{} Ref.: {}'.format(reason, ref)

        self.render('error.html', status_code=status_code,
                    status_message=status_message, message=message)
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  Source code for remoteappmanager.db.csv_db

""" This module provides support for using CSV file as the database
of the remoteappmanager.

Expect the first row of the CSV file to contain headers shown as
follows.  The types of their values in the tables are shown in parantheses.

user.name (str)
    Name of the user.

application.image (str)
    Image name of the application.

policy.allow_home (str)
    Is home directory mounted (1 - true, 0 - false).

policy.allow_view (int)
    Is the application viewable by others (1 - true, 0 - false).

policy.allow_common (int)
    Is the common data volume available (1 - true, 0 - false).
    If true, requires definitions of volume_source, volume_target
    and volume_mode.

policy.volume_source (str)
    Path for the common data volume on the host machine.
    If undefined, common data volume is not available.

policy.volume_target (str)
    Target mount point of the common data volue in the application.
    If undefined, common data volume is not available.

policy.volume_mode (str)
   Mode for read/write access ('ro' - read-only, 'rw' - read-write).
   If undefined, common data volume is not available

Note
----

- Additional columns are ignored.
- This reader does not try to eliminate duplicated application and policy
  record for a given user.  It faithfully reads the CSV file and returns
  what it says.

"""

import csv
import uuid

from remoteappmanager.db.interfaces import (
    ABCAccounting, ABCApplication, ABCApplicationPolicy)
from remoteappmanager.db.exceptions import UnsupportedOperation
from remoteappmanager.utils import mergedocs, one


[docs]class CSVApplication(ABCApplication):
    pass



[docs]class CSVApplicationPolicy(ABCApplicationPolicy):
    pass



# FIXME: The user object could simply be a str (the username)
# We need this because HomeHandler._start_container takes an object with
# the username in its `name` attribute
[docs]class CSVUser(object):
    def __init__(self, id, name):
        self.name = name
        self.id = id



# Required headers of the CSV files
_HEADERS = ('user.name',
            'application.image',
            'policy.allow_home',
            'policy.allow_view',
            'policy.allow_common',
            'policy.volume_source',
            'policy.volume_target',
            'policy.volume_mode')


@mergedocs(ABCAccounting)
[docs]class CSVAccounting(ABCAccounting):
    """ Accounting class that reads a CSV file and is used by the
    remoteappmanager.  Currently only accepts one csv file.
    """

    def __init__(self, csv_file_path, **kwargs):
        """ Initialiser

        Parameters
        ----------
        csv_file_path : str
            File path for the CSV file

        **kwargs
            optional keyword arguments for open(csv_file_path)
        """
        self.csv_file_path = csv_file_path

        # Let's keep everything in memory for now
        self.all_records = {}
        self.users = {}
        self.users_by_id = {}
        self.applications = {}
        self.application_policies = {}

        with open(self.csv_file_path, **kwargs) as csv_file:
            reader = csv.reader(csv_file)

            # Validate the headers
            headers = next(reader)
            missing_headers = set(_HEADERS) - set(headers)
            if missing_headers:
                msg = ("Expect the first row to contain headers. "
                       "Missing headers: {}")
                raise ValueError(msg.format(", ".join(missing_headers)))

            # Map indices for the columns
            indices = dict(zip(_HEADERS,
                               (headers.index(header) for header in _HEADERS)))

            for count, record in enumerate(reader):
                user_name = record[indices['user.name']]
                user = self.users.get(user_name)

                if user is None:
                    id = len(self.users)
                    user = CSVUser(id=id, name=user_name)
                    self.users[user_name] = user
                    self.users_by_id[id] = user

                image = record[indices['application.image']]
                application = self.applications.setdefault(
                    image,
                    CSVApplication(
                        id=len(self.applications),
                        image=image
                    )
                )

                allow_home = record[indices['policy.allow_home']] == '1'
                allow_view = record[indices['policy.allow_view']] == '1'
                allow_common = record[indices['policy.allow_common']] == '1'
                volume_source = (record[indices['policy.volume_source']] or
                                 None)
                volume_target = (record[indices['policy.volume_target']] or
                                 None)
                volume_mode = (record[indices['policy.volume_mode']] or
                               None)

                application_policy = self.application_policies.setdefault(
                    (allow_home,
                     allow_view,
                     allow_common,
                     volume_source,
                     volume_target,
                     volume_mode),
                    CSVApplicationPolicy(
                        allow_home=allow_home,
                        allow_view=allow_view,
                        allow_common=allow_common,
                        volume_source=volume_source,
                        volume_target=volume_target,
                        volume_mode=volume_mode))

                # Save the configuration
                # Note that we don't filter existing duplicate entry
                self.all_records.setdefault(user.name, []).append((
                     uuid.uuid4().hex,
                     application,
                     application_policy))

[docs]    def get_user(self, *, user_name=None, id=None):
        if not one([user_name, id]):
            raise ValueError("Strictly one argument allowed")

        if user_name is not None:
            return self.users.get(user_name)
        elif id is not None:
            return self.users_by_id.get(id)
        else:
            raise RuntimeError("Impossible condition")  # pragma: no cover


[docs]    def get_apps_for_user(self, user):
        if user is not None:
            return tuple(self.all_records.get(user.name, ()))
        else:
            return ()


[docs]    def create_user(self, user_name):
        raise UnsupportedOperation()


[docs]    def remove_user(self, *, user_name=None, id=None):
        raise UnsupportedOperation()


[docs]    def list_users(self):
        return list(self.users.values())


[docs]    def create_application(self, app_name):
        raise UnsupportedOperation()


[docs]    def remove_application(self, *, app_name=None, id=None):
        raise UnsupportedOperation()


[docs]    def list_applications(self):
        return list(self.applications.values())


[docs]    def grant_access(self, app_name, user_name,
                     allow_home, allow_view, volume):
        raise UnsupportedOperation()


[docs]    def revoke_access(self, app_name, user_name,
                      allow_home, allow_view, volume):
        raise UnsupportedOperation()


[docs]    def revoke_access_by_id(self, mapping_id):
        raise UnsupportedOperation()
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  Source code for remoteappmanager.jupyterhub.spawners

import os
import escapism
import string

from traitlets import Any, Unicode
from tornado import gen

from jupyterhub.spawner import LocalProcessSpawner
from jupyterhub import orm


class BaseSpawner(LocalProcessSpawner):
    """Base class that provides common infrastructure to
    the actual spawners
    """

    #: The instance of the orm Proxy.
    #: We use Any in agreement with base class practice.
    proxy = Any()

    #: The path of the configuration file for the cmd executable
    config_file_path = Unicode(config=True)

    @property
    def cmd(self):
        """Overrides the base class traitlet so that we take full control
        of the spawned command according to user admin status"""

        return (["remoteappadmin"]
                if self.user.admin is True
                else ["remoteappmanager"])

    def __init__(self, **kwargs):
        super().__init__(**kwargs)

        # We get the first one. Strangely enough, jupyterhub has a table
        # containing potentially multiple proxies, but it's enforced to
        # contain only one.
        self.proxy = self.db.query(orm.Proxy).first()

    def get_args(self):
        args = super().get_args()

        for iarg, arg in enumerate(args):
            args[iarg] = arg.replace('--base-url=', '--base-urlpath=')

        args.append("--proxy-api-url={}".format(self.proxy.api_server.url))

        if self.config_file_path:
            args.append("--config-file={}".format(self.config_file_path))

        return args

    def get_env(self):
        env = super().get_env()
        env["PROXY_API_TOKEN"] = self.proxy.auth_token
        env.update(_docker_envvars())
        return env


class SystemUserSpawner(BaseSpawner):
    """
    Start remoteappmanager as a local process for a system user.

    The user identifier of the process is set to be the system user.
    The current directory is set to the system user's home directory.
    """


class VirtualUserSpawner(BaseSpawner):
    ''' Start remoteappmanager as a local process for a virtual user.

    A virtual user is not recognised as a system user, even if the
    user's name conincide with an existing system user.  As a result,
    the user does not need to be a system user for this spawner.

    The user identifier and the current work directory of the spawned
    local process are the same as the one that is running jupyterhub.
    '''

    #: Directory in which temporary home directory for the virtual
    #: user is created.  No directory is created if this is not
    #: defined and HOME directory would not be available.
    workspace_dir = Unicode(config=True)

    #: The path to the temporary workspace directory
    _virtual_workspace = Unicode()

    def make_preexec_fn(self, name):
        # We don't set user uid for virtual user
        # Nor do we try to start the process in the user's
        # home directory (it does not exist)
        pass

    def load_state(self, state):
        super().load_state(state)
        virtual_workspace = state.get('virtual_workspace')
        if virtual_workspace:
            if os.path.isdir(virtual_workspace):
                self._virtual_workspace = virtual_workspace
            else:
                self.log.warn('Previous virtual workspace is gone.')

    def get_state(self):
        state = super().get_state()
        if self._virtual_workspace:
            state['virtual_workspace'] = self._virtual_workspace
        return state

    def clear_state(self):
        super().clear_state()
        self._virtual_workspace = ''

    def user_env(self, env):
        env['USER'] = self.user.name

        if self._virtual_workspace:
            env['HOME'] = self._virtual_workspace

        return env

    @gen.coroutine
    def start(self):
        """ Start the process and create the virtual user's
        temporary home directory if `workspace_dir` is set
        """

        # Create the temporary directory as the user's workspace
        if self.workspace_dir and not self._virtual_workspace:
            try:
                workspace = _user_workspace(self.workspace_dir, self.user.name)
                os.makedirs(workspace, 0o755, exist_ok=True)
                self._virtual_workspace = workspace
            except Exception as exception:
                # A whole lot of reasons why temporary directory cannot
                # be created. e.g. workspace_dir does not exist
                # the owner of the process has no write permission
                # for the directory, etc.
                msg = ("Failed to create temporary directory for '{user}' in "
                       "'{tempdir}'.  Temporary workspace would not be "
                       "available. Please assign the spawner's `workspace_dir`"
                       " to a directory path where it has write permission. "
                       "Error: {error}")
                # log as error to avoid ugly traceback
                self.log.error(
                    msg.format(user=self.user.name,
                               tempdir=self.workspace_dir,
                               error=str(exception)))
            else:
                self.log.info("Created %s's temporary workspace in: %s",
                              self.user.name, self._virtual_workspace)

        return (yield super().start())

    @gen.coroutine
    def stop(self, now=False):
        """ Stop the process

        If virtual user has a temporary home directory,
        clean up the directory.
        """
        yield super().stop(now=now)


def _docker_envvars():
    """Returns a dictionary containing the docker environment variables, if
    present. If not present, returns an empty dictionary"""
    env = {envvar: os.environ[envvar]
           for envvar in ["DOCKER_HOST",
                          "DOCKER_CERT_PATH",
                          "DOCKER_MACHINE_NAME",
                          "DOCKER_TLS_VERIFY"]
           if envvar in os.environ}

    return env


# Used by escape
_ESCAPE_SAFE_CHARS = set(string.ascii_letters + string.digits + '-.')
_ESCAPE_CHAR = '_'


# Note: copied from container_manager.py, but we want to keep the
# spawners module completely separated from the remoteappmanager.
[docs]def escape(s):
    """Trivial escaping wrapper for well established stuff.
    Works for containers, file names. Note that it is not destructive,
    so it won't generate collisions."""
    return escapism.escape(s, _ESCAPE_SAFE_CHARS, _ESCAPE_CHAR)



def _user_workspace(base_dir, user_name):
    """Returns the appropriate user workspace for the given username.
    Raises ValueError if the user_name is only spaces after basenaming.
    """

    name = os.path.basename(user_name).strip()
    if len(name) == 0:
        raise ValueError("User name is invalid")

    return os.path.join(base_dir, escape(name))
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  Source code for sqlalchemy.sql.schema

# sql/schema.py
# Copyright (C) 2005-2016 the SQLAlchemy authors and contributors
# <see AUTHORS file>
#
# This module is part of SQLAlchemy and is released under
# the MIT License: http://www.opensource.org/licenses/mit-license.php

"""The schema module provides the building blocks for database metadata.

Each element within this module describes a database entity which can be
created and dropped, or is otherwise part of such an entity.  Examples include
tables, columns, sequences, and indexes.

All entities are subclasses of :class:`~sqlalchemy.schema.SchemaItem`, and as
defined in this module they are intended to be agnostic of any vendor-specific
constructs.

A collection of entities are grouped into a unit called
:class:`~sqlalchemy.schema.MetaData`. MetaData serves as a logical grouping of
schema elements, and can also be associated with an actual database connection
such that operations involving the contained elements can contact the database
as needed.

Two of the elements here also build upon their "syntactic" counterparts, which
are defined in :class:`~sqlalchemy.sql.expression.`, specifically
:class:`~sqlalchemy.schema.Table` and :class:`~sqlalchemy.schema.Column`.
Since these objects are part of the SQL expression language, they are usable
as components in SQL expressions.

"""
from __future__ import absolute_import

from .. import exc, util, event, inspection
from .base import SchemaEventTarget, DialectKWArgs
import operator
from . import visitors
from . import type_api
from .base import _bind_or_error, ColumnCollection
from .elements import ClauseElement, ColumnClause, \
    _as_truncated, TextClause, _literal_as_text,\
    ColumnElement, quoted_name
from .selectable import TableClause
import collections
import sqlalchemy
from . import ddl

RETAIN_SCHEMA = util.symbol('retain_schema')

BLANK_SCHEMA = util.symbol(
    'blank_schema',
    """Symbol indicating that a :class:`.Table` or :class:`.Sequence`
    should have 'None' for its schema, even if the parent
    :class:`.MetaData` has specified a schema.

    .. versionadded:: 1.0.14

    """
)


def _get_table_key(name, schema):
    if schema is None:
        return name
    else:
        return schema + "." + name


@inspection._self_inspects
class SchemaItem(SchemaEventTarget, visitors.Visitable):
    """Base class for items that define a database schema."""

    __visit_name__ = 'schema_item'

    def _init_items(self, *args):
        """Initialize the list of child items for this SchemaItem."""

        for item in args:
            if item is not None:
                item._set_parent_with_dispatch(self)

    def get_children(self, **kwargs):
        """used to allow SchemaVisitor access"""
        return []

    def __repr__(self):
        return util.generic_repr(self, omit_kwarg=['info'])

    @property
    @util.deprecated('0.9', 'Use ``<obj>.name.quote``')
    def quote(self):
        """Return the value of the ``quote`` flag passed
        to this schema object, for those schema items which
        have a ``name`` field.

        """

        return self.name.quote

    @util.memoized_property
    def info(self):
        """Info dictionary associated with the object, allowing user-defined
        data to be associated with this :class:`.SchemaItem`.

        The dictionary is automatically generated when first accessed.
        It can also be specified in the constructor of some objects,
        such as :class:`.Table` and :class:`.Column`.

        """
        return {}

    def _schema_item_copy(self, schema_item):
        if 'info' in self.__dict__:
            schema_item.info = self.info.copy()
        schema_item.dispatch._update(self.dispatch)
        return schema_item


class Table(DialectKWArgs, SchemaItem, TableClause):
    """Represent a table in a database.

    e.g.::

        mytable = Table("mytable", metadata,
                        Column('mytable_id', Integer, primary_key=True),
                        Column('value', String(50))
                   )

    The :class:`.Table` object constructs a unique instance of itself based
    on its name and optional schema name within the given
    :class:`.MetaData` object. Calling the :class:`.Table`
    constructor with the same name and same :class:`.MetaData` argument
    a second time will return the *same* :class:`.Table` object - in this way
    the :class:`.Table` constructor acts as a registry function.

    .. seealso::

        :ref:`metadata_describing` - Introduction to database metadata

    Constructor arguments are as follows:

    :param name: The name of this table as represented in the database.

        The table name, along with the value of the ``schema`` parameter,
        forms a key which uniquely identifies this :class:`.Table` within
        the owning :class:`.MetaData` collection.
        Additional calls to :class:`.Table` with the same name, metadata,
        and schema name will return the same :class:`.Table` object.

        Names which contain no upper case characters
        will be treated as case insensitive names, and will not be quoted
        unless they are a reserved word or contain special characters.
        A name with any number of upper case characters is considered
        to be case sensitive, and will be sent as quoted.

        To enable unconditional quoting for the table name, specify the flag
        ``quote=True`` to the constructor, or use the :class:`.quoted_name`
        construct to specify the name.

    :param metadata: a :class:`.MetaData` object which will contain this
        table.  The metadata is used as a point of association of this table
        with other tables which are referenced via foreign key.  It also
        may be used to associate this table with a particular
        :class:`.Connectable`.

    :param \*args: Additional positional arguments are used primarily
        to add the list of :class:`.Column` objects contained within this
        table. Similar to the style of a CREATE TABLE statement, other
        :class:`.SchemaItem` constructs may be added here, including
        :class:`.PrimaryKeyConstraint`, and :class:`.ForeignKeyConstraint`.

    :param autoload: Defaults to False, unless :paramref:`.Table.autoload_with`
        is set in which case it defaults to True; :class:`.Column` objects
        for this table should be reflected from the database, possibly
        augmenting or replacing existing :class:`.Column` objects that were
        expicitly specified.

        .. versionchanged:: 1.0.0 setting the :paramref:`.Table.autoload_with`
           parameter implies that :paramref:`.Table.autoload` will default
           to True.

        .. seealso::

            :ref:`metadata_reflection_toplevel`

    :param autoload_replace: Defaults to ``True``; when using
        :paramref:`.Table.autoload`
        in conjunction with :paramref:`.Table.extend_existing`, indicates
        that :class:`.Column` objects present in the already-existing
        :class:`.Table` object should be replaced with columns of the same
        name retrieved from the autoload process.   When ``False``, columns
        already present under existing names will be omitted from the
        reflection process.

        Note that this setting does not impact :class:`.Column` objects
        specified programmatically within the call to :class:`.Table` that
        also is autoloading; those :class:`.Column` objects will always
        replace existing columns of the same name when
        :paramref:`.Table.extend_existing` is ``True``.

        .. versionadded:: 0.7.5

        .. seealso::

            :paramref:`.Table.autoload`

            :paramref:`.Table.extend_existing`

    :param autoload_with: An :class:`.Engine` or :class:`.Connection` object
        with which this :class:`.Table` object will be reflected; when
        set to a non-None value, it implies that :paramref:`.Table.autoload`
        is ``True``.   If left unset, but :paramref:`.Table.autoload` is
        explicitly set to ``True``, an autoload operation will attempt to
        proceed by locating an :class:`.Engine` or :class:`.Connection` bound
        to the underlying :class:`.MetaData` object.

        .. seealso::

            :paramref:`.Table.autoload`

    :param extend_existing: When ``True``, indicates that if this
        :class:`.Table` is already present in the given :class:`.MetaData`,
        apply further arguments within the constructor to the existing
        :class:`.Table`.

        If :paramref:`.Table.extend_existing` or
        :paramref:`.Table.keep_existing` are not set, and the given name
        of the new :class:`.Table` refers to a :class:`.Table` that is
        already present in the target :class:`.MetaData` collection, and
        this :class:`.Table` specifies additional columns or other constructs
        or flags that modify the table's state, an
        error is raised.  The purpose of these two mutually-exclusive flags
        is to specify what action should be taken when a :class:`.Table`
        is specified that matches an existing :class:`.Table`, yet specifies
        additional constructs.

        :paramref:`.Table.extend_existing` will also work in conjunction
        with :paramref:`.Table.autoload` to run a new reflection
        operation against the database, even if a :class:`.Table`
        of the same name is already present in the target
        :class:`.MetaData`; newly reflected :class:`.Column` objects
        and other options will be added into the state of the
        :class:`.Table`, potentially overwriting existing columns
        and options of the same name.

        .. versionchanged:: 0.7.4 :paramref:`.Table.extend_existing` will
           invoke a new reflection operation when combined with
           :paramref:`.Table.autoload` set to True.

        As is always the case with :paramref:`.Table.autoload`,
        :class:`.Column` objects can be specified in the same :class:`.Table`
        constructor, which will take precedence.  Below, the existing
        table ``mytable`` will be augmented with :class:`.Column` objects
        both reflected from the database, as well as the given :class:`.Column`
        named "y"::

            Table("mytable", metadata,
                        Column('y', Integer),
                        extend_existing=True,
                        autoload=True,
                        autoload_with=engine
                    )

        .. seealso::

            :paramref:`.Table.autoload`

            :paramref:`.Table.autoload_replace`

            :paramref:`.Table.keep_existing`


    :param implicit_returning: True by default - indicates that
        RETURNING can be used by default to fetch newly inserted primary key
        values, for backends which support this.  Note that
        create_engine() also provides an implicit_returning flag.

    :param include_columns: A list of strings indicating a subset of
        columns to be loaded via the ``autoload`` operation; table columns who
        aren't present in this list will not be represented on the resulting
        ``Table`` object. Defaults to ``None`` which indicates all columns
        should be reflected.

    :param info: Optional data dictionary which will be populated into the
        :attr:`.SchemaItem.info` attribute of this object.

    :param keep_existing: When ``True``, indicates that if this Table
        is already present in the given :class:`.MetaData`, ignore
        further arguments within the constructor to the existing
        :class:`.Table`, and return the :class:`.Table` object as
        originally created. This is to allow a function that wishes
        to define a new :class:`.Table` on first call, but on
        subsequent calls will return the same :class:`.Table`,
        without any of the declarations (particularly constraints)
        being applied a second time.

        If :paramref:`.Table.extend_existing` or
        :paramref:`.Table.keep_existing` are not set, and the given name
        of the new :class:`.Table` refers to a :class:`.Table` that is
        already present in the target :class:`.MetaData` collection, and
        this :class:`.Table` specifies additional columns or other constructs
        or flags that modify the table's state, an
        error is raised.  The purpose of these two mutually-exclusive flags
        is to specify what action should be taken when a :class:`.Table`
        is specified that matches an existing :class:`.Table`, yet specifies
        additional constructs.

        .. seealso::

            :paramref:`.Table.extend_existing`

    :param listeners: A list of tuples of the form ``(<eventname>, <fn>)``
        which will be passed to :func:`.event.listen` upon construction.
        This alternate hook to :func:`.event.listen` allows the establishment
        of a listener function specific to this :class:`.Table` before
        the "autoload" process begins.  Particularly useful for
        the :meth:`.DDLEvents.column_reflect` event::

            def listen_for_reflect(table, column_info):
                "handle the column reflection event"
                # ...

            t = Table(
                'sometable',
                autoload=True,
                listeners=[
                    ('column_reflect', listen_for_reflect)
                ])

    :param mustexist: When ``True``, indicates that this Table must already
        be present in the given :class:`.MetaData` collection, else
        an exception is raised.

    :param prefixes:
        A list of strings to insert after CREATE in the CREATE TABLE
        statement.  They will be separated by spaces.

    :param quote: Force quoting of this table's name on or off, corresponding
        to ``True`` or ``False``.  When left at its default of ``None``,
        the column identifier will be quoted according to whether the name is
        case sensitive (identifiers with at least one upper case character are
        treated as case sensitive), or if it's a reserved word.  This flag
        is only needed to force quoting of a reserved word which is not known
        by the SQLAlchemy dialect.

    :param quote_schema: same as 'quote' but applies to the schema identifier.

    :param schema: The schema name for this table, which is required if
        the table resides in a schema other than the default selected schema
        for the engine's database connection.  Defaults to ``None``.

        If the owning :class:`.MetaData` of this :class:`.Table` specifies
        its own :paramref:`.MetaData.schema` parameter, then that schema
        name will be applied to this :class:`.Table` if the schema parameter
        here is set to ``None``.  To set a blank schema name on a :class:`.Table`
        that would otherwise use the schema set on the owning :class:`.MetaData`,
        specify the special symbol :attr:`.BLANK_SCHEMA`.

        .. versionadded:: 1.0.14  Added the :attr:`.BLANK_SCHEMA` symbol to
           allow a :class:`.Table` to have a blank schema name even when the
           parent :class:`.MetaData` specifies :paramref:`.MetaData.schema`.

        The quoting rules for the schema name are the same as those for the
        ``name`` parameter, in that quoting is applied for reserved words or
        case-sensitive names; to enable unconditional quoting for the
        schema name, specify the flag
        ``quote_schema=True`` to the constructor, or use the
        :class:`.quoted_name` construct to specify the name.

    :param useexisting: Deprecated.  Use :paramref:`.Table.extend_existing`.

    :param \**kw: Additional keyword arguments not mentioned above are
        dialect specific, and passed in the form ``<dialectname>_<argname>``.
        See the documentation regarding an individual dialect at
        :ref:`dialect_toplevel` for detail on documented arguments.

    """

    __visit_name__ = 'table'

    def __new__(cls, *args, **kw):
        if not args:
            # python3k pickle seems to call this
            return object.__new__(cls)

        try:
            name, metadata, args = args[0], args[1], args[2:]
        except IndexError:
            raise TypeError("Table() takes at least two arguments")

        schema = kw.get('schema', None)
        if schema is None:
            schema = metadata.schema
        elif schema is BLANK_SCHEMA:
            schema = None
        keep_existing = kw.pop('keep_existing', False)
        extend_existing = kw.pop('extend_existing', False)
        if 'useexisting' in kw:
            msg = "useexisting is deprecated.  Use extend_existing."
            util.warn_deprecated(msg)
            if extend_existing:
                msg = "useexisting is synonymous with extend_existing."
                raise exc.ArgumentError(msg)
            extend_existing = kw.pop('useexisting', False)

        if keep_existing and extend_existing:
            msg = "keep_existing and extend_existing are mutually exclusive."
            raise exc.ArgumentError(msg)

        mustexist = kw.pop('mustexist', False)
        key = _get_table_key(name, schema)
        if key in metadata.tables:
            if not keep_existing and not extend_existing and bool(args):
                raise exc.InvalidRequestError(
                    "Table '%s' is already defined for this MetaData "
                    "instance.  Specify 'extend_existing=True' "
                    "to redefine "
                    "options and columns on an "
                    "existing Table object." % key)
            table = metadata.tables[key]
            if extend_existing:
                table._init_existing(*args, **kw)
            return table
        else:
            if mustexist:
                raise exc.InvalidRequestError(
                    "Table '%s' not defined" % (key))
            table = object.__new__(cls)
            table.dispatch.before_parent_attach(table, metadata)
            metadata._add_table(name, schema, table)
            try:
                table._init(name, metadata, *args, **kw)
                table.dispatch.after_parent_attach(table, metadata)
                return table
            except:
                with util.safe_reraise():
                    metadata._remove_table(name, schema)

    @property
    @util.deprecated('0.9', 'Use ``table.schema.quote``')
    def quote_schema(self):
        """Return the value of the ``quote_schema`` flag passed
        to this :class:`.Table`.
        """

        return self.schema.quote

    def __init__(self, *args, **kw):
        """Constructor for :class:`~.schema.Table`.

        This method is a no-op.   See the top-level
        documentation for :class:`~.schema.Table`
        for constructor arguments.

        """
        # __init__ is overridden to prevent __new__ from
        # calling the superclass constructor.

    def _init(self, name, metadata, *args, **kwargs):
        super(Table, self).__init__(
            quoted_name(name, kwargs.pop('quote', None)))
        self.metadata = metadata

        self.schema = kwargs.pop('schema', None)
        if self.schema is None:
            self.schema = metadata.schema
        elif self.schema is BLANK_SCHEMA:
            self.schema = None
        else:
            quote_schema = kwargs.pop('quote_schema', None)
            self.schema = quoted_name(self.schema, quote_schema)

        self.indexes = set()
        self.constraints = set()
        self._columns = ColumnCollection()
        PrimaryKeyConstraint(_implicit_generated=True).\
            _set_parent_with_dispatch(self)
        self.foreign_keys = set()
        self._extra_dependencies = set()
        if self.schema is not None:
            self.fullname = "%s.%s" % (self.schema, self.name)
        else:
            self.fullname = self.name

        autoload_with = kwargs.pop('autoload_with', None)
        autoload = kwargs.pop('autoload', autoload_with is not None)
        # this argument is only used with _init_existing()
        kwargs.pop('autoload_replace', True)
        include_columns = kwargs.pop('include_columns', None)

        self.implicit_returning = kwargs.pop('implicit_returning', True)

        if 'info' in kwargs:
            self.info = kwargs.pop('info')
        if 'listeners' in kwargs:
            listeners = kwargs.pop('listeners')
            for evt, fn in listeners:
                event.listen(self, evt, fn)

        self._prefixes = kwargs.pop('prefixes', [])

        self._extra_kwargs(**kwargs)

        # load column definitions from the database if 'autoload' is defined
        # we do it after the table is in the singleton dictionary to support
        # circular foreign keys
        if autoload:
            self._autoload(metadata, autoload_with, include_columns)

        # initialize all the column, etc. objects.  done after reflection to
        # allow user-overrides
        self._init_items(*args)

    def _autoload(self, metadata, autoload_with, include_columns,
                  exclude_columns=()):

        if autoload_with:
            autoload_with.run_callable(
                autoload_with.dialect.reflecttable,
                self, include_columns, exclude_columns
            )
        else:
            bind = _bind_or_error(
                metadata,
                msg="No engine is bound to this Table's MetaData. "
                "Pass an engine to the Table via "
                "autoload_with=<someengine>, "
                "or associate the MetaData with an engine via "
                "metadata.bind=<someengine>")
            bind.run_callable(
                bind.dialect.reflecttable,
                self, include_columns, exclude_columns
            )

    @property
    def _sorted_constraints(self):
        """Return the set of constraints as a list, sorted by creation
        order.

        """
        return sorted(self.constraints, key=lambda c: c._creation_order)

    @property
    def foreign_key_constraints(self):
        """:class:`.ForeignKeyConstraint` objects referred to by this
        :class:`.Table`.

        This list is produced from the collection of :class:`.ForeignKey`
        objects currently associated.

        .. versionadded:: 1.0.0

        """
        return set(fkc.constraint for fkc in self.foreign_keys)

    def _init_existing(self, *args, **kwargs):
        autoload_with = kwargs.pop('autoload_with', None)
        autoload = kwargs.pop('autoload', autoload_with is not None)
        autoload_replace = kwargs.pop('autoload_replace', True)
        schema = kwargs.pop('schema', None)
        if schema and schema != self.schema:
            raise exc.ArgumentError(
                "Can't change schema of existing table from '%s' to '%s'",
                (self.schema, schema))

        include_columns = kwargs.pop('include_columns', None)

        if include_columns is not None:
            for c in self.c:
                if c.name not in include_columns:
                    self._columns.remove(c)

        for key in ('quote', 'quote_schema'):
            if key in kwargs:
                raise exc.ArgumentError(
                    "Can't redefine 'quote' or 'quote_schema' arguments")

        if 'info' in kwargs:
            self.info = kwargs.pop('info')

        if autoload:
            if not autoload_replace:
                exclude_columns = [c.name for c in self.c]
            else:
                exclude_columns = ()
            self._autoload(
                self.metadata, autoload_with,
                include_columns, exclude_columns)

        self._extra_kwargs(**kwargs)
        self._init_items(*args)

    def _extra_kwargs(self, **kwargs):
        self._validate_dialect_kwargs(kwargs)

    def _init_collections(self):
        pass

    def _reset_exported(self):
        pass

    @property
    def _autoincrement_column(self):
        return self.primary_key._autoincrement_column

    @property
    def key(self):
        """Return the 'key' for this :class:`.Table`.

        This value is used as the dictionary key within the
        :attr:`.MetaData.tables` collection.   It is typically the same
        as that of :attr:`.Table.name` for a table with no
        :attr:`.Table.schema` set; otherwise it is typically of the form
        ``schemaname.tablename``.

        """
        return _get_table_key(self.name, self.schema)

    def __repr__(self):
        return "Table(%s)" % ', '.join(
            [repr(self.name)] + [repr(self.metadata)] +
            [repr(x) for x in self.columns] +
            ["%s=%s" % (k, repr(getattr(self, k))) for k in ['schema']])

    def __str__(self):
        return _get_table_key(self.description, self.schema)

    @property
    def bind(self):
        """Return the connectable associated with this Table."""

        return self.metadata and self.metadata.bind or None

    def add_is_dependent_on(self, table):
        """Add a 'dependency' for this Table.

        This is another Table object which must be created
        first before this one can, or dropped after this one.

        Usually, dependencies between tables are determined via
        ForeignKey objects.   However, for other situations that
        create dependencies outside of foreign keys (rules, inheriting),
        this method can manually establish such a link.

        """
        self._extra_dependencies.add(table)

    def append_column(self, column):
        """Append a :class:`~.schema.Column` to this :class:`~.schema.Table`.

        The "key" of the newly added :class:`~.schema.Column`, i.e. the
        value of its ``.key`` attribute, will then be available
        in the ``.c`` collection of this :class:`~.schema.Table`, and the
        column definition will be included in any CREATE TABLE, SELECT,
        UPDATE, etc. statements generated from this :class:`~.schema.Table`
        construct.

        Note that this does **not** change the definition of the table
        as it exists within any underlying database, assuming that
        table has already been created in the database.   Relational
        databases support the addition of columns to existing tables
        using the SQL ALTER command, which would need to be
        emitted for an already-existing table that doesn't contain
        the newly added column.

        """

        column._set_parent_with_dispatch(self)

    def append_constraint(self, constraint):
        """Append a :class:`~.schema.Constraint` to this
        :class:`~.schema.Table`.

        This has the effect of the constraint being included in any
        future CREATE TABLE statement, assuming specific DDL creation
        events have not been associated with the given
        :class:`~.schema.Constraint` object.

        Note that this does **not** produce the constraint within the
        relational database automatically, for a table that already exists
        in the database.   To add a constraint to an
        existing relational database table, the SQL ALTER command must
        be used.  SQLAlchemy also provides the
        :class:`.AddConstraint` construct which can produce this SQL when
        invoked as an executable clause.

        """

        constraint._set_parent_with_dispatch(self)

    def append_ddl_listener(self, event_name, listener):
        """Append a DDL event listener to this ``Table``.

        .. deprecated:: 0.7
            See :class:`.DDLEvents`.

        """

        def adapt_listener(target, connection, **kw):
            listener(event_name, target, connection)

        event.listen(self, "" + event_name.replace('-', '_'), adapt_listener)

    def _set_parent(self, metadata):
        metadata._add_table(self.name, self.schema, self)
        self.metadata = metadata

    def get_children(self, column_collections=True,
                     schema_visitor=False, **kw):
        if not schema_visitor:
            return TableClause.get_children(
                self, column_collections=column_collections, **kw)
        else:
            if column_collections:
                return list(self.columns)
            else:
                return []

    def exists(self, bind=None):
        """Return True if this table exists."""

        if bind is None:
            bind = _bind_or_error(self)

        return bind.run_callable(bind.dialect.has_table,
                                 self.name, schema=self.schema)

    def create(self, bind=None, checkfirst=False):
        """Issue a ``CREATE`` statement for this
        :class:`.Table`, using the given :class:`.Connectable`
        for connectivity.

        .. seealso::

            :meth:`.MetaData.create_all`.

        """

        if bind is None:
            bind = _bind_or_error(self)
        bind._run_visitor(ddl.SchemaGenerator,
                          self,
                          checkfirst=checkfirst)

    def drop(self, bind=None, checkfirst=False):
        """Issue a ``DROP`` statement for this
        :class:`.Table`, using the given :class:`.Connectable`
        for connectivity.

        .. seealso::

            :meth:`.MetaData.drop_all`.

        """
        if bind is None:
            bind = _bind_or_error(self)
        bind._run_visitor(ddl.SchemaDropper,
                          self,
                          checkfirst=checkfirst)

    def tometadata(self, metadata, schema=RETAIN_SCHEMA,
                   referred_schema_fn=None, name=None):
        """Return a copy of this :class:`.Table` associated with a different
        :class:`.MetaData`.

        E.g.::

            m1 = MetaData()

            user = Table('user', m1, Column('id', Integer, priamry_key=True))

            m2 = MetaData()
            user_copy = user.tometadata(m2)

        :param metadata: Target :class:`.MetaData` object, into which the
         new :class:`.Table` object will be created.

        :param schema: optional string name indicating the target schema.
         Defaults to the special symbol :attr:`.RETAIN_SCHEMA` which indicates
         that no change to the schema name should be made in the new
         :class:`.Table`.  If set to a string name, the new :class:`.Table`
         will have this new name as the ``.schema``.  If set to ``None``, the
         schema will be set to that of the schema set on the target
         :class:`.MetaData`, which is typically ``None`` as well, unless
         set explicitly::

            m2 = MetaData(schema='newschema')

            # user_copy_one will have "newschema" as the schema name
            user_copy_one = user.tometadata(m2, schema=None)

            m3 = MetaData()  # schema defaults to None

            # user_copy_two will have None as the schema name
            user_copy_two = user.tometadata(m3, schema=None)

        :param referred_schema_fn: optional callable which can be supplied
         in order to provide for the schema name that should be assigned
         to the referenced table of a :class:`.ForeignKeyConstraint`.
         The callable accepts this parent :class:`.Table`, the
         target schema that we are changing to, the
         :class:`.ForeignKeyConstraint` object, and the existing
         "target schema" of that constraint.  The function should return the
         string schema name that should be applied.
         E.g.::

                def referred_schema_fn(table, to_schema,
                                                constraint, referred_schema):
                    if referred_schema == 'base_tables':
                        return referred_schema
                    else:
                        return to_schema

                new_table = table.tometadata(m2, schema="alt_schema",
                                        referred_schema_fn=referred_schema_fn)

         .. versionadded:: 0.9.2

        :param name: optional string name indicating the target table name.
         If not specified or None, the table name is retained.  This allows
         a :class:`.Table` to be copied to the same :class:`.MetaData` target
         with a new name.

         .. versionadded:: 1.0.0

        """
        if name is None:
            name = self.name
        if schema is RETAIN_SCHEMA:
            schema = self.schema
        elif schema is None:
            schema = metadata.schema
        key = _get_table_key(name, schema)
        if key in metadata.tables:
            util.warn("Table '%s' already exists within the given "
                      "MetaData - not copying." % self.description)
            return metadata.tables[key]

        args = []
        for c in self.columns:
            args.append(c.copy(schema=schema))
        table = Table(
            name, metadata, schema=schema,
            *args, **self.kwargs
        )
        for c in self.constraints:
            if isinstance(c, ForeignKeyConstraint):
                referred_schema = c._referred_schema
                if referred_schema_fn:
                    fk_constraint_schema = referred_schema_fn(
                        self, schema, c, referred_schema)
                else:
                    fk_constraint_schema = (
                        schema if referred_schema == self.schema else None)
                table.append_constraint(
                    c.copy(schema=fk_constraint_schema, target_table=table))
            elif not c._type_bound:
                # skip unique constraints that would be generated
                # by the 'unique' flag on Column
                if isinstance(c, UniqueConstraint) and \
                    len(c.columns) == 1 and \
                        list(c.columns)[0].unique:
                    continue

                table.append_constraint(
                    c.copy(schema=schema, target_table=table))
        for index in self.indexes:
            # skip indexes that would be generated
            # by the 'index' flag on Column
            if len(index.columns) == 1 and \
                    list(index.columns)[0].index:
                continue
            Index(index.name,
                  unique=index.unique,
                  *[table.c[col] for col in index.columns.keys()],
                  **index.kwargs)
        return self._schema_item_copy(table)


class Column(SchemaItem, ColumnClause):
    """Represents a column in a database table."""

    __visit_name__ = 'column'

    def __init__(self, *args, **kwargs):
        """
        Construct a new ``Column`` object.

        :param name: The name of this column as represented in the database.
          This argument may be the first positional argument, or specified
          via keyword.

          Names which contain no upper case characters
          will be treated as case insensitive names, and will not be quoted
          unless they are a reserved word.  Names with any number of upper
          case characters will be quoted and sent exactly.  Note that this
          behavior applies even for databases which standardize upper
          case names as case insensitive such as Oracle.

          The name field may be omitted at construction time and applied
          later, at any time before the Column is associated with a
          :class:`.Table`.  This is to support convenient
          usage within the :mod:`~sqlalchemy.ext.declarative` extension.

        :param type\_: The column's type, indicated using an instance which
          subclasses :class:`~sqlalchemy.types.TypeEngine`.  If no arguments
          are required for the type, the class of the type can be sent
          as well, e.g.::

            # use a type with arguments
            Column('data', String(50))

            # use no arguments
            Column('level', Integer)

          The ``type`` argument may be the second positional argument
          or specified by keyword.

          If the ``type`` is ``None`` or is omitted, it will first default to
          the special type :class:`.NullType`.  If and when this
          :class:`.Column` is made to refer to another column using
          :class:`.ForeignKey` and/or :class:`.ForeignKeyConstraint`, the type
          of the remote-referenced column will be copied to this column as
          well, at the moment that the foreign key is resolved against that
          remote :class:`.Column` object.

          .. versionchanged:: 0.9.0
            Support for propagation of type to a :class:`.Column` from its
            :class:`.ForeignKey` object has been improved and should be
            more reliable and timely.

        :param \*args: Additional positional arguments include various
          :class:`.SchemaItem` derived constructs which will be applied
          as options to the column.  These include instances of
          :class:`.Constraint`, :class:`.ForeignKey`, :class:`.ColumnDefault`,
          and :class:`.Sequence`.  In some cases an equivalent keyword
          argument is available such as ``server_default``, ``default``
          and ``unique``.

        :param autoincrement: Set up "auto increment" semantics for an integer
          primary key column.  The default value is the string ``"auto"``
          which indicates that a single-column primary key that is of
          an INTEGER type with no stated client-side or python-side defaults
          should receive auto increment semantics automatically;
          all other varieties of primary key columns will not.  This
          includes that :term:`DDL` such as PostgreSQL SERIAL or MySQL
          AUTO_INCREMENT will be emitted for this column during a table
          create, as well as that the column is assumed to generate new
          integer primary key values when an INSERT statement invokes which
          will be retrieved by the dialect.

          The flag may be set to ``True`` to indicate that a column which
          is part of a composite (e.g. multi-column) primary key should
          have autoincrement semantics, though note that only one column
          within a primary key may have this setting.    It can also
          be set to ``True`` to indicate autoincrement semantics on a
          column that has a client-side or server-side default configured,
          however note that not all dialects can accommodate all styles
          of default as an "autoincrement".  It can also be
          set to ``False`` on a single-column primary key that has a
          datatype of INTEGER in order to disable auto increment semantics
          for that column.

          .. versionchanged:: 1.1 The autoincrement flag now defaults to
             ``"auto"`` which indicates autoincrement semantics by default
             for single-column integer primary keys only; for composite
             (multi-column) primary keys, autoincrement is never implicitly
             enabled; as always, ``autoincrement=True`` will allow for
             at most one of those columns to be an "autoincrement" column.
             ``autoincrement=True`` may also be set on a :class:`.Column`
             that has an explicit client-side or server-side default,
             subject to limitations of the backend database and dialect.


          The setting *only* has an effect for columns which are:

          * Integer derived (i.e. INT, SMALLINT, BIGINT).

          * Part of the primary key

          * Not referring to another column via :class:`.ForeignKey`, unless
            the value is specified as ``'ignore_fk'``::

                # turn on autoincrement for this column despite
                # the ForeignKey()
                Column('id', ForeignKey('other.id'),
                            primary_key=True, autoincrement='ignore_fk')

            It is typically not desirable to have "autoincrement" enabled
            on a column that refers to another via foreign key, as such a column
            is required to refer to a value that originates from elsewhere.

          The setting has these two effects on columns that meet the
          above criteria:

          * DDL issued for the column will include database-specific
            keywords intended to signify this column as an
            "autoincrement" column, such as AUTO INCREMENT on MySQL,
            SERIAL on PostgreSQL, and IDENTITY on MS-SQL.  It does
            *not* issue AUTOINCREMENT for SQLite since this is a
            special SQLite flag that is not required for autoincrementing
            behavior.

            .. seealso::

                :ref:`sqlite_autoincrement`

          * The column will be considered to be available using an
            "autoincrement" method specific to the backend database, such
            as calling upon ``cursor.lastrowid``, using RETURNING in an
            INSERT statement to get at a sequence-generated value, or using
            special functions such as "SELECT scope_identity()".
            These methods are highly specific to the DBAPIs and databases in
            use and vary greatly, so care should be taken when associating
            ``autoincrement=True`` with a custom default generation function.


        :param default: A scalar, Python callable, or
            :class:`.ColumnElement` expression representing the
            *default value* for this column, which will be invoked upon insert
            if this column is otherwise not specified in the VALUES clause of
            the insert. This is a shortcut to using :class:`.ColumnDefault` as
            a positional argument; see that class for full detail on the
            structure of the argument.

            Contrast this argument to :paramref:`.Column.server_default`
            which creates a default generator on the database side.

            .. seealso::

                :ref:`metadata_defaults_toplevel`

        :param doc: optional String that can be used by the ORM or similar
            to document attributes.   This attribute does not render SQL
            comments (a future attribute 'comment' will achieve that).

        :param key: An optional string identifier which will identify this
            ``Column`` object on the :class:`.Table`. When a key is provided,
            this is the only identifier referencing the ``Column`` within the
            application, including ORM attribute mapping; the ``name`` field
            is used only when rendering SQL.

        :param index: When ``True``, indicates that the column is indexed.
            This is a shortcut for using a :class:`.Index` construct on the
            table. To specify indexes with explicit names or indexes that
            contain multiple columns, use the :class:`.Index` construct
            instead.

        :param info: Optional data dictionary which will be populated into the
            :attr:`.SchemaItem.info` attribute of this object.

        :param nullable: When set to ``False``, will cause the "NOT NULL"
            phrase to be added when generating DDL for the column.   When
            ``True``, will normally generate nothing (in SQL this defaults to
            "NULL"), except in some very specific backend-specific edge cases
            where "NULL" may render explicitly.   Defaults to ``True`` unless
            :paramref:`~.Column.primary_key` is also ``True``, in which case it
            defaults to ``False``.  This parameter is only used when issuing
            CREATE TABLE statements.

        :param onupdate: A scalar, Python callable, or
            :class:`~sqlalchemy.sql.expression.ClauseElement` representing a
            default value to be applied to the column within UPDATE
            statements, which wil be invoked upon update if this column is not
            present in the SET clause of the update. This is a shortcut to
            using :class:`.ColumnDefault` as a positional argument with
            ``for_update=True``.

            .. seealso::

                :ref:`metadata_defaults` - complete discussion of onupdate

        :param primary_key: If ``True``, marks this column as a primary key
            column. Multiple columns can have this flag set to specify
            composite primary keys. As an alternative, the primary key of a
            :class:`.Table` can be specified via an explicit
            :class:`.PrimaryKeyConstraint` object.

        :param server_default: A :class:`.FetchedValue` instance, str, Unicode
            or :func:`~sqlalchemy.sql.expression.text` construct representing
            the DDL DEFAULT value for the column.

            String types will be emitted as-is, surrounded by single quotes::

                Column('x', Text, server_default="val")

                x TEXT DEFAULT 'val'

            A :func:`~sqlalchemy.sql.expression.text` expression will be
            rendered as-is, without quotes::

                Column('y', DateTime, server_default=text('NOW()'))

                y DATETIME DEFAULT NOW()

            Strings and text() will be converted into a
            :class:`.DefaultClause` object upon initialization.

            Use :class:`.FetchedValue` to indicate that an already-existing
            column will generate a default value on the database side which
            will be available to SQLAlchemy for post-fetch after inserts. This
            construct does not specify any DDL and the implementation is left
            to the database, such as via a trigger.

            .. seealso::

                :ref:`server_defaults` - complete discussion of server side
                defaults

        :param server_onupdate:   A :class:`.FetchedValue` instance
             representing a database-side default generation function,
             such as a trigger. This
             indicates to SQLAlchemy that a newly generated value will be
             available after updates. This construct does not actually
             implement any kind of generation function within the database,
             which instead must be specified separately.

            .. seealso::

                :ref:`triggered_columns`

        :param quote: Force quoting of this column's name on or off,
             corresponding to ``True`` or ``False``. When left at its default
             of ``None``, the column identifier will be quoted according to
             whether the name is case sensitive (identifiers with at least one
             upper case character are treated as case sensitive), or if it's a
             reserved word. This flag is only needed to force quoting of a
             reserved word which is not known by the SQLAlchemy dialect.

        :param unique: When ``True``, indicates that this column contains a
             unique constraint, or if ``index`` is ``True`` as well, indicates
             that the :class:`.Index` should be created with the unique flag.
             To specify multiple columns in the constraint/index or to specify
             an explicit name, use the :class:`.UniqueConstraint` or
             :class:`.Index` constructs explicitly.

        :param system: When ``True``, indicates this is a "system" column,
             that is a column which is automatically made available by the
             database, and should not be included in the columns list for a
             ``CREATE TABLE`` statement.

             For more elaborate scenarios where columns should be
             conditionally rendered differently on different backends,
             consider custom compilation rules for :class:`.CreateColumn`.

             .. versionadded:: 0.8.3 Added the ``system=True`` parameter to
                :class:`.Column`.

        """

        name = kwargs.pop('name', None)
        type_ = kwargs.pop('type_', None)
        args = list(args)
        if args:
            if isinstance(args[0], util.string_types):
                if name is not None:
                    raise exc.ArgumentError(
                        "May not pass name positionally and as a keyword.")
                name = args.pop(0)
        if args:
            coltype = args[0]

            if hasattr(coltype, "_sqla_type"):
                if type_ is not None:
                    raise exc.ArgumentError(
                        "May not pass type_ positionally and as a keyword.")
                type_ = args.pop(0)

        if name is not None:
            name = quoted_name(name, kwargs.pop('quote', None))
        elif "quote" in kwargs:
            raise exc.ArgumentError("Explicit 'name' is required when "
                                    "sending 'quote' argument")

        super(Column, self).__init__(name, type_)
        self.key = kwargs.pop('key', name)
        self.primary_key = kwargs.pop('primary_key', False)
        self.nullable = kwargs.pop('nullable', not self.primary_key)
        self.default = kwargs.pop('default', None)
        self.server_default = kwargs.pop('server_default', None)
        self.server_onupdate = kwargs.pop('server_onupdate', None)

        # these default to None because .index and .unique is *not*
        # an informational flag about Column - there can still be an
        # Index or UniqueConstraint referring to this Column.
        self.index = kwargs.pop('index', None)
        self.unique = kwargs.pop('unique', None)

        self.system = kwargs.pop('system', False)
        self.doc = kwargs.pop('doc', None)
        self.onupdate = kwargs.pop('onupdate', None)
        self.autoincrement = kwargs.pop('autoincrement', "auto")
        self.constraints = set()
        self.foreign_keys = set()

        # check if this Column is proxying another column
        if '_proxies' in kwargs:
            self._proxies = kwargs.pop('_proxies')
        # otherwise, add DDL-related events
        elif isinstance(self.type, SchemaEventTarget):
            self.type._set_parent_with_dispatch(self)

        if self.default is not None:
            if isinstance(self.default, (ColumnDefault, Sequence)):
                args.append(self.default)
            else:
                if getattr(self.type, '_warn_on_bytestring', False):
                    if isinstance(self.default, util.binary_type):
                        util.warn(
                            "Unicode column '%s' has non-unicode "
                            "default value %r specified." % (
                                self.key,
                                self.default
                            ))
                args.append(ColumnDefault(self.default))

        if self.server_default is not None:
            if isinstance(self.server_default, FetchedValue):
                args.append(self.server_default._as_for_update(False))
            else:
                args.append(DefaultClause(self.server_default))

        if self.onupdate is not None:
            if isinstance(self.onupdate, (ColumnDefault, Sequence)):
                args.append(self.onupdate)
            else:
                args.append(ColumnDefault(self.onupdate, for_update=True))

        if self.server_onupdate is not None:
            if isinstance(self.server_onupdate, FetchedValue):
                args.append(self.server_onupdate._as_for_update(True))
            else:
                args.append(DefaultClause(self.server_onupdate,
                                          for_update=True))
        self._init_items(*args)

        util.set_creation_order(self)

        if 'info' in kwargs:
            self.info = kwargs.pop('info')

        if kwargs:
            raise exc.ArgumentError(
                "Unknown arguments passed to Column: " + repr(list(kwargs)))

#    @property
#    def quote(self):
#        return getattr(self.name, "quote", None)

    def __str__(self):
        if self.name is None:
            return "(no name)"
        elif self.table is not None:
            if self.table.named_with_column:
                return (self.table.description + "." + self.description)
            else:
                return self.description
        else:
            return self.description

    def references(self, column):
        """Return True if this Column references the given column via foreign
        key."""

        for fk in self.foreign_keys:
            if fk.column.proxy_set.intersection(column.proxy_set):
                return True
        else:
            return False

    def append_foreign_key(self, fk):
        fk._set_parent_with_dispatch(self)

    def __repr__(self):
        kwarg = []
        if self.key != self.name:
            kwarg.append('key')
        if self.primary_key:
            kwarg.append('primary_key')
        if not self.nullable:
            kwarg.append('nullable')
        if self.onupdate:
            kwarg.append('onupdate')
        if self.default:
            kwarg.append('default')
        if self.server_default:
            kwarg.append('server_default')
        return "Column(%s)" % ', '.join(
            [repr(self.name)] + [repr(self.type)] +
            [repr(x) for x in self.foreign_keys if x is not None] +
            [repr(x) for x in self.constraints] +
            [(self.table is not None and "table=<%s>" %
              self.table.description or "table=None")] +
            ["%s=%s" % (k, repr(getattr(self, k))) for k in kwarg])

    def _set_parent(self, table):
        if not self.name:
            raise exc.ArgumentError(
                "Column must be constructed with a non-blank name or "
                "assign a non-blank .name before adding to a Table.")
        if self.key is None:
            self.key = self.name

        existing = getattr(self, 'table', None)
        if existing is not None and existing is not table:
            raise exc.ArgumentError(
                "Column object '%s' already assigned to Table '%s'" % (
                    self.key,
                    existing.description
                ))

        if self.key in table._columns:
            col = table._columns.get(self.key)
            if col is not self:
                for fk in col.foreign_keys:
                    table.foreign_keys.remove(fk)
                    if fk.constraint in table.constraints:
                        # this might have been removed
                        # already, if it's a composite constraint
                        # and more than one col being replaced
                        table.constraints.remove(fk.constraint)

        table._columns.replace(self)

        if self.primary_key:
            table.primary_key._replace(self)
        elif self.key in table.primary_key:
            raise exc.ArgumentError(
                "Trying to redefine primary-key column '%s' as a "
                "non-primary-key column on table '%s'" % (
                    self.key, table.fullname))

        self.table = table

        if self.index:
            if isinstance(self.index, util.string_types):
                raise exc.ArgumentError(
                    "The 'index' keyword argument on Column is boolean only. "
                    "To create indexes with a specific name, create an "
                    "explicit Index object external to the Table.")
            Index(None, self, unique=bool(self.unique))
        elif self.unique:
            if isinstance(self.unique, util.string_types):
                raise exc.ArgumentError(
                    "The 'unique' keyword argument on Column is boolean "
                    "only. To create unique constraints or indexes with a "
                    "specific name, append an explicit UniqueConstraint to "
                    "the Table's list of elements, or create an explicit "
                    "Index object external to the Table.")
            table.append_constraint(UniqueConstraint(self.key))

        self._setup_on_memoized_fks(lambda fk: fk._set_remote_table(table))

    def _setup_on_memoized_fks(self, fn):
        fk_keys = [
            ((self.table.key, self.key), False),
            ((self.table.key, self.name), True),
        ]
        for fk_key, link_to_name in fk_keys:
            if fk_key in self.table.metadata._fk_memos:
                for fk in self.table.metadata._fk_memos[fk_key]:
                    if fk.link_to_name is link_to_name:
                        fn(fk)

    def _on_table_attach(self, fn):
        if self.table is not None:
            fn(self, self.table)
        else:
            event.listen(self, 'after_parent_attach', fn)

    def copy(self, **kw):
        """Create a copy of this ``Column``, unitialized.

        This is used in ``Table.tometadata``.

        """

        # Constraint objects plus non-constraint-bound ForeignKey objects
        args = \
            [c.copy(**kw) for c in self.constraints if not c._type_bound] + \
            [c.copy(**kw) for c in self.foreign_keys if not c.constraint]

        type_ = self.type
        if isinstance(type_, SchemaEventTarget):
            type_ = type_.copy(**kw)

        c = self._constructor(
            name=self.name,
            type_=type_,
            key=self.key,
            primary_key=self.primary_key,
            nullable=self.nullable,
            unique=self.unique,
            system=self.system,
            # quote=self.quote,
            index=self.index,
            autoincrement=self.autoincrement,
            default=self.default,
            server_default=self.server_default,
            onupdate=self.onupdate,
            server_onupdate=self.server_onupdate,
            doc=self.doc,
            *args
        )
        return self._schema_item_copy(c)

    def _make_proxy(self, selectable, name=None, key=None,
                    name_is_truncatable=False, **kw):
        """Create a *proxy* for this column.

        This is a copy of this ``Column`` referenced by a different parent
        (such as an alias or select statement).  The column should
        be used only in select scenarios, as its full DDL/default
        information is not transferred.

        """
        fk = [ForeignKey(f.column, _constraint=f.constraint)
              for f in self.foreign_keys]
        if name is None and self.name is None:
            raise exc.InvalidRequestError(
                "Cannot initialize a sub-selectable"
                " with this Column object until its 'name' has "
                "been assigned.")
        try:
            c = self._constructor(
                _as_truncated(name or self.name) if
                name_is_truncatable else (name or self.name),
                self.type,
                key=key if key else name if name else self.key,
                primary_key=self.primary_key,
                nullable=self.nullable,
                _proxies=[self], *fk)
        except TypeError:
            util.raise_from_cause(
                TypeError(
                    "Could not create a copy of this %r object.  "
                    "Ensure the class includes a _constructor() "
                    "attribute or method which accepts the "
                    "standard Column constructor arguments, or "
                    "references the Column class itself." % self.__class__)
            )

        c.table = selectable
        selectable._columns.add(c)
        if selectable._is_clone_of is not None:
            c._is_clone_of = selectable._is_clone_of.columns[c.key]
        if self.primary_key:
            selectable.primary_key.add(c)
        c.dispatch.after_parent_attach(c, selectable)
        return c

    def get_children(self, schema_visitor=False, **kwargs):
        if schema_visitor:
            return [x for x in (self.default, self.onupdate)
                    if x is not None] + \
                list(self.foreign_keys) + list(self.constraints)
        else:
            return ColumnClause.get_children(self, **kwargs)


class ForeignKey(DialectKWArgs, SchemaItem):
    """Defines a dependency between two columns.

    ``ForeignKey`` is specified as an argument to a :class:`.Column` object,
    e.g.::

        t = Table("remote_table", metadata,
            Column("remote_id", ForeignKey("main_table.id"))
        )

    Note that ``ForeignKey`` is only a marker object that defines
    a dependency between two columns.   The actual constraint
    is in all cases represented by the :class:`.ForeignKeyConstraint`
    object.   This object will be generated automatically when
    a ``ForeignKey`` is associated with a :class:`.Column` which
    in turn is associated with a :class:`.Table`.   Conversely,
    when :class:`.ForeignKeyConstraint` is applied to a :class:`.Table`,
    ``ForeignKey`` markers are automatically generated to be
    present on each associated :class:`.Column`, which are also
    associated with the constraint object.

    Note that you cannot define a "composite" foreign key constraint,
    that is a constraint between a grouping of multiple parent/child
    columns, using ``ForeignKey`` objects.   To define this grouping,
    the :class:`.ForeignKeyConstraint` object must be used, and applied
    to the :class:`.Table`.   The associated ``ForeignKey`` objects
    are created automatically.

    The ``ForeignKey`` objects associated with an individual
    :class:`.Column` object are available in the `foreign_keys` collection
    of that column.

    Further examples of foreign key configuration are in
    :ref:`metadata_foreignkeys`.

    """

    __visit_name__ = 'foreign_key'

    def __init__(self, column, _constraint=None, use_alter=False, name=None,
                 onupdate=None, ondelete=None, deferrable=None,
                 initially=None, link_to_name=False, match=None,
                 info=None,
                 **dialect_kw):
        """
        Construct a column-level FOREIGN KEY.

        The :class:`.ForeignKey` object when constructed generates a
        :class:`.ForeignKeyConstraint` which is associated with the parent
        :class:`.Table` object's collection of constraints.

        :param column: A single target column for the key relationship. A
            :class:`.Column` object or a column name as a string:
            ``tablename.columnkey`` or ``schema.tablename.columnkey``.
            ``columnkey`` is the ``key`` which has been assigned to the column
            (defaults to the column name itself), unless ``link_to_name`` is
            ``True`` in which case the rendered name of the column is used.

            .. versionadded:: 0.7.4
                Note that if the schema name is not included, and the
                underlying :class:`.MetaData` has a "schema", that value will
                be used.

        :param name: Optional string. An in-database name for the key if
            `constraint` is not provided.

        :param onupdate: Optional string. If set, emit ON UPDATE <value> when
            issuing DDL for this constraint. Typical values include CASCADE,
            DELETE and RESTRICT.

        :param ondelete: Optional string. If set, emit ON DELETE <value> when
            issuing DDL for this constraint. Typical values include CASCADE,
            DELETE and RESTRICT.

        :param deferrable: Optional bool. If set, emit DEFERRABLE or NOT
            DEFERRABLE when issuing DDL for this constraint.

        :param initially: Optional string. If set, emit INITIALLY <value> when
            issuing DDL for this constraint.

        :param link_to_name: if True, the string name given in ``column`` is
            the rendered name of the referenced column, not its locally
            assigned ``key``.

        :param use_alter: passed to the underlying
            :class:`.ForeignKeyConstraint` to indicate the constraint should
            be generated/dropped externally from the CREATE TABLE/ DROP TABLE
            statement.  See :paramref:`.ForeignKeyConstraint.use_alter`
            for further description.

            .. seealso::

                :paramref:`.ForeignKeyConstraint.use_alter`

                :ref:`use_alter`

        :param match: Optional string. If set, emit MATCH <value> when issuing
            DDL for this constraint. Typical values include SIMPLE, PARTIAL
            and FULL.

        :param info: Optional data dictionary which will be populated into the
            :attr:`.SchemaItem.info` attribute of this object.

            .. versionadded:: 1.0.0

        :param \**dialect_kw:  Additional keyword arguments are dialect
            specific, and passed in the form ``<dialectname>_<argname>``.  The
            arguments are ultimately handled by a corresponding
            :class:`.ForeignKeyConstraint`.  See the documentation regarding
            an individual dialect at :ref:`dialect_toplevel` for detail on
            documented arguments.

            .. versionadded:: 0.9.2

        """

        self._colspec = column
        if isinstance(self._colspec, util.string_types):
            self._table_column = None
        else:
            if hasattr(self._colspec, '__clause_element__'):
                self._table_column = self._colspec.__clause_element__()
            else:
                self._table_column = self._colspec

            if not isinstance(self._table_column, ColumnClause):
                raise exc.ArgumentError(
                    "String, Column, or Column-bound argument "
                    "expected, got %r" % self._table_column)
            elif not isinstance(
                    self._table_column.table, (util.NoneType, TableClause)):
                raise exc.ArgumentError(
                    "ForeignKey received Column not bound "
                    "to a Table, got: %r" % self._table_column.table
                )

        # the linked ForeignKeyConstraint.
        # ForeignKey will create this when parent Column
        # is attached to a Table, *or* ForeignKeyConstraint
        # object passes itself in when creating ForeignKey
        # markers.
        self.constraint = _constraint
        self.parent = None
        self.use_alter = use_alter
        self.name = name
        self.onupdate = onupdate
        self.ondelete = ondelete
        self.deferrable = deferrable
        self.initially = initially
        self.link_to_name = link_to_name
        self.match = match
        if info:
            self.info = info
        self._unvalidated_dialect_kw = dialect_kw

    def __repr__(self):
        return "ForeignKey(%r)" % self._get_colspec()

    def copy(self, schema=None):
        """Produce a copy of this :class:`.ForeignKey` object.

        The new :class:`.ForeignKey` will not be bound
        to any :class:`.Column`.

        This method is usually used by the internal
        copy procedures of :class:`.Column`, :class:`.Table`,
        and :class:`.MetaData`.

        :param schema: The returned :class:`.ForeignKey` will
          reference the original table and column name, qualified
          by the given string schema name.

        """

        fk = ForeignKey(
            self._get_colspec(schema=schema),
            use_alter=self.use_alter,
            name=self.name,
            onupdate=self.onupdate,
            ondelete=self.ondelete,
            deferrable=self.deferrable,
            initially=self.initially,
            link_to_name=self.link_to_name,
            match=self.match,
            **self._unvalidated_dialect_kw
        )
        return self._schema_item_copy(fk)

    def _get_colspec(self, schema=None, table_name=None):
        """Return a string based 'column specification' for this
        :class:`.ForeignKey`.

        This is usually the equivalent of the string-based "tablename.colname"
        argument first passed to the object's constructor.

        """
        if schema:
            _schema, tname, colname = self._column_tokens
            if table_name is not None:
                tname = table_name
            return "%s.%s.%s" % (schema, tname, colname)
        elif table_name:
            schema, tname, colname = self._column_tokens
            if schema:
                return "%s.%s.%s" % (schema, table_name, colname)
            else:
                return "%s.%s" % (table_name, colname)
        elif self._table_column is not None:
            return "%s.%s" % (
                self._table_column.table.fullname, self._table_column.key)
        else:
            return self._colspec

    @property
    def _referred_schema(self):
        return self._column_tokens[0]

    def _table_key(self):
        if self._table_column is not None:
            if self._table_column.table is None:
                return None
            else:
                return self._table_column.table.key
        else:
            schema, tname, colname = self._column_tokens
            return _get_table_key(tname, schema)

    target_fullname = property(_get_colspec)

    def references(self, table):
        """Return True if the given :class:`.Table` is referenced by this
        :class:`.ForeignKey`."""

        return table.corresponding_column(self.column) is not None

    def get_referent(self, table):
        """Return the :class:`.Column` in the given :class:`.Table`
        referenced by this :class:`.ForeignKey`.

        Returns None if this :class:`.ForeignKey` does not reference the given
        :class:`.Table`.

        """

        return table.corresponding_column(self.column)

    @util.memoized_property
    def _column_tokens(self):
        """parse a string-based _colspec into its component parts."""

        m = self._get_colspec().split('.')
        if m is None:
            raise exc.ArgumentError(
                "Invalid foreign key column specification: %s" %
                self._colspec)
        if (len(m) == 1):
            tname = m.pop()
            colname = None
        else:
            colname = m.pop()
            tname = m.pop()

        # A FK between column 'bar' and table 'foo' can be
        # specified as 'foo', 'foo.bar', 'dbo.foo.bar',
        # 'otherdb.dbo.foo.bar'. Once we have the column name and
        # the table name, treat everything else as the schema
        # name. Some databases (e.g. Sybase) support
        # inter-database foreign keys. See tickets#1341 and --
        # indirectly related -- Ticket #594. This assumes that '.'
        # will never appear *within* any component of the FK.

        if (len(m) > 0):
            schema = '.'.join(m)
        else:
            schema = None
        return schema, tname, colname

    def _resolve_col_tokens(self):
        if self.parent is None:
            raise exc.InvalidRequestError(
                "this ForeignKey object does not yet have a "
                "parent Column associated with it.")

        elif self.parent.table is None:
            raise exc.InvalidRequestError(
                "this ForeignKey's parent column is not yet associated "
                "with a Table.")

        parenttable = self.parent.table

        # assertion, can be commented out.
        # basically Column._make_proxy() sends the actual
        # target Column to the ForeignKey object, so the
        # string resolution here is never called.
        for c in self.parent.base_columns:
            if isinstance(c, Column):
                assert c.table is parenttable
                break
        else:
            assert False
        ######################

        schema, tname, colname = self._column_tokens

        if schema is None and parenttable.metadata.schema is not None:
            schema = parenttable.metadata.schema

        tablekey = _get_table_key(tname, schema)
        return parenttable, tablekey, colname

    def _link_to_col_by_colstring(self, parenttable, table, colname):
        if not hasattr(self.constraint, '_referred_table'):
            self.constraint._referred_table = table
        else:
            assert self.constraint._referred_table is table

        _column = None
        if colname is None:
            # colname is None in the case that ForeignKey argument
            # was specified as table name only, in which case we
            # match the column name to the same column on the
            # parent.
            key = self.parent
            _column = table.c.get(self.parent.key, None)
        elif self.link_to_name:
            key = colname
            for c in table.c:
                if c.name == colname:
                    _column = c
        else:
            key = colname
            _column = table.c.get(colname, None)

        if _column is None:
            raise exc.NoReferencedColumnError(
                "Could not initialize target column "
                "for ForeignKey '%s' on table '%s': "
                "table '%s' has no column named '%s'" %
                (self._colspec, parenttable.name, table.name, key),
                table.name, key)

        self._set_target_column(_column)

    def _set_target_column(self, column):
        # propagate TypeEngine to parent if it didn't have one
        if self.parent.type._isnull:
            self.parent.type = column.type

        # super-edgy case, if other FKs point to our column,
        # they'd get the type propagated out also.
        if isinstance(self.parent.table, Table):

            def set_type(fk):
                if fk.parent.type._isnull:
                    fk.parent.type = column.type
            self.parent._setup_on_memoized_fks(set_type)

        self.column = column

    @util.memoized_property
    def column(self):
        """Return the target :class:`.Column` referenced by this
        :class:`.ForeignKey`.

        If no target column has been established, an exception
        is raised.

        .. versionchanged:: 0.9.0
            Foreign key target column resolution now occurs as soon as both
            the ForeignKey object and the remote Column to which it refers
            are both associated with the same MetaData object.

        """

        if isinstance(self._colspec, util.string_types):

            parenttable, tablekey, colname = self._resolve_col_tokens()

            if tablekey not in parenttable.metadata:
                raise exc.NoReferencedTableError(
                    "Foreign key associated with column '%s' could not find "
                    "table '%s' with which to generate a "
                    "foreign key to target column '%s'" %
                    (self.parent, tablekey, colname),
                    tablekey)
            elif parenttable.key not in parenttable.metadata:
                raise exc.InvalidRequestError(
                    "Table %s is no longer associated with its "
                    "parent MetaData" % parenttable)
            else:
                raise exc.NoReferencedColumnError(
                    "Could not initialize target column for "
                    "ForeignKey '%s' on table '%s': "
                    "table '%s' has no column named '%s'" % (
                        self._colspec, parenttable.name, tablekey, colname),
                    tablekey, colname)
        elif hasattr(self._colspec, '__clause_element__'):
            _column = self._colspec.__clause_element__()
            return _column
        else:
            _column = self._colspec
            return _column

    def _set_parent(self, column):
        if self.parent is not None and self.parent is not column:
            raise exc.InvalidRequestError(
                "This ForeignKey already has a parent !")
        self.parent = column
        self.parent.foreign_keys.add(self)
        self.parent._on_table_attach(self._set_table)

    def _set_remote_table(self, table):
        parenttable, tablekey, colname = self._resolve_col_tokens()
        self._link_to_col_by_colstring(parenttable, table, colname)
        self.constraint._validate_dest_table(table)

    def _remove_from_metadata(self, metadata):
        parenttable, table_key, colname = self._resolve_col_tokens()
        fk_key = (table_key, colname)

        if self in metadata._fk_memos[fk_key]:
            # TODO: no test coverage for self not in memos
            metadata._fk_memos[fk_key].remove(self)

    def _set_table(self, column, table):
        # standalone ForeignKey - create ForeignKeyConstraint
        # on the hosting Table when attached to the Table.
        if self.constraint is None and isinstance(table, Table):
            self.constraint = ForeignKeyConstraint(
                [], [], use_alter=self.use_alter, name=self.name,
                onupdate=self.onupdate, ondelete=self.ondelete,
                deferrable=self.deferrable, initially=self.initially,
                match=self.match,
                **self._unvalidated_dialect_kw
            )
            self.constraint._append_element(column, self)
            self.constraint._set_parent_with_dispatch(table)
        table.foreign_keys.add(self)

        # set up remote ".column" attribute, or a note to pick it
        # up when the other Table/Column shows up
        if isinstance(self._colspec, util.string_types):
            parenttable, table_key, colname = self._resolve_col_tokens()
            fk_key = (table_key, colname)
            if table_key in parenttable.metadata.tables:
                table = parenttable.metadata.tables[table_key]
                try:
                    self._link_to_col_by_colstring(
                        parenttable, table, colname)
                except exc.NoReferencedColumnError:
                    # this is OK, we'll try later
                    pass
            parenttable.metadata._fk_memos[fk_key].append(self)
        elif hasattr(self._colspec, '__clause_element__'):
            _column = self._colspec.__clause_element__()
            self._set_target_column(_column)
        else:
            _column = self._colspec
            self._set_target_column(_column)


class _NotAColumnExpr(object):
    def _not_a_column_expr(self):
        raise exc.InvalidRequestError(
            "This %s cannot be used directly "
            "as a column expression." % self.__class__.__name__)

    __clause_element__ = self_group = lambda self: self._not_a_column_expr()
    _from_objects = property(lambda self: self._not_a_column_expr())


class DefaultGenerator(_NotAColumnExpr, SchemaItem):
    """Base class for column *default* values."""

    __visit_name__ = 'default_generator'

    is_sequence = False
    is_server_default = False
    column = None

    def __init__(self, for_update=False):
        self.for_update = for_update

    def _set_parent(self, column):
        self.column = column
        if self.for_update:
            self.column.onupdate = self
        else:
            self.column.default = self

    def execute(self, bind=None, **kwargs):
        if bind is None:
            bind = _bind_or_error(self)
        return bind._execute_default(self, **kwargs)

    def _execute_on_connection(self, connection, multiparams, params):
        return connection._execute_default(self, multiparams, params)

    @property
    def bind(self):
        """Return the connectable associated with this default."""
        if getattr(self, 'column', None) is not None:
            return self.column.table.bind
        else:
            return None


class ColumnDefault(DefaultGenerator):
    """A plain default value on a column.

    This could correspond to a constant, a callable function,
    or a SQL clause.

    :class:`.ColumnDefault` is generated automatically
    whenever the ``default``, ``onupdate`` arguments of
    :class:`.Column` are used.  A :class:`.ColumnDefault`
    can be passed positionally as well.

    For example, the following::

        Column('foo', Integer, default=50)

    Is equivalent to::

        Column('foo', Integer, ColumnDefault(50))


    """

    def __init__(self, arg, **kwargs):
        """"Construct a new :class:`.ColumnDefault`.


        :param arg: argument representing the default value.
         May be one of the following:

         * a plain non-callable Python value, such as a
           string, integer, boolean, or other simple type.
           The default value will be used as is each time.
         * a SQL expression, that is one which derives from
           :class:`.ColumnElement`.  The SQL expression will
           be rendered into the INSERT or UPDATE statement,
           or in the case of a primary key column when
           RETURNING is not used may be
           pre-executed before an INSERT within a SELECT.
         * A Python callable.  The function will be invoked for each
           new row subject to an INSERT or UPDATE.
           The callable must accept exactly
           zero or one positional arguments.  The one-argument form
           will receive an instance of the :class:`.ExecutionContext`,
           which provides contextual information as to the current
           :class:`.Connection` in use as well as the current
           statement and parameters.

        """
        super(ColumnDefault, self).__init__(**kwargs)
        if isinstance(arg, FetchedValue):
            raise exc.ArgumentError(
                "ColumnDefault may not be a server-side default type.")
        if util.callable(arg):
            arg = self._maybe_wrap_callable(arg)
        self.arg = arg

    @util.memoized_property
    def is_callable(self):
        return util.callable(self.arg)

    @util.memoized_property
    def is_clause_element(self):
        return isinstance(self.arg, ClauseElement)

    @util.memoized_property
    def is_scalar(self):
        return not self.is_callable and \
            not self.is_clause_element and \
            not self.is_sequence

    def _maybe_wrap_callable(self, fn):
        """Wrap callables that don't accept a context.

        This is to allow easy compatibility with default callables
        that aren't specific to accepting of a context.

        """
        try:
            argspec = util.get_callable_argspec(fn, no_self=True)
        except TypeError:
            return util.wrap_callable(lambda ctx: fn(), fn)

        defaulted = argspec[3] is not None and len(argspec[3]) or 0
        positionals = len(argspec[0]) - defaulted

        if positionals == 0:
            return util.wrap_callable(lambda ctx: fn(), fn)

        elif positionals == 1:
            return fn
        else:
            raise exc.ArgumentError(
                "ColumnDefault Python function takes zero or one "
                "positional arguments")

    def _visit_name(self):
        if self.for_update:
            return "column_onupdate"
        else:
            return "column_default"
    __visit_name__ = property(_visit_name)

    def __repr__(self):
        return "ColumnDefault(%r)" % self.arg


class Sequence(DefaultGenerator):
    """Represents a named database sequence.

    The :class:`.Sequence` object represents the name and configurational
    parameters of a database sequence.   It also represents
    a construct that can be "executed" by a SQLAlchemy :class:`.Engine`
    or :class:`.Connection`, rendering the appropriate "next value" function
    for the target database and returning a result.

    The :class:`.Sequence` is typically associated with a primary key column::

        some_table = Table(
            'some_table', metadata,
            Column('id', Integer, Sequence('some_table_seq'),
            primary_key=True)
        )

    When CREATE TABLE is emitted for the above :class:`.Table`, if the
    target platform supports sequences, a CREATE SEQUENCE statement will
    be emitted as well.   For platforms that don't support sequences,
    the :class:`.Sequence` construct is ignored.

    .. seealso::

        :class:`.CreateSequence`

        :class:`.DropSequence`

    """

    __visit_name__ = 'sequence'

    is_sequence = True

    def __init__(self, name, start=None, increment=None, minvalue=None,
                 maxvalue=None, nominvalue=None, nomaxvalue=None, cycle=None,
                 schema=None, optional=False, quote=None, metadata=None,
                 quote_schema=None,
                 for_update=False):
        """Construct a :class:`.Sequence` object.

        :param name: The name of the sequence.
        :param start: the starting index of the sequence.  This value is
         used when the CREATE SEQUENCE command is emitted to the database
         as the value of the "START WITH" clause.   If ``None``, the
         clause is omitted, which on most platforms indicates a starting
         value of 1.
        :param increment: the increment value of the sequence.  This
         value is used when the CREATE SEQUENCE command is emitted to
         the database as the value of the "INCREMENT BY" clause.  If ``None``,
         the clause is omitted, which on most platforms indicates an
         increment of 1.
        :param minvalue: the minimum value of the sequence.  This
         value is used when the CREATE SEQUENCE command is emitted to
         the database as the value of the "MINVALUE" clause.  If ``None``,
         the clause is omitted, which on most platforms indicates a
         minvalue of 1 and -2^63-1 for ascending and descending sequences,
         respectively.

         .. versionadded:: 1.0.7

        :param maxvalue: the maximum value of the sequence.  This
         value is used when the CREATE SEQUENCE command is emitted to
         the database as the value of the "MAXVALUE" clause.  If ``None``,
         the clause is omitted, which on most platforms indicates a
         maxvalue of 2^63-1 and -1 for ascending and descending sequences,
         respectively.

         .. versionadded:: 1.0.7

        :param nominvalue: no minimum value of the sequence.  This
         value is used when the CREATE SEQUENCE command is emitted to
         the database as the value of the "NO MINVALUE" clause.  If ``None``,
         the clause is omitted, which on most platforms indicates a
         minvalue of 1 and -2^63-1 for ascending and descending sequences,
         respectively.

         .. versionadded:: 1.0.7

        :param nomaxvalue: no maximum value of the sequence.  This
         value is used when the CREATE SEQUENCE command is emitted to
         the database as the value of the "NO MAXVALUE" clause.  If ``None``,
         the clause is omitted, which on most platforms indicates a
         maxvalue of 2^63-1 and -1 for ascending and descending sequences,
         respectively.

         .. versionadded:: 1.0.7

        :param cycle: allows the sequence to wrap around when the maxvalue
         or minvalue has been reached by an ascending or descending sequence
         respectively.  This value is used when the CREATE SEQUENCE command
         is emitted to the database as the "CYCLE" clause.  If the limit is
         reached, the next number generated will be the minvalue or maxvalue,
         respectively.  If cycle=False (the default) any calls to nextval
         after the sequence has reached its maximum value will return an
         error.

         .. versionadded:: 1.0.7

        :param schema: Optional schema name for the sequence, if located
         in a schema other than the default.  The rules for selecting the
         schema name when a :class:`.MetaData` is also present are the same
         as that of :paramref:`.Table.schema`.

        :param optional: boolean value, when ``True``, indicates that this
         :class:`.Sequence` object only needs to be explicitly generated
         on backends that don't provide another way to generate primary
         key identifiers.  Currently, it essentially means, "don't create
         this sequence on the PostgreSQL backend, where the SERIAL keyword
         creates a sequence for us automatically".
        :param quote: boolean value, when ``True`` or ``False``, explicitly
         forces quoting of the schema name on or off.  When left at its
         default of ``None``, normal quoting rules based on casing and
         reserved words take place.
        :param quote_schema: set the quoting preferences for the ``schema``
         name.
        :param metadata: optional :class:`.MetaData` object which will be
         associated with this :class:`.Sequence`.  A :class:`.Sequence`
         that is associated with a :class:`.MetaData` gains access to the
         ``bind`` of that :class:`.MetaData`, meaning the
         :meth:`.Sequence.create` and :meth:`.Sequence.drop` methods will
         make usage of that engine automatically.

         .. versionchanged:: 0.7
             Additionally, the appropriate CREATE SEQUENCE/
             DROP SEQUENCE DDL commands will be emitted corresponding to this
             :class:`.Sequence` when :meth:`.MetaData.create_all` and
             :meth:`.MetaData.drop_all` are invoked.

         Note that when a :class:`.Sequence` is applied to a :class:`.Column`,
         the :class:`.Sequence` is automatically associated with the
         :class:`.MetaData` object of that column's parent :class:`.Table`,
         when that association is made.   The :class:`.Sequence` will then
         be subject to automatic CREATE SEQUENCE/DROP SEQUENCE corresponding
         to when the :class:`.Table` object itself is created or dropped,
         rather than that of the :class:`.MetaData` object overall.
        :param for_update: Indicates this :class:`.Sequence`, when associated
         with a :class:`.Column`, should be invoked for UPDATE statements
         on that column's table, rather than for INSERT statements, when
         no value is otherwise present for that column in the statement.

        """
        super(Sequence, self).__init__(for_update=for_update)
        self.name = quoted_name(name, quote)
        self.start = start
        self.increment = increment
        self.minvalue = minvalue
        self.maxvalue = maxvalue
        self.nominvalue = nominvalue
        self.nomaxvalue = nomaxvalue
        self.cycle = cycle
        self.optional = optional
        if schema is BLANK_SCHEMA:
            self.schema = schema = None
        elif metadata is not None and schema is None and metadata.schema:
            self.schema = schema = metadata.schema
        else:
            self.schema = quoted_name(schema, quote_schema)
        self.metadata = metadata
        self._key = _get_table_key(name, schema)
        if metadata:
            self._set_metadata(metadata)

    @util.memoized_property
    def is_callable(self):
        return False

    @util.memoized_property
    def is_clause_element(self):
        return False

    @util.dependencies("sqlalchemy.sql.functions.func")
    def next_value(self, func):
        """Return a :class:`.next_value` function element
        which will render the appropriate increment function
        for this :class:`.Sequence` within any SQL expression.

        """
        return func.next_value(self, bind=self.bind)

    def _set_parent(self, column):
        super(Sequence, self)._set_parent(column)
        column._on_table_attach(self._set_table)

    def _set_table(self, column, table):
        self._set_metadata(table.metadata)

    def _set_metadata(self, metadata):
        self.metadata = metadata
        self.metadata._sequences[self._key] = self

    @property
    def bind(self):
        if self.metadata:
            return self.metadata.bind
        else:
            return None

    def create(self, bind=None, checkfirst=True):
        """Creates this sequence in the database."""

        if bind is None:
            bind = _bind_or_error(self)
        bind._run_visitor(ddl.SchemaGenerator,
                          self,
                          checkfirst=checkfirst)

    def drop(self, bind=None, checkfirst=True):
        """Drops this sequence from the database."""

        if bind is None:
            bind = _bind_or_error(self)
        bind._run_visitor(ddl.SchemaDropper,
                          self,
                          checkfirst=checkfirst)

    def _not_a_column_expr(self):
        raise exc.InvalidRequestError(
            "This %s cannot be used directly "
            "as a column expression.  Use func.next_value(sequence) "
            "to produce a 'next value' function that's usable "
            "as a column element."
            % self.__class__.__name__)


@inspection._self_inspects
class FetchedValue(_NotAColumnExpr, SchemaEventTarget):
    """A marker for a transparent database-side default.

    Use :class:`.FetchedValue` when the database is configured
    to provide some automatic default for a column.

    E.g.::

        Column('foo', Integer, FetchedValue())

    Would indicate that some trigger or default generator
    will create a new value for the ``foo`` column during an
    INSERT.

    .. seealso::

        :ref:`triggered_columns`

    """
    is_server_default = True
    reflected = False
    has_argument = False

    def __init__(self, for_update=False):
        self.for_update = for_update

    def _as_for_update(self, for_update):
        if for_update == self.for_update:
            return self
        else:
            return self._clone(for_update)

    def _clone(self, for_update):
        n = self.__class__.__new__(self.__class__)
        n.__dict__.update(self.__dict__)
        n.__dict__.pop('column', None)
        n.for_update = for_update
        return n

    def _set_parent(self, column):
        self.column = column
        if self.for_update:
            self.column.server_onupdate = self
        else:
            self.column.server_default = self

    def __repr__(self):
        return util.generic_repr(self)


class DefaultClause(FetchedValue):
    """A DDL-specified DEFAULT column value.

    :class:`.DefaultClause` is a :class:`.FetchedValue`
    that also generates a "DEFAULT" clause when
    "CREATE TABLE" is emitted.

    :class:`.DefaultClause` is generated automatically
    whenever the ``server_default``, ``server_onupdate`` arguments of
    :class:`.Column` are used.  A :class:`.DefaultClause`
    can be passed positionally as well.

    For example, the following::

        Column('foo', Integer, server_default="50")

    Is equivalent to::

        Column('foo', Integer, DefaultClause("50"))

    """

    has_argument = True

    def __init__(self, arg, for_update=False, _reflected=False):
        util.assert_arg_type(arg, (util.string_types[0],
                                   ClauseElement,
                                   TextClause), 'arg')
        super(DefaultClause, self).__init__(for_update)
        self.arg = arg
        self.reflected = _reflected

    def __repr__(self):
        return "DefaultClause(%r, for_update=%r)" % \
            (self.arg, self.for_update)


class PassiveDefault(DefaultClause):
    """A DDL-specified DEFAULT column value.

    .. deprecated:: 0.6
        :class:`.PassiveDefault` is deprecated.
        Use :class:`.DefaultClause`.
    """
    @util.deprecated("0.6",
                     ":class:`.PassiveDefault` is deprecated.  "
                     "Use :class:`.DefaultClause`.",
                     False)
    def __init__(self, *arg, **kw):
        DefaultClause.__init__(self, *arg, **kw)


class Constraint(DialectKWArgs, SchemaItem):
    """A table-level SQL constraint."""

    __visit_name__ = 'constraint'

    def __init__(self, name=None, deferrable=None, initially=None,
                 _create_rule=None, info=None, _type_bound=False,
                 **dialect_kw):
        """Create a SQL constraint.

        :param name:
          Optional, the in-database name of this ``Constraint``.

        :param deferrable:
          Optional bool.  If set, emit DEFERRABLE or NOT DEFERRABLE when
          issuing DDL for this constraint.

        :param initially:
          Optional string.  If set, emit INITIALLY <value> when issuing DDL
          for this constraint.

        :param info: Optional data dictionary which will be populated into the
            :attr:`.SchemaItem.info` attribute of this object.

            .. versionadded:: 1.0.0

        :param _create_rule:
          a callable which is passed the DDLCompiler object during
          compilation. Returns True or False to signal inline generation of
          this Constraint.

          The AddConstraint and DropConstraint DDL constructs provide
          DDLElement's more comprehensive "conditional DDL" approach that is
          passed a database connection when DDL is being issued. _create_rule
          is instead called during any CREATE TABLE compilation, where there
          may not be any transaction/connection in progress. However, it
          allows conditional compilation of the constraint even for backends
          which do not support addition of constraints through ALTER TABLE,
          which currently includes SQLite.

          _create_rule is used by some types to create constraints.
          Currently, its call signature is subject to change at any time.

        :param \**dialect_kw:  Additional keyword arguments are dialect
            specific, and passed in the form ``<dialectname>_<argname>``.  See
            the documentation regarding an individual dialect at
            :ref:`dialect_toplevel` for detail on documented arguments.

        """

        self.name = name
        self.deferrable = deferrable
        self.initially = initially
        if info:
            self.info = info
        self._create_rule = _create_rule
        self._type_bound = _type_bound
        util.set_creation_order(self)
        self._validate_dialect_kwargs(dialect_kw)

    @property
    def table(self):
        try:
            if isinstance(self.parent, Table):
                return self.parent
        except AttributeError:
            pass
        raise exc.InvalidRequestError(
            "This constraint is not bound to a table.  Did you "
            "mean to call table.append_constraint(constraint) ?")

    def _set_parent(self, parent):
        self.parent = parent
        parent.constraints.add(self)

    def copy(self, **kw):
        raise NotImplementedError()


def _to_schema_column(element):
    if hasattr(element, '__clause_element__'):
        element = element.__clause_element__()
    if not isinstance(element, Column):
        raise exc.ArgumentError("schema.Column object expected")
    return element


def _to_schema_column_or_string(element):
    if hasattr(element, '__clause_element__'):
        element = element.__clause_element__()
    if not isinstance(element, util.string_types + (ColumnElement, )):
        msg = "Element %r is not a string name or column element"
        raise exc.ArgumentError(msg % element)
    return element


class ColumnCollectionMixin(object):

    columns = None
    """A :class:`.ColumnCollection` of :class:`.Column` objects.

    This collection represents the columns which are referred to by
    this object.

    """

    _allow_multiple_tables = False

    def __init__(self, *columns, **kw):
        _autoattach = kw.pop('_autoattach', True)
        self.columns = ColumnCollection()
        self._pending_colargs = [_to_schema_column_or_string(c)
                                 for c in columns]
        if _autoattach and self._pending_colargs:
            self._check_attach()

    @classmethod
    def _extract_col_expression_collection(cls, expressions):
        for expr in expressions:
            strname = None
            column = None
            if hasattr(expr, '__clause_element__'):
                expr = expr.__clause_element__()

            if not isinstance(expr, (ColumnElement, TextClause)):
                # this assumes a string
                strname = expr
            else:
                cols = []
                visitors.traverse(expr, {}, {'column': cols.append})
                if cols:
                    column = cols[0]
            add_element = column if column is not None else strname
            yield expr, column, strname, add_element

    def _check_attach(self, evt=False):
        col_objs = [
            c for c in self._pending_colargs
            if isinstance(c, Column)
        ]

        cols_w_table = [
            c for c in col_objs if isinstance(c.table, Table)
        ]

        cols_wo_table = set(col_objs).difference(cols_w_table)

        if cols_wo_table:
            # feature #3341 - place event listeners for Column objects
            # such that when all those cols are attached, we autoattach.
            assert not evt, "Should not reach here on event call"

            # issue #3411 - don't do the per-column auto-attach if some of the
            # columns are specified as strings.
            has_string_cols = set(self._pending_colargs).difference(col_objs)
            if not has_string_cols:
                def _col_attached(column, table):
                    # this isinstance() corresponds with the
                    # isinstance() above; only want to count Table-bound
                    # columns
                    if isinstance(table, Table):
                        cols_wo_table.discard(column)
                        if not cols_wo_table:
                            self._check_attach(evt=True)
                self._cols_wo_table = cols_wo_table
                for col in cols_wo_table:
                    col._on_table_attach(_col_attached)
                return

        columns = cols_w_table

        tables = set([c.table for c in columns])
        if len(tables) == 1:
            self._set_parent_with_dispatch(tables.pop())
        elif len(tables) > 1 and not self._allow_multiple_tables:
            table = columns[0].table
            others = [c for c in columns[1:] if c.table is not table]
            if others:
                raise exc.ArgumentError(
                    "Column(s) %s are not part of table '%s'." %
                    (", ".join("'%s'" % c for c in others),
                        table.description)
                )

    def _set_parent(self, table):
        for col in self._pending_colargs:
            if isinstance(col, util.string_types):
                col = table.c[col]
            self.columns.add(col)


class ColumnCollectionConstraint(ColumnCollectionMixin, Constraint):
    """A constraint that proxies a ColumnCollection."""

    def __init__(self, *columns, **kw):
        """
        :param \*columns:
          A sequence of column names or Column objects.

        :param name:
          Optional, the in-database name of this constraint.

        :param deferrable:
          Optional bool.  If set, emit DEFERRABLE or NOT DEFERRABLE when
          issuing DDL for this constraint.

        :param initially:
          Optional string.  If set, emit INITIALLY <value> when issuing DDL
          for this constraint.

        :param \**kw: other keyword arguments including dialect-specific
          arguments are propagated to the :class:`.Constraint` superclass.

        """
        _autoattach = kw.pop('_autoattach', True)
        Constraint.__init__(self, **kw)
        ColumnCollectionMixin.__init__(self, *columns, _autoattach=_autoattach)

    def _set_parent(self, table):
        Constraint._set_parent(self, table)
        ColumnCollectionMixin._set_parent(self, table)

    def __contains__(self, x):
        return x in self.columns

    def copy(self, **kw):
        c = self.__class__(name=self.name, deferrable=self.deferrable,
                           initially=self.initially, *self.columns.keys())
        return self._schema_item_copy(c)

    def contains_column(self, col):
        """Return True if this constraint contains the given column.

        Note that this object also contains an attribute ``.columns``
        which is a :class:`.ColumnCollection` of :class:`.Column` objects.

        """

        return self.columns.contains_column(col)

    def __iter__(self):
        # inlining of
        # return iter(self.columns)
        # ColumnCollection->OrderedProperties->OrderedDict
        ordered_dict = self.columns._data
        return (ordered_dict[key] for key in ordered_dict._list)

    def __len__(self):
        return len(self.columns._data)


class CheckConstraint(ColumnCollectionConstraint):
    """A table- or column-level CHECK constraint.

    Can be included in the definition of a Table or Column.
    """

    _allow_multiple_tables = True

    def __init__(self, sqltext, name=None, deferrable=None,
                 initially=None, table=None, info=None, _create_rule=None,
                 _autoattach=True, _type_bound=False):
        """Construct a CHECK constraint.

        :param sqltext:
          A string containing the constraint definition, which will be used
          verbatim, or a SQL expression construct.   If given as a string,
          the object is converted to a :class:`.Text` object.   If the textual
          string includes a colon character, escape this using a backslash::

            CheckConstraint(r"foo ~ E'a(?\:b|c)d")

        :param name:
          Optional, the in-database name of the constraint.

        :param deferrable:
          Optional bool.  If set, emit DEFERRABLE or NOT DEFERRABLE when
          issuing DDL for this constraint.

        :param initially:
          Optional string.  If set, emit INITIALLY <value> when issuing DDL
          for this constraint.

        :param info: Optional data dictionary which will be populated into the
            :attr:`.SchemaItem.info` attribute of this object.

            .. versionadded:: 1.0.0

        """

        self.sqltext = _literal_as_text(sqltext, warn=False)

        columns = []
        visitors.traverse(self.sqltext, {}, {'column': columns.append})

        super(CheckConstraint, self).\
            __init__(
                name=name, deferrable=deferrable,
                initially=initially, _create_rule=_create_rule, info=info,
                _type_bound=_type_bound, _autoattach=_autoattach,
                *columns)
        if table is not None:
            self._set_parent_with_dispatch(table)

    def __visit_name__(self):
        if isinstance(self.parent, Table):
            return "check_constraint"
        else:
            return "column_check_constraint"
    __visit_name__ = property(__visit_name__)

    def copy(self, target_table=None, **kw):
        if target_table is not None:
            def replace(col):
                if self.table.c.contains_column(col):
                    return target_table.c[col.key]
                else:
                    return None
            sqltext = visitors.replacement_traverse(self.sqltext, {}, replace)
        else:
            sqltext = self.sqltext
        c = CheckConstraint(sqltext,
                            name=self.name,
                            initially=self.initially,
                            deferrable=self.deferrable,
                            _create_rule=self._create_rule,
                            table=target_table,
                            _autoattach=False,
                            _type_bound=self._type_bound)
        return self._schema_item_copy(c)


class ForeignKeyConstraint(ColumnCollectionConstraint):
    """A table-level FOREIGN KEY constraint.

    Defines a single column or composite FOREIGN KEY ... REFERENCES
    constraint. For a no-frills, single column foreign key, adding a
    :class:`.ForeignKey` to the definition of a :class:`.Column` is a
    shorthand equivalent for an unnamed, single column
    :class:`.ForeignKeyConstraint`.

    Examples of foreign key configuration are in :ref:`metadata_foreignkeys`.

    """
    __visit_name__ = 'foreign_key_constraint'

    def __init__(self, columns, refcolumns, name=None, onupdate=None,
                 ondelete=None, deferrable=None, initially=None,
                 use_alter=False, link_to_name=False, match=None,
                 table=None, info=None, **dialect_kw):
        """Construct a composite-capable FOREIGN KEY.

        :param columns: A sequence of local column names. The named columns
          must be defined and present in the parent Table. The names should
          match the ``key`` given to each column (defaults to the name) unless
          ``link_to_name`` is True.

        :param refcolumns: A sequence of foreign column names or Column
          objects. The columns must all be located within the same Table.

        :param name: Optional, the in-database name of the key.

        :param onupdate: Optional string. If set, emit ON UPDATE <value> when
          issuing DDL for this constraint. Typical values include CASCADE,
          DELETE and RESTRICT.

        :param ondelete: Optional string. If set, emit ON DELETE <value> when
          issuing DDL for this constraint. Typical values include CASCADE,
          DELETE and RESTRICT.

        :param deferrable: Optional bool. If set, emit DEFERRABLE or NOT
          DEFERRABLE when issuing DDL for this constraint.

        :param initially: Optional string. If set, emit INITIALLY <value> when
          issuing DDL for this constraint.

        :param link_to_name: if True, the string name given in ``column`` is
          the rendered name of the referenced column, not its locally assigned
          ``key``.

        :param use_alter: If True, do not emit the DDL for this constraint as
          part of the CREATE TABLE definition. Instead, generate it via an
          ALTER TABLE statement issued after the full collection of tables
          have been created, and drop it via an ALTER TABLE statement before
          the full collection of tables are dropped.

          The use of :paramref:`.ForeignKeyConstraint.use_alter` is
          particularly geared towards the case where two or more tables
          are established within a mutually-dependent foreign key constraint
          relationship; however, the :meth:`.MetaData.create_all` and
          :meth:`.MetaData.drop_all` methods will perform this resolution
          automatically, so the flag is normally not needed.

          .. versionchanged:: 1.0.0  Automatic resolution of foreign key
             cycles has been added, removing the need to use the
             :paramref:`.ForeignKeyConstraint.use_alter` in typical use
             cases.

          .. seealso::

                :ref:`use_alter`

        :param match: Optional string. If set, emit MATCH <value> when issuing
          DDL for this constraint. Typical values include SIMPLE, PARTIAL
          and FULL.

        :param info: Optional data dictionary which will be populated into the
            :attr:`.SchemaItem.info` attribute of this object.

            .. versionadded:: 1.0.0

        :param \**dialect_kw:  Additional keyword arguments are dialect
          specific, and passed in the form ``<dialectname>_<argname>``.  See
          the documentation regarding an individual dialect at
          :ref:`dialect_toplevel` for detail on documented arguments.

            .. versionadded:: 0.9.2

        """

        Constraint.__init__(
            self, name=name, deferrable=deferrable, initially=initially,
            info=info, **dialect_kw)
        self.onupdate = onupdate
        self.ondelete = ondelete
        self.link_to_name = link_to_name
        self.use_alter = use_alter
        self.match = match

        # standalone ForeignKeyConstraint - create
        # associated ForeignKey objects which will be applied to hosted
        # Column objects (in col.foreign_keys), either now or when attached
        # to the Table for string-specified names
        self.elements = [
            ForeignKey(
                refcol,
                _constraint=self,
                name=self.name,
                onupdate=self.onupdate,
                ondelete=self.ondelete,
                use_alter=self.use_alter,
                link_to_name=self.link_to_name,
                match=self.match,
                deferrable=self.deferrable,
                initially=self.initially,
                **self.dialect_kwargs
            ) for refcol in refcolumns
        ]

        ColumnCollectionMixin.__init__(self, *columns)
        if table is not None:
            if hasattr(self, "parent"):
                assert table is self.parent
            self._set_parent_with_dispatch(table)

    def _append_element(self, column, fk):
        self.columns.add(column)
        self.elements.append(fk)

    @property
    def _elements(self):
        # legacy - provide a dictionary view of (column_key, fk)
        return util.OrderedDict(
            zip(self.column_keys, self.elements)
        )

    @property
    def _referred_schema(self):
        for elem in self.elements:
            return elem._referred_schema
        else:
            return None

    @property
    def referred_table(self):
        """The :class:`.Table` object to which this
        :class:`.ForeignKeyConstraint` references.

        This is a dynamically calculated attribute which may not be available
        if the constraint and/or parent table is not yet associated with
        a metadata collection that contains the referred table.

        .. versionadded:: 1.0.0

        """
        return self.elements[0].column.table

    def _validate_dest_table(self, table):
        table_keys = set([elem._table_key()
                          for elem in self.elements])
        if None not in table_keys and len(table_keys) > 1:
            elem0, elem1 = sorted(table_keys)[0:2]
            raise exc.ArgumentError(
                'ForeignKeyConstraint on %s(%s) refers to '
                'multiple remote tables: %s and %s' % (
                    table.fullname,
                    self._col_description,
                    elem0,
                    elem1
                ))

    @property
    def column_keys(self):
        """Return a list of string keys representing the local
        columns in this :class:`.ForeignKeyConstraint`.

        This list is either the original string arguments sent
        to the constructor of the :class:`.ForeignKeyConstraint`,
        or if the constraint has been initialized with :class:`.Column`
        objects, is the string .key of each element.

        .. versionadded:: 1.0.0

        """
        if hasattr(self, "parent"):
            return self.columns.keys()
        else:
            return [
                col.key if isinstance(col, ColumnElement)
                else str(col) for col in self._pending_colargs
            ]

    @property
    def _col_description(self):
        return ", ".join(self.column_keys)

    def _set_parent(self, table):
        Constraint._set_parent(self, table)

        try:
            ColumnCollectionConstraint._set_parent(self, table)
        except KeyError as ke:
            raise exc.ArgumentError(
                "Can't create ForeignKeyConstraint "
                "on table '%s': no column "
                "named '%s' is present." % (table.description, ke.args[0]))

        for col, fk in zip(self.columns, self.elements):
            if not hasattr(fk, 'parent') or \
                    fk.parent is not col:
                fk._set_parent_with_dispatch(col)

        self._validate_dest_table(table)

    def copy(self, schema=None, target_table=None, **kw):
        fkc = ForeignKeyConstraint(
            [x.parent.key for x in self.elements],
            [x._get_colspec(
                schema=schema,
                table_name=target_table.name
                if target_table is not None
                and x._table_key() == x.parent.table.key
                else None)
             for x in self.elements],
            name=self.name,
            onupdate=self.onupdate,
            ondelete=self.ondelete,
            use_alter=self.use_alter,
            deferrable=self.deferrable,
            initially=self.initially,
            link_to_name=self.link_to_name,
            match=self.match
        )
        for self_fk, other_fk in zip(
                self.elements,
                fkc.elements):
            self_fk._schema_item_copy(other_fk)
        return self._schema_item_copy(fkc)


class PrimaryKeyConstraint(ColumnCollectionConstraint):
    """A table-level PRIMARY KEY constraint.

    The :class:`.PrimaryKeyConstraint` object is present automatically
    on any :class:`.Table` object; it is assigned a set of
    :class:`.Column` objects corresponding to those marked with
    the :paramref:`.Column.primary_key` flag::

        >>> my_table = Table('mytable', metadata,
        ...                 Column('id', Integer, primary_key=True),
        ...                 Column('version_id', Integer, primary_key=True),
        ...                 Column('data', String(50))
        ...     )
        >>> my_table.primary_key
        PrimaryKeyConstraint(
            Column('id', Integer(), table=<mytable>,
                   primary_key=True, nullable=False),
            Column('version_id', Integer(), table=<mytable>,
                   primary_key=True, nullable=False)
        )

    The primary key of a :class:`.Table` can also be specified by using
    a :class:`.PrimaryKeyConstraint` object explicitly; in this mode of usage,
    the "name" of the constraint can also be specified, as well as other
    options which may be recognized by dialects::

        my_table = Table('mytable', metadata,
                    Column('id', Integer),
                    Column('version_id', Integer),
                    Column('data', String(50)),
                    PrimaryKeyConstraint('id', 'version_id',
                                         name='mytable_pk')
                )

    The two styles of column-specification should generally not be mixed.
    An warning is emitted if the columns present in the
    :class:`.PrimaryKeyConstraint`
    don't match the columns that were marked as ``primary_key=True``, if both
    are present; in this case, the columns are taken strictly from the
    :class:`.PrimaryKeyConstraint` declaration, and those columns otherwise
    marked as ``primary_key=True`` are ignored.  This behavior is intended to
    be backwards compatible with previous behavior.

    .. versionchanged:: 0.9.2  Using a mixture of columns within a
       :class:`.PrimaryKeyConstraint` in addition to columns marked as
       ``primary_key=True`` now emits a warning if the lists don't match.
       The ultimate behavior of ignoring those columns marked with the flag
       only is currently maintained for backwards compatibility; this warning
       may raise an exception in a future release.

    For the use case where specific options are to be specified on the
    :class:`.PrimaryKeyConstraint`, but the usual style of using
    ``primary_key=True`` flags is still desirable, an empty
    :class:`.PrimaryKeyConstraint` may be specified, which will take on the
    primary key column collection from the :class:`.Table` based on the
    flags::

        my_table = Table('mytable', metadata,
                    Column('id', Integer, primary_key=True),
                    Column('version_id', Integer, primary_key=True),
                    Column('data', String(50)),
                    PrimaryKeyConstraint(name='mytable_pk',
                                         mssql_clustered=True)
                )

    .. versionadded:: 0.9.2 an empty :class:`.PrimaryKeyConstraint` may now
       be specified for the purposes of establishing keyword arguments with
       the constraint, independently of the specification of "primary key"
       columns within the :class:`.Table` itself; columns marked as
       ``primary_key=True`` will be gathered into the empty constraint's
       column collection.

    """

    __visit_name__ = 'primary_key_constraint'

    def __init__(self, *columns, **kw):
        self._implicit_generated = kw.pop('_implicit_generated', False)
        super(PrimaryKeyConstraint, self).__init__(*columns, **kw)

    def _set_parent(self, table):
        super(PrimaryKeyConstraint, self)._set_parent(table)

        if table.primary_key is not self:
            table.constraints.discard(table.primary_key)
            table.primary_key = self
            table.constraints.add(self)

        table_pks = [c for c in table.c if c.primary_key]
        if self.columns and table_pks and \
                set(table_pks) != set(self.columns.values()):
            util.warn(
                "Table '%s' specifies columns %s as primary_key=True, "
                "not matching locally specified columns %s; setting the "
                "current primary key columns to %s. This warning "
                "may become an exception in a future release" %
                (
                    table.name,
                    ", ".join("'%s'" % c.name for c in table_pks),
                    ", ".join("'%s'" % c.name for c in self.columns),
                    ", ".join("'%s'" % c.name for c in self.columns)
                )
            )
            table_pks[:] = []

        for c in self.columns:
            c.primary_key = True
            c.nullable = False
        self.columns.extend(table_pks)

    def _reload(self, columns):
        """repopulate this :class:`.PrimaryKeyConstraint` given
        a set of columns.

        Existing columns in the table that are marked as primary_key=True
        are maintained.

        Also fires a new event.

        This is basically like putting a whole new
        :class:`.PrimaryKeyConstraint` object on the parent
        :class:`.Table` object without actually replacing the object.

        The ordering of the given list of columns is also maintained; these
        columns will be appended to the list of columns after any which
        are already present.

        """

        # set the primary key flag on new columns.
        # note any existing PK cols on the table also have their
        # flag still set.
        for col in columns:
            col.primary_key = True

        self.columns.extend(columns)

        PrimaryKeyConstraint._autoincrement_column._reset(self)
        self._set_parent_with_dispatch(self.table)

    def _replace(self, col):
        PrimaryKeyConstraint._autoincrement_column._reset(self)
        self.columns.replace(col)

    @property
    def columns_autoinc_first(self):
        autoinc = self._autoincrement_column

        if autoinc is not None:
            return [autoinc] + [c for c in self.columns if c is not autoinc]
        else:
            return list(self.columns)

    @util.memoized_property
    def _autoincrement_column(self):

        def _validate_autoinc(col, autoinc_true):
            if col.type._type_affinity is None or not issubclass(
                col.type._type_affinity,
                    type_api.INTEGERTYPE._type_affinity):
                if autoinc_true:
                    raise exc.ArgumentError(
                        "Column type %s on column '%s' is not "
                        "compatible with autoincrement=True" % (
                            col.type,
                            col
                        ))
                else:
                    return False
            elif not isinstance(col.default, (type(None), Sequence)) and \
                    not autoinc_true:
                    return False
            elif col.server_default is not None and not autoinc_true:
                return False
            elif (
                    col.foreign_keys and col.autoincrement
                    not in (True, 'ignore_fk')):
                return False
            return True

        if len(self.columns) == 1:
            col = list(self.columns)[0]

            if col.autoincrement is True:
                _validate_autoinc(col, True)
                return col
            elif (
                col.autoincrement in ('auto', 'ignore_fk') and
                    _validate_autoinc(col, False)
            ):
                return col

        else:
            autoinc = None
            for col in self.columns:
                if col.autoincrement is True:
                    _validate_autoinc(col, True)
                    if autoinc is not None:
                        raise exc.ArgumentError(
                            "Only one Column may be marked "
                            "autoincrement=True, found both %s and %s." %
                            (col.name, autoinc.name)
                        )
                    else:
                        autoinc = col

            return autoinc


class UniqueConstraint(ColumnCollectionConstraint):
    """A table-level UNIQUE constraint.

    Defines a single column or composite UNIQUE constraint. For a no-frills,
    single column constraint, adding ``unique=True`` to the ``Column``
    definition is a shorthand equivalent for an unnamed, single column
    UniqueConstraint.
    """

    __visit_name__ = 'unique_constraint'


class Index(DialectKWArgs, ColumnCollectionMixin, SchemaItem):
    """A table-level INDEX.

    Defines a composite (one or more column) INDEX.

    E.g.::

        sometable = Table("sometable", metadata,
                        Column("name", String(50)),
                        Column("address", String(100))
                    )

        Index("some_index", sometable.c.name)

    For a no-frills, single column index, adding
    :class:`.Column` also supports ``index=True``::

        sometable = Table("sometable", metadata,
                        Column("name", String(50), index=True)
                    )

    For a composite index, multiple columns can be specified::

        Index("some_index", sometable.c.name, sometable.c.address)

    Functional indexes are supported as well, typically by using the
    :data:`.func` construct in conjunction with table-bound
    :class:`.Column` objects::

        Index("some_index", func.lower(sometable.c.name))

    .. versionadded:: 0.8 support for functional and expression-based indexes.

    An :class:`.Index` can also be manually associated with a :class:`.Table`,
    either through inline declaration or using
    :meth:`.Table.append_constraint`.  When this approach is used, the names
    of the indexed columns can be specified as strings::

        Table("sometable", metadata,
                        Column("name", String(50)),
                        Column("address", String(100)),
                        Index("some_index", "name", "address")
                )

    To support functional or expression-based indexes in this form, the
    :func:`.text` construct may be used::

        from sqlalchemy import text

        Table("sometable", metadata,
                        Column("name", String(50)),
                        Column("address", String(100)),
                        Index("some_index", text("lower(name)"))
                )

    .. versionadded:: 0.9.5 the :func:`.text` construct may be used to
       specify :class:`.Index` expressions, provided the :class:`.Index`
       is explicitly associated with the :class:`.Table`.


    .. seealso::

        :ref:`schema_indexes` - General information on :class:`.Index`.

        :ref:`postgresql_indexes` - PostgreSQL-specific options available for
        the :class:`.Index` construct.

        :ref:`mysql_indexes` - MySQL-specific options available for the
        :class:`.Index` construct.

        :ref:`mssql_indexes` - MSSQL-specific options available for the
        :class:`.Index` construct.

    """

    __visit_name__ = 'index'

    def __init__(self, name, *expressions, **kw):
        """Construct an index object.

        :param name:
          The name of the index

        :param \*expressions:
          Column expressions to include in the index.   The expressions
          are normally instances of :class:`.Column`, but may also
          be arbitrary SQL expressions which ultimately refer to a
          :class:`.Column`.

        :param unique=False:
            Keyword only argument; if True, create a unique index.

        :param quote=None:
            Keyword only argument; whether to apply quoting to the name of
            the index.  Works in the same manner as that of
            :paramref:`.Column.quote`.

        :param info=None: Optional data dictionary which will be populated
            into the :attr:`.SchemaItem.info` attribute of this object.

            .. versionadded:: 1.0.0

        :param \**kw: Additional keyword arguments not mentioned above are
            dialect specific, and passed in the form
            ``<dialectname>_<argname>``. See the documentation regarding an
            individual dialect at :ref:`dialect_toplevel` for detail on
            documented arguments.

        """
        self.table = None

        columns = []
        processed_expressions = []
        for expr, column, strname, add_element in self.\
                _extract_col_expression_collection(expressions):
            if add_element is not None:
                columns.append(add_element)
            processed_expressions.append(expr)

        self.expressions = processed_expressions
        self.name = quoted_name(name, kw.pop("quote", None))
        self.unique = kw.pop('unique', False)
        if 'info' in kw:
            self.info = kw.pop('info')
        self._validate_dialect_kwargs(kw)

        # will call _set_parent() if table-bound column
        # objects are present
        ColumnCollectionMixin.__init__(self, *columns)

    def _set_parent(self, table):
        ColumnCollectionMixin._set_parent(self, table)

        if self.table is not None and table is not self.table:
            raise exc.ArgumentError(
                "Index '%s' is against table '%s', and "
                "cannot be associated with table '%s'." % (
                    self.name,
                    self.table.description,
                    table.description
                )
            )
        self.table = table
        table.indexes.add(self)

        self.expressions = [
            expr if isinstance(expr, ClauseElement)
            else colexpr
            for expr, colexpr in util.zip_longest(self.expressions,
                                                  self.columns)
        ]

    @property
    def bind(self):
        """Return the connectable associated with this Index."""

        return self.table.bind

    def create(self, bind=None):
        """Issue a ``CREATE`` statement for this
        :class:`.Index`, using the given :class:`.Connectable`
        for connectivity.

        .. seealso::

            :meth:`.MetaData.create_all`.

        """
        if bind is None:
            bind = _bind_or_error(self)
        bind._run_visitor(ddl.SchemaGenerator, self)
        return self

    def drop(self, bind=None):
        """Issue a ``DROP`` statement for this
        :class:`.Index`, using the given :class:`.Connectable`
        for connectivity.

        .. seealso::

            :meth:`.MetaData.drop_all`.

        """
        if bind is None:
            bind = _bind_or_error(self)
        bind._run_visitor(ddl.SchemaDropper, self)

    def __repr__(self):
        return 'Index(%s)' % (
            ", ".join(
                [repr(self.name)] +
                [repr(e) for e in self.expressions] +
                (self.unique and ["unique=True"] or [])
            ))


DEFAULT_NAMING_CONVENTION = util.immutabledict({
    "ix": 'ix_%(column_0_label)s'
})


class MetaData(SchemaItem):
    """A collection of :class:`.Table` objects and their associated schema
    constructs.

    Holds a collection of :class:`.Table` objects as well as
    an optional binding to an :class:`.Engine` or
    :class:`.Connection`.  If bound, the :class:`.Table` objects
    in the collection and their columns may participate in implicit SQL
    execution.

    The :class:`.Table` objects themselves are stored in the
    :attr:`.MetaData.tables` dictionary.

    :class:`.MetaData` is a thread-safe object for read operations.
    Construction of new tables within a single :class:`.MetaData` object,
    either explicitly or via reflection, may not be completely thread-safe.

    .. seealso::

        :ref:`metadata_describing` - Introduction to database metadata

    """

    __visit_name__ = 'metadata'

    def __init__(self, bind=None, reflect=False, schema=None,
                 quote_schema=None,
                 naming_convention=DEFAULT_NAMING_CONVENTION,
                 info=None
                 ):
        """Create a new MetaData object.

        :param bind:
          An Engine or Connection to bind to.  May also be a string or URL
          instance, these are passed to create_engine() and this MetaData will
          be bound to the resulting engine.

        :param reflect:
          Optional, automatically load all tables from the bound database.
          Defaults to False. ``bind`` is required when this option is set.

          .. deprecated:: 0.8
                Please use the :meth:`.MetaData.reflect` method.

        :param schema:
           The default schema to use for the :class:`.Table`,
           :class:`.Sequence`, and potentially other objects associated with
           this :class:`.MetaData`. Defaults to ``None``.

           When this value is set, any :class:`.Table` or :class:`.Sequence`
           which specifies ``None`` for the schema parameter will instead
           have this schema name defined.  To build a :class:`.Table`
           or :class:`.Sequence` that still has ``None`` for the schema
           even when this parameter is present, use the :attr:`.BLANK_SCHEMA`
           symbol.

           .. seealso::

                :paramref:`.Table.schema`

                :paramref:`.Sequence.schema`

        :param quote_schema:
            Sets the ``quote_schema`` flag for those :class:`.Table`,
            :class:`.Sequence`, and other objects which make usage of the
            local ``schema`` name.

        :param info: Optional data dictionary which will be populated into the
            :attr:`.SchemaItem.info` attribute of this object.

            .. versionadded:: 1.0.0

        :param naming_convention: a dictionary referring to values which
          will establish default naming conventions for :class:`.Constraint`
          and :class:`.Index` objects, for those objects which are not given
          a name explicitly.

          The keys of this dictionary may be:

          * a constraint or Index class, e.g. the :class:`.UniqueConstraint`,
            :class:`.ForeignKeyConstraint` class, the :class:`.Index` class

          * a string mnemonic for one of the known constraint classes;
            ``"fk"``, ``"pk"``, ``"ix"``, ``"ck"``, ``"uq"`` for foreign key,
            primary key, index, check, and unique constraint, respectively.

          * the string name of a user-defined "token" that can be used
            to define new naming tokens.

          The values associated with each "constraint class" or "constraint
          mnemonic" key are string naming templates, such as
          ``"uq_%(table_name)s_%(column_0_name)s"``,
          which describe how the name should be composed.  The values
          associated with user-defined "token" keys should be callables of the
          form ``fn(constraint, table)``, which accepts the constraint/index
          object and :class:`.Table` as arguments, returning a string
          result.

          The built-in names are as follows, some of which may only be
          available for certain types of constraint:

            * ``%(table_name)s`` - the name of the :class:`.Table` object
              associated with the constraint.

            * ``%(referred_table_name)s`` - the name of the :class:`.Table`
              object associated with the referencing target of a
              :class:`.ForeignKeyConstraint`.

            * ``%(column_0_name)s`` - the name of the :class:`.Column` at
              index position "0" within the constraint.

            * ``%(column_0_label)s`` - the label of the :class:`.Column` at
              index position "0", e.g. :attr:`.Column.label`

            * ``%(column_0_key)s`` - the key of the :class:`.Column` at
              index position "0", e.g. :attr:`.Column.key`

            * ``%(referred_column_0_name)s`` - the name of a :class:`.Column`
              at index position "0" referenced by a
              :class:`.ForeignKeyConstraint`.

            * ``%(constraint_name)s`` - a special key that refers to the
              existing name given to the constraint.  When this key is
              present, the :class:`.Constraint` object's existing name will be
              replaced with one that is composed from template string that
              uses this token. When this token is present, it is required that
              the :class:`.Constraint` is given an expicit name ahead of time.

            * user-defined: any additional token may be implemented by passing
              it along with a ``fn(constraint, table)`` callable to the
              naming_convention dictionary.

          .. versionadded:: 0.9.2

          .. seealso::

                :ref:`constraint_naming_conventions` - for detailed usage
                examples.

        """
        self.tables = util.immutabledict()
        self.schema = quoted_name(schema, quote_schema)
        self.naming_convention = naming_convention
        if info:
            self.info = info
        self._schemas = set()
        self._sequences = {}
        self._fk_memos = collections.defaultdict(list)

        self.bind = bind
        if reflect:
            util.warn_deprecated("reflect=True is deprecate; please "
                                 "use the reflect() method.")
            if not bind:
                raise exc.ArgumentError(
                    "A bind must be supplied in conjunction "
                    "with reflect=True")
            self.reflect()

    tables = None
    """A dictionary of :class:`.Table` objects keyed to their name or "table key".

    The exact key is that determined by the :attr:`.Table.key` attribute;
    for a table with no :attr:`.Table.schema` attribute, this is the same
    as :attr:`.Table.name`.  For a table with a schema, it is typically of the
    form ``schemaname.tablename``.

    .. seealso::

        :attr:`.MetaData.sorted_tables`

    """

    def __repr__(self):
        return 'MetaData(bind=%r)' % self.bind

    def __contains__(self, table_or_key):
        if not isinstance(table_or_key, util.string_types):
            table_or_key = table_or_key.key
        return table_or_key in self.tables

    def _add_table(self, name, schema, table):
        key = _get_table_key(name, schema)
        dict.__setitem__(self.tables, key, table)
        if schema:
            self._schemas.add(schema)

    def _remove_table(self, name, schema):
        key = _get_table_key(name, schema)
        removed = dict.pop(self.tables, key, None)
        if removed is not None:
            for fk in removed.foreign_keys:
                fk._remove_from_metadata(self)
        if self._schemas:
            self._schemas = set([t.schema
                                 for t in self.tables.values()
                                 if t.schema is not None])

    def __getstate__(self):
        return {'tables': self.tables,
                'schema': self.schema,
                'schemas': self._schemas,
                'sequences': self._sequences,
                'fk_memos': self._fk_memos,
                'naming_convention': self.naming_convention
                }

    def __setstate__(self, state):
        self.tables = state['tables']
        self.schema = state['schema']
        self.naming_convention = state['naming_convention']
        self._bind = None
        self._sequences = state['sequences']
        self._schemas = state['schemas']
        self._fk_memos = state['fk_memos']

    def is_bound(self):
        """True if this MetaData is bound to an Engine or Connection."""

        return self._bind is not None

    def bind(self):
        """An :class:`.Engine` or :class:`.Connection` to which this
        :class:`.MetaData` is bound.

        Typically, a :class:`.Engine` is assigned to this attribute
        so that "implicit execution" may be used, or alternatively
        as a means of providing engine binding information to an
        ORM :class:`.Session` object::

            engine = create_engine("someurl://")
            metadata.bind = engine

        .. seealso::

           :ref:`dbengine_implicit` - background on "bound metadata"

        """
        return self._bind

    @util.dependencies("sqlalchemy.engine.url")
    def _bind_to(self, url, bind):
        """Bind this MetaData to an Engine, Connection, string or URL."""

        if isinstance(bind, util.string_types + (url.URL, )):
            self._bind = sqlalchemy.create_engine(bind)
        else:
            self._bind = bind
    bind = property(bind, _bind_to)

    def clear(self):
        """Clear all Table objects from this MetaData."""

        dict.clear(self.tables)
        self._schemas.clear()
        self._fk_memos.clear()

    def remove(self, table):
        """Remove the given Table object from this MetaData."""

        self._remove_table(table.name, table.schema)

    @property
    def sorted_tables(self):
        """Returns a list of :class:`.Table` objects sorted in order of
        foreign key dependency.

        The sorting will place :class:`.Table` objects that have dependencies
        first, before the dependencies themselves, representing the
        order in which they can be created.   To get the order in which
        the tables would be dropped, use the ``reversed()`` Python built-in.

        .. warning::

            The :attr:`.sorted_tables` accessor cannot by itself accommodate
            automatic resolution of dependency cycles between tables, which
            are usually caused by mutually dependent foreign key constraints.
            To resolve these cycles, either the
            :paramref:`.ForeignKeyConstraint.use_alter` parameter may be appled
            to those constraints, or use the
            :func:`.schema.sort_tables_and_constraints` function which will break
            out foreign key constraints involved in cycles separately.

        .. seealso::

            :func:`.schema.sort_tables`

            :func:`.schema.sort_tables_and_constraints`

            :attr:`.MetaData.tables`

            :meth:`.Inspector.get_table_names`

            :meth:`.Inspector.get_sorted_table_and_fkc_names`


        """
        return ddl.sort_tables(sorted(self.tables.values(), key=lambda t: t.key))

    def reflect(self, bind=None, schema=None, views=False, only=None,
                extend_existing=False,
                autoload_replace=True,
                **dialect_kwargs):
        """Load all available table definitions from the database.

        Automatically creates ``Table`` entries in this ``MetaData`` for any
        table available in the database but not yet present in the
        ``MetaData``.  May be called multiple times to pick up tables recently
        added to the database, however no special action is taken if a table
        in this ``MetaData`` no longer exists in the database.

        :param bind:
          A :class:`.Connectable` used to access the database; if None, uses
          the existing bind on this ``MetaData``, if any.

        :param schema:
          Optional, query and reflect tables from an alterate schema.
          If None, the schema associated with this :class:`.MetaData`
          is used, if any.

        :param views:
          If True, also reflect views.

        :param only:
          Optional.  Load only a sub-set of available named tables.  May be
          specified as a sequence of names or a callable.

          If a sequence of names is provided, only those tables will be
          reflected.  An error is raised if a table is requested but not
          available.  Named tables already present in this ``MetaData`` are
          ignored.

          If a callable is provided, it will be used as a boolean predicate to
          filter the list of potential table names.  The callable is called
          with a table name and this ``MetaData`` instance as positional
          arguments and should return a true value for any table to reflect.

        :param extend_existing: Passed along to each :class:`.Table` as
          :paramref:`.Table.extend_existing`.

          .. versionadded:: 0.9.1

        :param autoload_replace: Passed along to each :class:`.Table` as
          :paramref:`.Table.autoload_replace`.

          .. versionadded:: 0.9.1

        :param \**dialect_kwargs: Additional keyword arguments not mentioned
         above are dialect specific, and passed in the form
         ``<dialectname>_<argname>``.  See the documentation regarding an
         individual dialect at :ref:`dialect_toplevel` for detail on
         documented arguments.

          .. versionadded:: 0.9.2 - Added
             :paramref:`.MetaData.reflect.**dialect_kwargs` to support
             dialect-level reflection options for all :class:`.Table`
             objects reflected.

        """
        if bind is None:
            bind = _bind_or_error(self)

        with bind.connect() as conn:

            reflect_opts = {
                'autoload': True,
                'autoload_with': conn,
                'extend_existing': extend_existing,
                'autoload_replace': autoload_replace
            }

            reflect_opts.update(dialect_kwargs)

            if schema is None:
                schema = self.schema

            if schema is not None:
                reflect_opts['schema'] = schema

            available = util.OrderedSet(
                bind.engine.table_names(schema, connection=conn))
            if views:
                available.update(
                    bind.dialect.get_view_names(conn, schema)
                )

            if schema is not None:
                available_w_schema = util.OrderedSet(["%s.%s" % (schema, name)
                                                      for name in available])
            else:
                available_w_schema = available

            current = set(self.tables)

            if only is None:
                load = [name for name, schname in
                        zip(available, available_w_schema)
                        if extend_existing or schname not in current]
            elif util.callable(only):
                load = [name for name, schname in
                        zip(available, available_w_schema)
                        if (extend_existing or schname not in current)
                        and only(name, self)]
            else:
                missing = [name for name in only if name not in available]
                if missing:
                    s = schema and (" schema '%s'" % schema) or ''
                    raise exc.InvalidRequestError(
                        'Could not reflect: requested table(s) not available '
                        'in %s%s: (%s)' %
                        (bind.engine.url, s, ', '.join(missing)))
                load = [name for name in only if extend_existing or
                        name not in current]

            for name in load:
                Table(name, self, **reflect_opts)

    def append_ddl_listener(self, event_name, listener):
        """Append a DDL event listener to this ``MetaData``.

        .. deprecated:: 0.7
            See :class:`.DDLEvents`.

        """
        def adapt_listener(target, connection, **kw):
            tables = kw['tables']
            listener(event, target, connection, tables=tables)

        event.listen(self, "" + event_name.replace('-', '_'), adapt_listener)

    def create_all(self, bind=None, tables=None, checkfirst=True):
        """Create all tables stored in this metadata.

        Conditional by default, will not attempt to recreate tables already
        present in the target database.

        :param bind:
          A :class:`.Connectable` used to access the
          database; if None, uses the existing bind on this ``MetaData``, if
          any.

        :param tables:
          Optional list of ``Table`` objects, which is a subset of the total
          tables in the ``MetaData`` (others are ignored).

        :param checkfirst:
          Defaults to True, don't issue CREATEs for tables already present
          in the target database.

        """
        if bind is None:
            bind = _bind_or_error(self)
        bind._run_visitor(ddl.SchemaGenerator,
                          self,
                          checkfirst=checkfirst,
                          tables=tables)

    def drop_all(self, bind=None, tables=None, checkfirst=True):
        """Drop all tables stored in this metadata.

        Conditional by default, will not attempt to drop tables not present in
        the target database.

        :param bind:
          A :class:`.Connectable` used to access the
          database; if None, uses the existing bind on this ``MetaData``, if
          any.

        :param tables:
          Optional list of ``Table`` objects, which is a subset of the
          total tables in the ``MetaData`` (others are ignored).

        :param checkfirst:
          Defaults to True, only issue DROPs for tables confirmed to be
          present in the target database.

        """
        if bind is None:
            bind = _bind_or_error(self)
        bind._run_visitor(ddl.SchemaDropper,
                          self,
                          checkfirst=checkfirst,
                          tables=tables)


class ThreadLocalMetaData(MetaData):
    """A MetaData variant that presents a different ``bind`` in every thread.

    Makes the ``bind`` property of the MetaData a thread-local value, allowing
    this collection of tables to be bound to different ``Engine``
    implementations or connections in each thread.

    The ThreadLocalMetaData starts off bound to None in each thread.  Binds
    must be made explicitly by assigning to the ``bind`` property or using
    ``connect()``.  You can also re-bind dynamically multiple times per
    thread, just like a regular ``MetaData``.

    """

    __visit_name__ = 'metadata'

    def __init__(self):
        """Construct a ThreadLocalMetaData."""

        self.context = util.threading.local()
        self.__engines = {}
        super(ThreadLocalMetaData, self).__init__()

    def bind(self):
        """The bound Engine or Connection for this thread.

        This property may be assigned an Engine or Connection, or assigned a
        string or URL to automatically create a basic Engine for this bind
        with ``create_engine()``."""

        return getattr(self.context, '_engine', None)

    @util.dependencies("sqlalchemy.engine.url")
    def _bind_to(self, url, bind):
        """Bind to a Connectable in the caller's thread."""

        if isinstance(bind, util.string_types + (url.URL, )):
            try:
                self.context._engine = self.__engines[bind]
            except KeyError:
                e = sqlalchemy.create_engine(bind)
                self.__engines[bind] = e
                self.context._engine = e
        else:
            # TODO: this is squirrely.  we shouldn't have to hold onto engines
            # in a case like this
            if bind not in self.__engines:
                self.__engines[bind] = bind
            self.context._engine = bind

    bind = property(bind, _bind_to)

    def is_bound(self):
        """True if there is a bind for this thread."""
        return (hasattr(self.context, '_engine') and
                self.context._engine is not None)

    def dispose(self):
        """Dispose all bound engines, in all thread contexts."""

        for e in self.__engines.values():
            if hasattr(e, 'dispose'):
                e.dispose()


class _SchemaTranslateMap(object):
    """Provide translation of schema names based on a mapping.

    Also provides helpers for producing cache keys and optimized
    access when no mapping is present.

    Used by the :paramref:`.Connection.execution_options.schema_translate_map`
    feature.

    .. versionadded:: 1.1


    """
    __slots__ = 'map_', '__call__', 'hash_key', 'is_default'

    _default_schema_getter = operator.attrgetter("schema")

    def __init__(self, map_):
        self.map_ = map_
        if map_ is not None:
            def schema_for_object(obj):
                effective_schema = self._default_schema_getter(obj)
                effective_schema = map_.get(effective_schema, effective_schema)
                return effective_schema
            self.__call__ = schema_for_object
            self.hash_key = ";".join(
                "%s=%s" % (k, map_[k])
                for k in sorted(map_, key=str)
            )
            self.is_default = False
        else:
            self.hash_key = 0
            self.__call__ = self._default_schema_getter
            self.is_default = True

    @classmethod
    def _schema_getter(cls, map_):
        if map_ is None:
            return _default_schema_map
        elif isinstance(map_, _SchemaTranslateMap):
            return map_
        else:
            return _SchemaTranslateMap(map_)

_default_schema_map = _SchemaTranslateMap(None)
_schema_getter = _SchemaTranslateMap._schema_getter
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  Source code for sqlalchemy.orm.attributes

# orm/attributes.py
# Copyright (C) 2005-2016 the SQLAlchemy authors and contributors
# <see AUTHORS file>
#
# This module is part of SQLAlchemy and is released under
# the MIT License: http://www.opensource.org/licenses/mit-license.php

"""Defines instrumentation for class attributes and their interaction
with instances.

This module is usually not directly visible to user applications, but
defines a large part of the ORM's interactivity.


"""

import operator
from .. import util, event, inspection
from . import interfaces, collections, exc as orm_exc

from .base import instance_state, instance_dict, manager_of_class

from .base import PASSIVE_NO_RESULT, ATTR_WAS_SET, ATTR_EMPTY, NO_VALUE,\
    NEVER_SET, NO_CHANGE, CALLABLES_OK, SQL_OK, RELATED_OBJECT_OK,\
    INIT_OK, NON_PERSISTENT_OK, LOAD_AGAINST_COMMITTED, PASSIVE_OFF,\
    PASSIVE_RETURN_NEVER_SET, PASSIVE_NO_INITIALIZE, PASSIVE_NO_FETCH,\
    PASSIVE_NO_FETCH_RELATED, PASSIVE_ONLY_PERSISTENT, NO_AUTOFLUSH
from .base import state_str, instance_str


@inspection._self_inspects
class QueryableAttribute(interfaces._MappedAttribute,
                         interfaces.InspectionAttr,
                         interfaces.PropComparator):
    """Base class for :term:`descriptor` objects that intercept
    attribute events on behalf of a :class:`.MapperProperty`
    object.  The actual :class:`.MapperProperty` is accessible
    via the :attr:`.QueryableAttribute.property`
    attribute.


    .. seealso::

        :class:`.InstrumentedAttribute`

        :class:`.MapperProperty`

        :attr:`.Mapper.all_orm_descriptors`

        :attr:`.Mapper.attrs`
    """

    is_attribute = True

    def __init__(self, class_, key, impl=None,
                 comparator=None, parententity=None,
                 of_type=None):
        self.class_ = class_
        self.key = key
        self.impl = impl
        self.comparator = comparator
        self._parententity = parententity
        self._of_type = of_type

        manager = manager_of_class(class_)
        # manager is None in the case of AliasedClass
        if manager:
            # propagate existing event listeners from
            # immediate superclass
            for base in manager._bases:
                if key in base:
                    self.dispatch._update(base[key].dispatch)

    @util.memoized_property
    def _supports_population(self):
        return self.impl.supports_population

    def get_history(self, instance, passive=PASSIVE_OFF):
        return self.impl.get_history(instance_state(instance),
                                     instance_dict(instance), passive)

    def __selectable__(self):
        # TODO: conditionally attach this method based on clause_element ?
        return self

    @util.memoized_property
    def info(self):
        """Return the 'info' dictionary for the underlying SQL element.

        The behavior here is as follows:

        * If the attribute is a column-mapped property, i.e.
          :class:`.ColumnProperty`, which is mapped directly
          to a schema-level :class:`.Column` object, this attribute
          will return the :attr:`.SchemaItem.info` dictionary associated
          with the core-level :class:`.Column` object.

        * If the attribute is a :class:`.ColumnProperty` but is mapped to
          any other kind of SQL expression other than a :class:`.Column`,
          the attribute will refer to the :attr:`.MapperProperty.info`
          dictionary associated directly with the :class:`.ColumnProperty`,
          assuming the SQL expression itself does not have its own ``.info``
          attribute (which should be the case, unless a user-defined SQL
          construct has defined one).

        * If the attribute refers to any other kind of
          :class:`.MapperProperty`, including :class:`.RelationshipProperty`,
          the attribute will refer to the :attr:`.MapperProperty.info`
          dictionary associated with that :class:`.MapperProperty`.

        * To access the :attr:`.MapperProperty.info` dictionary of the
          :class:`.MapperProperty` unconditionally, including for a
          :class:`.ColumnProperty` that's associated directly with a
          :class:`.schema.Column`, the attribute can be referred to using
          :attr:`.QueryableAttribute.property` attribute, as
          ``MyClass.someattribute.property.info``.

        .. versionadded:: 0.8.0

        .. seealso::

            :attr:`.SchemaItem.info`

            :attr:`.MapperProperty.info`

        """
        return self.comparator.info

    @util.memoized_property
    def parent(self):
        """Return an inspection instance representing the parent.

        This will be either an instance of :class:`.Mapper`
        or :class:`.AliasedInsp`, depending upon the nature
        of the parent entity which this attribute is associated
        with.

        """
        return inspection.inspect(self._parententity)

    @property
    def expression(self):
        return self.comparator.__clause_element__()

    def __clause_element__(self):
        return self.comparator.__clause_element__()

    def _query_clause_element(self):
        """like __clause_element__(), but called specifically
        by :class:`.Query` to allow special behavior."""

        return self.comparator._query_clause_element()

    def adapt_to_entity(self, adapt_to_entity):
        assert not self._of_type
        return self.__class__(adapt_to_entity.entity,
                              self.key, impl=self.impl,
                              comparator=self.comparator.adapt_to_entity(
                                  adapt_to_entity),
                              parententity=adapt_to_entity)

    def of_type(self, cls):
        return QueryableAttribute(
            self.class_,
            self.key,
            self.impl,
            self.comparator.of_type(cls),
            self._parententity,
            of_type=cls)

    def label(self, name):
        return self._query_clause_element().label(name)

    def operate(self, op, *other, **kwargs):
        return op(self.comparator, *other, **kwargs)

    def reverse_operate(self, op, other, **kwargs):
        return op(other, self.comparator, **kwargs)

    def hasparent(self, state, optimistic=False):
        return self.impl.hasparent(state, optimistic=optimistic) is not False

    def __getattr__(self, key):
        try:
            return getattr(self.comparator, key)
        except AttributeError:
            raise AttributeError(
                'Neither %r object nor %r object associated with %s '
                'has an attribute %r' % (
                    type(self).__name__,
                    type(self.comparator).__name__,
                    self,
                    key)
            )

    def __str__(self):
        return "%s.%s" % (self.class_.__name__, self.key)

    @util.memoized_property
    def property(self):
        """Return the :class:`.MapperProperty` associated with this
        :class:`.QueryableAttribute`.


        Return values here will commonly be instances of
        :class:`.ColumnProperty` or :class:`.RelationshipProperty`.


        """
        return self.comparator.property


class InstrumentedAttribute(QueryableAttribute):
    """Class bound instrumented attribute which adds basic
    :term:`descriptor` methods.

    See :class:`.QueryableAttribute` for a description of most features.


    """

    def __set__(self, instance, value):
        self.impl.set(instance_state(instance),
                      instance_dict(instance), value, None)

    def __delete__(self, instance):
        self.impl.delete(instance_state(instance), instance_dict(instance))

    def __get__(self, instance, owner):
        if instance is None:
            return self

        dict_ = instance_dict(instance)
        if self._supports_population and self.key in dict_:
            return dict_[self.key]
        else:
            return self.impl.get(instance_state(instance), dict_)


def create_proxied_attribute(descriptor):
    """Create an QueryableAttribute / user descriptor hybrid.

    Returns a new QueryableAttribute type that delegates descriptor
    behavior and getattr() to the given descriptor.
    """

    # TODO: can move this to descriptor_props if the need for this
    # function is removed from ext/hybrid.py

    class Proxy(QueryableAttribute):
        """Presents the :class:`.QueryableAttribute` interface as a
        proxy on top of a Python descriptor / :class:`.PropComparator`
        combination.

        """

        def __init__(self, class_, key, descriptor,
                     comparator,
                     adapt_to_entity=None, doc=None,
                     original_property=None):
            self.class_ = class_
            self.key = key
            self.descriptor = descriptor
            self.original_property = original_property
            self._comparator = comparator
            self._adapt_to_entity = adapt_to_entity
            self.__doc__ = doc

        @property
        def property(self):
            return self.comparator.property

        @util.memoized_property
        def comparator(self):
            if util.callable(self._comparator):
                self._comparator = self._comparator()
            if self._adapt_to_entity:
                self._comparator = self._comparator.adapt_to_entity(
                    self._adapt_to_entity)
            return self._comparator

        def adapt_to_entity(self, adapt_to_entity):
            return self.__class__(adapt_to_entity.entity,
                                  self.key,
                                  self.descriptor,
                                  self._comparator,
                                  adapt_to_entity)

        def __get__(self, instance, owner):
            if instance is None:
                return self
            else:
                return self.descriptor.__get__(instance, owner)

        def __str__(self):
            return "%s.%s" % (self.class_.__name__, self.key)

        def __getattr__(self, attribute):
            """Delegate __getattr__ to the original descriptor and/or
            comparator."""

            try:
                return getattr(descriptor, attribute)
            except AttributeError:
                try:
                    return getattr(self.comparator, attribute)
                except AttributeError:
                    raise AttributeError(
                        'Neither %r object nor %r object associated with %s '
                        'has an attribute %r' % (
                            type(descriptor).__name__,
                            type(self.comparator).__name__,
                            self,
                            attribute)
                    )

    Proxy.__name__ = type(descriptor).__name__ + 'Proxy'

    util.monkeypatch_proxied_specials(Proxy, type(descriptor),
                                      name='descriptor',
                                      from_instance=descriptor)
    return Proxy

OP_REMOVE = util.symbol("REMOVE")
OP_APPEND = util.symbol("APPEND")
OP_REPLACE = util.symbol("REPLACE")


class Event(object):
    """A token propagated throughout the course of a chain of attribute
    events.

    Serves as an indicator of the source of the event and also provides
    a means of controlling propagation across a chain of attribute
    operations.

    The :class:`.Event` object is sent as the ``initiator`` argument
    when dealing with the :meth:`.AttributeEvents.append`,
    :meth:`.AttributeEvents.set`,
    and :meth:`.AttributeEvents.remove` events.

    The :class:`.Event` object is currently interpreted by the backref
    event handlers, and is used to control the propagation of operations
    across two mutually-dependent attributes.

    .. versionadded:: 0.9.0

    :var impl: The :class:`.AttributeImpl` which is the current event
     initiator.

    :var op: The symbol :attr:`.OP_APPEND`, :attr:`.OP_REMOVE` or
     :attr:`.OP_REPLACE`, indicating the source operation.

    """

    __slots__ = 'impl', 'op', 'parent_token'

    def __init__(self, attribute_impl, op):
        self.impl = attribute_impl
        self.op = op
        self.parent_token = self.impl.parent_token

    def __eq__(self, other):
        return isinstance(other, Event) and \
            other.impl is self.impl and \
            other.op == self.op

    @property
    def key(self):
        return self.impl.key

    def hasparent(self, state):
        return self.impl.hasparent(state)


class AttributeImpl(object):
    """internal implementation for instrumented attributes."""

    def __init__(self, class_, key,
                 callable_, dispatch, trackparent=False, extension=None,
                 compare_function=None, active_history=False,
                 parent_token=None, expire_missing=True,
                 send_modified_events=True,
                 **kwargs):
        """Construct an AttributeImpl.

        \class_
          associated class

        key
          string name of the attribute

        \callable_
          optional function which generates a callable based on a parent
          instance, which produces the "default" values for a scalar or
          collection attribute when it's first accessed, if not present
          already.

        trackparent
          if True, attempt to track if an instance has a parent attached
          to it via this attribute.

        extension
          a single or list of AttributeExtension object(s) which will
          receive set/delete/append/remove/etc. events.  Deprecated.
          The event package is now used.

        compare_function
          a function that compares two values which are normally
          assignable to this attribute.

        active_history
          indicates that get_history() should always return the "old" value,
          even if it means executing a lazy callable upon attribute change.

        parent_token
          Usually references the MapperProperty, used as a key for
          the hasparent() function to identify an "owning" attribute.
          Allows multiple AttributeImpls to all match a single
          owner attribute.

        expire_missing
          if False, don't add an "expiry" callable to this attribute
          during state.expire_attributes(None), if no value is present
          for this key.

        send_modified_events
          if False, the InstanceState._modified_event method will have no
          effect; this means the attribute will never show up as changed in a
          history entry.
        """
        self.class_ = class_
        self.key = key
        self.callable_ = callable_
        self.dispatch = dispatch
        self.trackparent = trackparent
        self.parent_token = parent_token or self
        self.send_modified_events = send_modified_events
        if compare_function is None:
            self.is_equal = operator.eq
        else:
            self.is_equal = compare_function

        # TODO: pass in the manager here
        # instead of doing a lookup
        attr = manager_of_class(class_)[key]

        for ext in util.to_list(extension or []):
            ext._adapt_listener(attr, ext)

        if active_history:
            self.dispatch._active_history = True

        self.expire_missing = expire_missing

    __slots__ = (
        'class_', 'key', 'callable_', 'dispatch', 'trackparent',
        'parent_token', 'send_modified_events', 'is_equal', 'expire_missing'
    )

    def __str__(self):
        return "%s.%s" % (self.class_.__name__, self.key)

    def _get_active_history(self):
        """Backwards compat for impl.active_history"""

        return self.dispatch._active_history

    def _set_active_history(self, value):
        self.dispatch._active_history = value

    active_history = property(_get_active_history, _set_active_history)

    def hasparent(self, state, optimistic=False):
        """Return the boolean value of a `hasparent` flag attached to
        the given state.

        The `optimistic` flag determines what the default return value
        should be if no `hasparent` flag can be located.

        As this function is used to determine if an instance is an
        *orphan*, instances that were loaded from storage should be
        assumed to not be orphans, until a True/False value for this
        flag is set.

        An instance attribute that is loaded by a callable function
        will also not have a `hasparent` flag.

        """
        msg = "This AttributeImpl is not configured to track parents."
        assert self.trackparent, msg

        return state.parents.get(id(self.parent_token), optimistic) \
            is not False

    def sethasparent(self, state, parent_state, value):
        """Set a boolean flag on the given item corresponding to
        whether or not it is attached to a parent object via the
        attribute represented by this ``InstrumentedAttribute``.

        """
        msg = "This AttributeImpl is not configured to track parents."
        assert self.trackparent, msg

        id_ = id(self.parent_token)
        if value:
            state.parents[id_] = parent_state
        else:
            if id_ in state.parents:
                last_parent = state.parents[id_]

                if last_parent is not False and \
                        last_parent.key != parent_state.key:

                    if last_parent.obj() is None:
                        raise orm_exc.StaleDataError(
                            "Removing state %s from parent "
                            "state %s along attribute '%s', "
                            "but the parent record "
                            "has gone stale, can't be sure this "
                            "is the most recent parent." %
                            (state_str(state),
                             state_str(parent_state),
                             self.key))

                    return

            state.parents[id_] = False

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        raise NotImplementedError()

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        """Return a list of tuples of (state, obj)
        for all objects in this attribute's current state
        + history.

        Only applies to object-based attributes.

        This is an inlining of existing functionality
        which roughly corresponds to:

            get_state_history(
                        state,
                        key,
                        passive=PASSIVE_NO_INITIALIZE).sum()

        """
        raise NotImplementedError()

    def initialize(self, state, dict_):
        """Initialize the given state's attribute with an empty value."""

        value = None
        for fn in self.dispatch.init_scalar:
            ret = fn(state, value, dict_)
            if ret is not ATTR_EMPTY:
                value = ret

        return value

    def get(self, state, dict_, passive=PASSIVE_OFF):
        """Retrieve a value from the given object.
        If a callable is assembled on this object's attribute, and
        passive is False, the callable will be executed and the
        resulting value will be set as the new value for this attribute.
        """
        if self.key in dict_:
            return dict_[self.key]
        else:
            # if history present, don't load
            key = self.key
            if key not in state.committed_state or \
                    state.committed_state[key] is NEVER_SET:
                if not passive & CALLABLES_OK:
                    return PASSIVE_NO_RESULT

                if key in state.expired_attributes:
                    value = state._load_expired(state, passive)
                elif key in state.callables:
                    callable_ = state.callables[key]
                    value = callable_(state, passive)
                elif self.callable_:
                    value = self.callable_(state, passive)
                else:
                    value = ATTR_EMPTY

                if value is PASSIVE_NO_RESULT or value is NEVER_SET:
                    return value
                elif value is ATTR_WAS_SET:
                    try:
                        return dict_[key]
                    except KeyError:
                        # TODO: no test coverage here.
                        raise KeyError(
                            "Deferred loader for attribute "
                            "%r failed to populate "
                            "correctly" % key)
                elif value is not ATTR_EMPTY:
                    return self.set_committed_value(state, dict_, value)

            if not passive & INIT_OK:
                return NEVER_SET
            else:
                # Return a new, empty value
                return self.initialize(state, dict_)

    def append(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(state, dict_, value, initiator, passive=passive)

    def remove(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(state, dict_, None, initiator,
                 passive=passive, check_old=value)

    def pop(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(state, dict_, None, initiator,
                 passive=passive, check_old=value, pop=True)

    def set(self, state, dict_, value, initiator,
            passive=PASSIVE_OFF, check_old=None, pop=False):
        raise NotImplementedError()

    def get_committed_value(self, state, dict_, passive=PASSIVE_OFF):
        """return the unchanged value of this attribute"""

        if self.key in state.committed_state:
            value = state.committed_state[self.key]
            if value in (NO_VALUE, NEVER_SET):
                return None
            else:
                return value
        else:
            return self.get(state, dict_, passive=passive)

    def set_committed_value(self, state, dict_, value):
        """set an attribute value on the given instance and 'commit' it."""

        dict_[self.key] = value
        state._commit(dict_, [self.key])
        return value


class ScalarAttributeImpl(AttributeImpl):
    """represents a scalar value-holding InstrumentedAttribute."""

    accepts_scalar_loader = True
    uses_objects = False
    supports_population = True
    collection = False

    __slots__ = '_replace_token', '_append_token', '_remove_token'

    def __init__(self, *arg, **kw):
        super(ScalarAttributeImpl, self).__init__(*arg, **kw)
        self._replace_token = self._append_token = None
        self._remove_token = None

    def _init_append_token(self):
        self._replace_token = self._append_token = Event(self, OP_REPLACE)
        return self._replace_token

    _init_append_or_replace_token = _init_append_token

    def _init_remove_token(self):
        self._remove_token = Event(self, OP_REMOVE)
        return self._remove_token

    def delete(self, state, dict_):

        # TODO: catch key errors, convert to attributeerror?
        if self.dispatch._active_history:
            old = self.get(state, dict_, PASSIVE_RETURN_NEVER_SET)
        else:
            old = dict_.get(self.key, NO_VALUE)

        if self.dispatch.remove:
            self.fire_remove_event(state, dict_, old, self._remove_token)
        state._modified_event(dict_, self, old)
        del dict_[self.key]

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        if self.key in dict_:
            return History.from_scalar_attribute(self, state, dict_[self.key])
        else:
            if passive & INIT_OK:
                passive ^= INIT_OK
            current = self.get(state, dict_, passive=passive)
            if current is PASSIVE_NO_RESULT:
                return HISTORY_BLANK
            else:
                return History.from_scalar_attribute(self, state, current)

    def set(self, state, dict_, value, initiator,
            passive=PASSIVE_OFF, check_old=None, pop=False):
        if self.dispatch._active_history:
            old = self.get(state, dict_, PASSIVE_RETURN_NEVER_SET)
        else:
            old = dict_.get(self.key, NO_VALUE)

        if self.dispatch.set:
            value = self.fire_replace_event(state, dict_,
                                            value, old, initiator)
        state._modified_event(dict_, self, old)
        dict_[self.key] = value

    def fire_replace_event(self, state, dict_, value, previous, initiator):
        for fn in self.dispatch.set:
            value = fn(
                state, value, previous,
                initiator or self._replace_token or
                self._init_append_or_replace_token())
        return value

    def fire_remove_event(self, state, dict_, value, initiator):
        for fn in self.dispatch.remove:
            fn(state, value,
               initiator or self._remove_token or self._init_remove_token())

    @property
    def type(self):
        self.property.columns[0].type


class ScalarObjectAttributeImpl(ScalarAttributeImpl):
    """represents a scalar-holding InstrumentedAttribute,
       where the target object is also instrumented.

       Adds events to delete/set operations.

    """

    accepts_scalar_loader = False
    uses_objects = True
    supports_population = True
    collection = False

    __slots__ = ()

    def delete(self, state, dict_):
        old = self.get(state, dict_)
        self.fire_remove_event(
            state, dict_, old,
            self._remove_token or self._init_remove_token())
        del dict_[self.key]

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        if self.key in dict_:
            return History.from_object_attribute(self, state, dict_[self.key])
        else:
            if passive & INIT_OK:
                passive ^= INIT_OK
            current = self.get(state, dict_, passive=passive)
            if current is PASSIVE_NO_RESULT:
                return HISTORY_BLANK
            else:
                return History.from_object_attribute(self, state, current)

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        if self.key in dict_:
            current = dict_[self.key]
        elif passive & CALLABLES_OK:
            current = self.get(state, dict_, passive=passive)
        else:
            return []

        # can't use __hash__(), can't use __eq__() here
        if current is not None and \
                current is not PASSIVE_NO_RESULT and \
                current is not NEVER_SET:
            ret = [(instance_state(current), current)]
        else:
            ret = [(None, None)]

        if self.key in state.committed_state:
            original = state.committed_state[self.key]
            if original is not None and \
                    original is not PASSIVE_NO_RESULT and \
                    original is not NEVER_SET and \
                    original is not current:

                ret.append((instance_state(original), original))
        return ret

    def set(self, state, dict_, value, initiator,
            passive=PASSIVE_OFF, check_old=None, pop=False):
        """Set a value on the given InstanceState.

        """
        if self.dispatch._active_history:
            old = self.get(
                state, dict_,
                passive=PASSIVE_ONLY_PERSISTENT |
                NO_AUTOFLUSH | LOAD_AGAINST_COMMITTED)
        else:
            old = self.get(
                state, dict_, passive=PASSIVE_NO_FETCH ^ INIT_OK |
                LOAD_AGAINST_COMMITTED)

        if check_old is not None and \
                old is not PASSIVE_NO_RESULT and \
                check_old is not old:
            if pop:
                return
            else:
                raise ValueError(
                    "Object %s not associated with %s on attribute '%s'" % (
                        instance_str(check_old),
                        state_str(state),
                        self.key
                    ))

        value = self.fire_replace_event(state, dict_, value, old, initiator)
        dict_[self.key] = value

    def fire_remove_event(self, state, dict_, value, initiator):
        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, False)

        for fn in self.dispatch.remove:
            fn(state, value, initiator or
               self._remove_token or self._init_remove_token())

        state._modified_event(dict_, self, value)

    def fire_replace_event(self, state, dict_, value, previous, initiator):
        if self.trackparent:
            if (previous is not value and
                    previous not in (None, PASSIVE_NO_RESULT, NEVER_SET)):
                self.sethasparent(instance_state(previous), state, False)

        for fn in self.dispatch.set:
            value = fn(
                state, value, previous, initiator or
                self._replace_token or self._init_append_or_replace_token())

        state._modified_event(dict_, self, previous)

        if self.trackparent:
            if value is not None:
                self.sethasparent(instance_state(value), state, True)

        return value


class CollectionAttributeImpl(AttributeImpl):
    """A collection-holding attribute that instruments changes in membership.

    Only handles collections of instrumented objects.

    InstrumentedCollectionAttribute holds an arbitrary, user-specified
    container object (defaulting to a list) and brokers access to the
    CollectionAdapter, a "view" onto that object that presents consistent bag
    semantics to the orm layer independent of the user data implementation.

    """
    accepts_scalar_loader = False
    uses_objects = True
    supports_population = True
    collection = True

    __slots__ = (
        'copy', 'collection_factory', '_append_token', '_remove_token',
        '_duck_typed_as'
    )

    def __init__(self, class_, key, callable_, dispatch,
                 typecallable=None, trackparent=False, extension=None,
                 copy_function=None, compare_function=None, **kwargs):
        super(CollectionAttributeImpl, self).__init__(
            class_,
            key,
            callable_, dispatch,
            trackparent=trackparent,
            extension=extension,
            compare_function=compare_function,
            **kwargs)

        if copy_function is None:
            copy_function = self.__copy
        self.copy = copy_function
        self.collection_factory = typecallable
        self._append_token = None
        self._remove_token = None
        self._duck_typed_as = util.duck_type_collection(
            self.collection_factory())

        if getattr(self.collection_factory, "_sa_linker", None):

            @event.listens_for(self, "init_collection")
            def link(target, collection, collection_adapter):
                collection._sa_linker(collection_adapter)

            @event.listens_for(self, "dispose_collection")
            def unlink(target, collection, collection_adapter):
                collection._sa_linker(None)

    def _init_append_token(self):
        self._append_token = Event(self, OP_APPEND)
        return self._append_token

    def _init_remove_token(self):
        self._remove_token = Event(self, OP_REMOVE)
        return self._remove_token

    def __copy(self, item):
        return [y for y in collections.collection_adapter(item)]

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        current = self.get(state, dict_, passive=passive)
        if current is PASSIVE_NO_RESULT:
            return HISTORY_BLANK
        else:
            return History.from_collection(self, state, current)

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        # NOTE: passive is ignored here at the moment

        if self.key not in dict_:
            return []

        current = dict_[self.key]
        current = getattr(current, '_sa_adapter')

        if self.key in state.committed_state:
            original = state.committed_state[self.key]
            if original not in (NO_VALUE, NEVER_SET):
                current_states = [((c is not None) and
                                   instance_state(c) or None, c)
                                  for c in current]
                original_states = [((c is not None) and
                                    instance_state(c) or None, c)
                                   for c in original]

                current_set = dict(current_states)
                original_set = dict(original_states)

                return \
                    [(s, o) for s, o in current_states
                        if s not in original_set] + \
                    [(s, o) for s, o in current_states
                        if s in original_set] + \
                    [(s, o) for s, o in original_states
                        if s not in current_set]

        return [(instance_state(o), o) for o in current]

    def fire_append_event(self, state, dict_, value, initiator):
        for fn in self.dispatch.append:
            value = fn(
                state, value,
                initiator or self._append_token or self._init_append_token())

        state._modified_event(dict_, self, NEVER_SET, True)

        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, True)

        return value

    def fire_pre_remove_event(self, state, dict_, initiator):
        state._modified_event(dict_, self, NEVER_SET, True)

    def fire_remove_event(self, state, dict_, value, initiator):
        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, False)

        for fn in self.dispatch.remove:
            fn(state, value,
               initiator or self._remove_token or self._init_remove_token())

        state._modified_event(dict_, self, NEVER_SET, True)

    def delete(self, state, dict_):
        if self.key not in dict_:
            return

        state._modified_event(dict_, self, NEVER_SET, True)

        collection = self.get_collection(state, state.dict)
        collection.clear_with_event()
        # TODO: catch key errors, convert to attributeerror?
        del dict_[self.key]

    def initialize(self, state, dict_):
        """Initialize this attribute with an empty collection."""

        _, user_data = self._initialize_collection(state)
        dict_[self.key] = user_data
        return user_data

    def _initialize_collection(self, state):

        adapter, collection = state.manager.initialize_collection(
            self.key, state, self.collection_factory)

        self.dispatch.init_collection(state, collection, adapter)

        return adapter, collection

    def append(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        collection = self.get_collection(state, dict_, passive=passive)
        if collection is PASSIVE_NO_RESULT:
            value = self.fire_append_event(state, dict_, value, initiator)
            assert self.key not in dict_, \
                "Collection was loaded during event handling."
            state._get_pending_mutation(self.key).append(value)
        else:
            collection.append_with_event(value, initiator)

    def remove(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        collection = self.get_collection(state, state.dict, passive=passive)
        if collection is PASSIVE_NO_RESULT:
            self.fire_remove_event(state, dict_, value, initiator)
            assert self.key not in dict_, \
                "Collection was loaded during event handling."
            state._get_pending_mutation(self.key).remove(value)
        else:
            collection.remove_with_event(value, initiator)

    def pop(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        try:
            # TODO: better solution here would be to add
            # a "popper" role to collections.py to complement
            # "remover".
            self.remove(state, dict_, value, initiator, passive=passive)
        except (ValueError, KeyError, IndexError):
            pass

    def set(self, state, dict_, value, initiator=None,
            passive=PASSIVE_OFF, pop=False, _adapt=True):
        iterable = orig_iterable = value

        # pulling a new collection first so that an adaptation exception does
        # not trigger a lazy load of the old collection.
        new_collection, user_data = self._initialize_collection(state)
        if _adapt:
            if new_collection._converter is not None:
                iterable = new_collection._converter(iterable)
            else:
                setting_type = util.duck_type_collection(iterable)
                receiving_type = self._duck_typed_as

                if setting_type is not receiving_type:
                    given = iterable is None and 'None' or \
                        iterable.__class__.__name__
                    wanted = self._duck_typed_as.__name__
                    raise TypeError(
                        "Incompatible collection type: %s is not %s-like" % (
                            given, wanted))

                # If the object is an adapted collection, return the (iterable)
                # adapter.
                if hasattr(iterable, '_sa_iterator'):
                    iterable = iterable._sa_iterator()
                elif setting_type is dict:
                    if util.py3k:
                        iterable = iterable.values()
                    else:
                        iterable = getattr(
                            iterable, 'itervalues', iterable.values)()
                else:
                    iterable = iter(iterable)
        new_values = list(iterable)

        old = self.get(state, dict_, passive=PASSIVE_ONLY_PERSISTENT)
        if old is PASSIVE_NO_RESULT:
            old = self.initialize(state, dict_)
        elif old is orig_iterable:
            # ignore re-assignment of the current collection, as happens
            # implicitly with in-place operators (foo.collection |= other)
            return

        # place a copy of "old" in state.committed_state
        state._modified_event(dict_, self, old, True)

        old_collection = old._sa_adapter

        dict_[self.key] = user_data

        collections.bulk_replace(
            new_values, old_collection, new_collection)

        del old._sa_adapter
        self.dispatch.dispose_collection(state, old, old_collection)

    def _invalidate_collection(self, collection):
        adapter = getattr(collection, '_sa_adapter')
        adapter.invalidated = True

    def set_committed_value(self, state, dict_, value):
        """Set an attribute value on the given instance and 'commit' it."""

        collection, user_data = self._initialize_collection(state)

        if value:
            collection.append_multiple_without_event(value)

        state.dict[self.key] = user_data

        state._commit(dict_, [self.key])

        if self.key in state._pending_mutations:
            # pending items exist.  issue a modified event,
            # add/remove new items.
            state._modified_event(dict_, self, user_data, True)

            pending = state._pending_mutations.pop(self.key)
            added = pending.added_items
            removed = pending.deleted_items
            for item in added:
                collection.append_without_event(item)
            for item in removed:
                collection.remove_without_event(item)

        return user_data

    def get_collection(self, state, dict_,
                       user_data=None, passive=PASSIVE_OFF):
        """Retrieve the CollectionAdapter associated with the given state.

        Creates a new CollectionAdapter if one does not exist.

        """
        if user_data is None:
            user_data = self.get(state, dict_, passive=passive)
            if user_data is PASSIVE_NO_RESULT:
                return user_data

        return getattr(user_data, '_sa_adapter')


def backref_listeners(attribute, key, uselist):
    """Apply listeners to synchronize a two-way relationship."""

    # use easily recognizable names for stack traces

    parent_token = attribute.impl.parent_token
    parent_impl = attribute.impl

    def _acceptable_key_err(child_state, initiator, child_impl):
        raise ValueError(
            "Bidirectional attribute conflict detected: "
            'Passing object %s to attribute "%s" '
            'triggers a modify event on attribute "%s" '
            'via the backref "%s".' % (
                state_str(child_state),
                initiator.parent_token,
                child_impl.parent_token,
                attribute.impl.parent_token
            )
        )

    def emit_backref_from_scalar_set_event(state, child, oldchild, initiator):
        if oldchild is child:
            return child
        if oldchild is not None and \
                oldchild is not PASSIVE_NO_RESULT and \
                oldchild is not NEVER_SET:
            # With lazy=None, there's no guarantee that the full collection is
            # present when updating via a backref.
            old_state, old_dict = instance_state(oldchild),\
                instance_dict(oldchild)
            impl = old_state.manager[key].impl

            if initiator.impl is not impl or \
                    initiator.op not in (OP_REPLACE, OP_REMOVE):
                impl.pop(old_state,
                         old_dict,
                         state.obj(),
                         parent_impl._append_token or
                            parent_impl._init_append_token(),
                         passive=PASSIVE_NO_FETCH)

        if child is not None:
            child_state, child_dict = instance_state(child),\
                instance_dict(child)
            child_impl = child_state.manager[key].impl
            if initiator.parent_token is not parent_token and \
                    initiator.parent_token is not child_impl.parent_token:
                _acceptable_key_err(state, initiator, child_impl)
            elif initiator.impl is not child_impl or \
                    initiator.op not in (OP_APPEND, OP_REPLACE):
                child_impl.append(
                    child_state,
                    child_dict,
                    state.obj(),
                    initiator,
                    passive=PASSIVE_NO_FETCH)
        return child

    def emit_backref_from_collection_append_event(state, child, initiator):
        if child is None:
            return

        child_state, child_dict = instance_state(child), \
            instance_dict(child)
        child_impl = child_state.manager[key].impl

        if initiator.parent_token is not parent_token and \
                initiator.parent_token is not child_impl.parent_token:
            _acceptable_key_err(state, initiator, child_impl)
        elif initiator.impl is not child_impl or \
                initiator.op not in (OP_APPEND, OP_REPLACE):
            child_impl.append(
                child_state,
                child_dict,
                state.obj(),
                initiator,
                passive=PASSIVE_NO_FETCH)
        return child

    def emit_backref_from_collection_remove_event(state, child, initiator):
        if child is not None:
            child_state, child_dict = instance_state(child),\
                instance_dict(child)
            child_impl = child_state.manager[key].impl
            if initiator.impl is not child_impl or \
                    initiator.op not in (OP_REMOVE, OP_REPLACE):
                child_impl.pop(
                    child_state,
                    child_dict,
                    state.obj(),
                    initiator,
                    passive=PASSIVE_NO_FETCH)

    if uselist:
        event.listen(attribute, "append",
                     emit_backref_from_collection_append_event,
                     retval=True, raw=True)
    else:
        event.listen(attribute, "set",
                     emit_backref_from_scalar_set_event,
                     retval=True, raw=True)
    # TODO: need coverage in test/orm/ of remove event
    event.listen(attribute, "remove",
                 emit_backref_from_collection_remove_event,
                 retval=True, raw=True)

_NO_HISTORY = util.symbol('NO_HISTORY')
_NO_STATE_SYMBOLS = frozenset([
    id(PASSIVE_NO_RESULT),
    id(NO_VALUE),
    id(NEVER_SET)])

History = util.namedtuple("History", [
    "added", "unchanged", "deleted"
])


class History(History):
    """A 3-tuple of added, unchanged and deleted values,
    representing the changes which have occurred on an instrumented
    attribute.

    The easiest way to get a :class:`.History` object for a particular
    attribute on an object is to use the :func:`.inspect` function::

        from sqlalchemy import inspect

        hist = inspect(myobject).attrs.myattribute.history

    Each tuple member is an iterable sequence:

    * ``added`` - the collection of items added to the attribute (the first
      tuple element).

    * ``unchanged`` - the collection of items that have not changed on the
      attribute (the second tuple element).

    * ``deleted`` - the collection of items that have been removed from the
      attribute (the third tuple element).

    """

    def __bool__(self):
        return self != HISTORY_BLANK
    __nonzero__ = __bool__

    def empty(self):
        """Return True if this :class:`.History` has no changes
        and no existing, unchanged state.

        """

        return not bool(
            (self.added or self.deleted)
            or self.unchanged
        )

    def sum(self):
        """Return a collection of added + unchanged + deleted."""

        return (self.added or []) +\
            (self.unchanged or []) +\
            (self.deleted or [])

    def non_deleted(self):
        """Return a collection of added + unchanged."""

        return (self.added or []) +\
            (self.unchanged or [])

    def non_added(self):
        """Return a collection of unchanged + deleted."""

        return (self.unchanged or []) +\
            (self.deleted or [])

    def has_changes(self):
        """Return True if this :class:`.History` has changes."""

        return bool(self.added or self.deleted)

    def as_state(self):
        return History(
            [(c is not None)
             and instance_state(c) or None
             for c in self.added],
            [(c is not None)
             and instance_state(c) or None
             for c in self.unchanged],
            [(c is not None)
             and instance_state(c) or None
             for c in self.deleted],
        )

    @classmethod
    def from_scalar_attribute(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)

        if original is _NO_HISTORY:
            if current is NEVER_SET:
                return cls((), (), ())
            else:
                return cls((), [current], ())
        # don't let ClauseElement expressions here trip things up
        elif attribute.is_equal(current, original) is True:
            return cls((), [current], ())
        else:
            # current convention on native scalars is to not
            # include information
            # about missing previous value in "deleted", but
            # we do include None, which helps in some primary
            # key situations
            if id(original) in _NO_STATE_SYMBOLS:
                deleted = ()
            else:
                deleted = [original]
            if current is NEVER_SET:
                return cls((), (), deleted)
            else:
                return cls([current], (), deleted)

    @classmethod
    def from_object_attribute(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)

        if original is _NO_HISTORY:
            if current is NO_VALUE or current is NEVER_SET:
                return cls((), (), ())
            else:
                return cls((), [current], ())
        elif current is original:
            return cls((), [current], ())
        else:
            # current convention on related objects is to not
            # include information
            # about missing previous value in "deleted", and
            # to also not include None - the dependency.py rules
            # ignore the None in any case.
            if id(original) in _NO_STATE_SYMBOLS or original is None:
                deleted = ()
            else:
                deleted = [original]
            if current is NO_VALUE or current is NEVER_SET:
                return cls((), (), deleted)
            else:
                return cls([current], (), deleted)

    @classmethod
    def from_collection(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)

        if current is NO_VALUE or current is NEVER_SET:
            return cls((), (), ())

        current = getattr(current, '_sa_adapter')
        if original in (NO_VALUE, NEVER_SET):
            return cls(list(current), (), ())
        elif original is _NO_HISTORY:
            return cls((), list(current), ())
        else:

            current_states = [((c is not None) and instance_state(c)
                               or None, c)
                              for c in current
                              ]
            original_states = [((c is not None) and instance_state(c)
                                or None, c)
                               for c in original
                               ]

            current_set = dict(current_states)
            original_set = dict(original_states)

            return cls(
                [o for s, o in current_states if s not in original_set],
                [o for s, o in current_states if s in original_set],
                [o for s, o in original_states if s not in current_set]
            )

HISTORY_BLANK = History(None, None, None)


def get_history(obj, key, passive=PASSIVE_OFF):
    """Return a :class:`.History` record for the given object
    and attribute key.

    :param obj: an object whose class is instrumented by the
      attributes package.

    :param key: string attribute name.

    :param passive: indicates loading behavior for the attribute
       if the value is not already present.   This is a
       bitflag attribute, which defaults to the symbol
       :attr:`.PASSIVE_OFF` indicating all necessary SQL
       should be emitted.

    """
    if passive is True:
        util.warn_deprecated("Passing True for 'passive' is deprecated. "
                             "Use attributes.PASSIVE_NO_INITIALIZE")
        passive = PASSIVE_NO_INITIALIZE
    elif passive is False:
        util.warn_deprecated("Passing False for 'passive' is "
                             "deprecated.  Use attributes.PASSIVE_OFF")
        passive = PASSIVE_OFF

    return get_state_history(instance_state(obj), key, passive)


def get_state_history(state, key, passive=PASSIVE_OFF):
    return state.get_history(key, passive)


def has_parent(cls, obj, key, optimistic=False):
    """TODO"""
    manager = manager_of_class(cls)
    state = instance_state(obj)
    return manager.has_parent(state, key, optimistic)


def register_attribute(class_, key, **kw):
    comparator = kw.pop('comparator', None)
    parententity = kw.pop('parententity', None)
    doc = kw.pop('doc', None)
    desc = register_descriptor(class_, key,
                               comparator, parententity, doc=doc)
    register_attribute_impl(class_, key, **kw)
    return desc


def register_attribute_impl(class_, key,
                            uselist=False, callable_=None,
                            useobject=False,
                            impl_class=None, backref=None, **kw):

    manager = manager_of_class(class_)
    if uselist:
        factory = kw.pop('typecallable', None)
        typecallable = manager.instrument_collection_class(
            key, factory or list)
    else:
        typecallable = kw.pop('typecallable', None)

    dispatch = manager[key].dispatch

    if impl_class:
        impl = impl_class(class_, key, typecallable, dispatch, **kw)
    elif uselist:
        impl = CollectionAttributeImpl(class_, key, callable_, dispatch,
                                       typecallable=typecallable, **kw)
    elif useobject:
        impl = ScalarObjectAttributeImpl(class_, key, callable_,
                                         dispatch, **kw)
    else:
        impl = ScalarAttributeImpl(class_, key, callable_, dispatch, **kw)

    manager[key].impl = impl

    if backref:
        backref_listeners(manager[key], backref, uselist)

    manager.post_configure_attribute(key)
    return manager[key]


def register_descriptor(class_, key, comparator=None,
                        parententity=None, doc=None):
    manager = manager_of_class(class_)

    descriptor = InstrumentedAttribute(class_, key, comparator=comparator,
                                       parententity=parententity)

    descriptor.__doc__ = doc

    manager.instrument_attribute(key, descriptor)
    return descriptor


def unregister_attribute(class_, key):
    manager_of_class(class_).uninstrument_attribute(key)


def init_collection(obj, key):
    """Initialize a collection attribute and return the collection adapter.

    This function is used to provide direct access to collection internals
    for a previously unloaded attribute.  e.g.::

        collection_adapter = init_collection(someobject, 'elements')
        for elem in values:
            collection_adapter.append_without_event(elem)

    For an easier way to do the above, see
    :func:`~sqlalchemy.orm.attributes.set_committed_value`.

    obj is an instrumented object instance.  An InstanceState
    is accepted directly for backwards compatibility but
    this usage is deprecated.

    """
    state = instance_state(obj)
    dict_ = state.dict
    return init_state_collection(state, dict_, key)


def init_state_collection(state, dict_, key):
    """Initialize a collection attribute and return the collection adapter."""

    attr = state.manager[key].impl
    user_data = attr.initialize(state, dict_)
    return attr.get_collection(state, dict_, user_data)


def set_committed_value(instance, key, value):
    """Set the value of an attribute with no history events.

    Cancels any previous history present.  The value should be
    a scalar value for scalar-holding attributes, or
    an iterable for any collection-holding attribute.

    This is the same underlying method used when a lazy loader
    fires off and loads additional data from the database.
    In particular, this method can be used by application code
    which has loaded additional attributes or collections through
    separate queries, which can then be attached to an instance
    as though it were part of its original loaded state.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.set_committed_value(state, dict_, value)


def set_attribute(instance, key, value):
    """Set the value of an attribute, firing history events.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to establish attribute state as understood
    by SQLAlchemy.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.set(state, dict_, value, None)


def get_attribute(instance, key):
    """Get the value of an attribute, firing any callables required.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to make usage of attribute state as understood
    by SQLAlchemy.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    return state.manager[key].impl.get(state, dict_)


def del_attribute(instance, key):
    """Delete the value of an attribute, firing history events.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to establish attribute state as understood
    by SQLAlchemy.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.delete(state, dict_)


def flag_modified(instance, key):
    """Mark an attribute on an instance as 'modified'.

    This sets the 'modified' flag on the instance and
    establishes an unconditional change event for the given attribute.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    impl = state.manager[key].impl
    state._modified_event(dict_, impl, NO_VALUE, force=True)
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  Source code for remoteappmanager.logging.logging_mixin

import uuid
import types

from traitlets import (
    HasTraits,
    Instance,
    default
)


[docs]def issue(self, message, exc=None):
    """Accepts a message that will be logged with an additional reference
    code for easy log lookup.

    The identifier will be returned for inclusion in user-visible
    error messages.
    """
    ref = str(uuid.uuid1())

    if exc is None:
        err_message = "{}. Ref: {}".format(message, ref)
    else:
        err_message = "{} : {}. Ref: {}".format(
            message, str(exc), ref)

    self.error(err_message)
    return ref



[docs]class LoggingMixin(HasTraits):
    """A HasTrait class that provides logging. Used as a mixin.
    """

    log = Instance('logging.Logger')

    @default('log')
    def _log_default(self):
        from tornado.log import app_log

        # monkey patch the logger to provide an additional method that handles
        # issues
        app_log.issue = types.MethodType(issue, app_log)
        return app_log
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# encoding: utf-8
"""
A lightweight Traits like module.

This is designed to provide a lightweight, simple, pure Python version of
many of the capabilities of enthought.traits.  This includes:

* Validation
* Type specification with defaults
* Static and dynamic notification
* Basic predefined types
* An API that is similar to enthought.traits

We don't support:

* Delegation
* Automatic GUI generation
* A full set of trait types.  Most importantly, we don't provide container
  traits (list, dict, tuple) that can trigger notifications if their
  contents change.
* API compatibility with enthought.traits

There are also some important difference in our design:

* enthought.traits does not validate default values.  We do.

We choose to create this module because we need these capabilities, but
we need them to be pure Python so they work in all Python implementations,
including Jython and IronPython.

Inheritance diagram:

.. inheritance-diagram:: traitlets.traitlets
   :parts: 3
"""

# Copyright (c) IPython Development Team.
# Distributed under the terms of the Modified BSD License.
#
# Adapted from enthought.traits, Copyright (c) Enthought, Inc.,
# also under the terms of the Modified BSD License.

import contextlib
import inspect
import os
import re
import sys
import types
import enum
try:
    from types import ClassType, InstanceType
    ClassTypes = (ClassType, type)
except:
    ClassTypes = (type,)
from warnings import warn, warn_explicit

import six

from .utils.getargspec import getargspec
from .utils.importstring import import_item
from .utils.sentinel import Sentinel
from .utils.bunch import Bunch

SequenceTypes = (list, tuple, set, frozenset)

#-----------------------------------------------------------------------------
# Basic classes
#-----------------------------------------------------------------------------


Undefined = Sentinel('Undefined', 'traitlets',
'''
Used in Traitlets to specify that no defaults are set in kwargs
'''
)

All = Sentinel('All', 'traitlets',
'''
Used in Traitlets to listen to all types of notification or to notifications
from all trait attributes.
'''
)

# Deprecated alias
NoDefaultSpecified = Undefined

class TraitError(Exception):
    pass

#-----------------------------------------------------------------------------
# Utilities
#-----------------------------------------------------------------------------

from ipython_genutils.py3compat import cast_unicode_py2

_name_re = re.compile(r"[a-zA-Z_][a-zA-Z0-9_]*$")

def isidentifier(s):
    if six.PY2:
        return bool(_name_re.match(s))
    else:
        return s.isidentifier()

_deprecations_shown = set()
def _should_warn(key):
    """Add our own checks for too many deprecation warnings.

    Limit to once per package.
    """
    env_flag = os.environ.get('TRAITLETS_ALL_DEPRECATIONS')
    if env_flag and env_flag != '0':
        return True

    if key not in _deprecations_shown:
        _deprecations_shown.add(key)
        return True
    else:
        return False

def _deprecated_method(method, cls, method_name, msg):
    """Show deprecation warning about a magic method definition.

    Uses warn_explicit to bind warning to method definition instead of triggering code,
    which isn't relevant.
    """
    warn_msg = "{classname}.{method_name} is deprecated in traitlets 4.1: {msg}".format(
        classname=cls.__name__, method_name=method_name, msg=msg
    )

    for parent in inspect.getmro(cls):
        if method_name in parent.__dict__:
            cls = parent
            break
    # limit deprecation messages to once per package
    package_name = cls.__module__.split('.', 1)[0]
    key = (package_name, msg)
    if not _should_warn(key):
        return
    try:
        fname = inspect.getsourcefile(method) or "<unknown>"
        lineno = inspect.getsourcelines(method)[1] or 0
    except (IOError, TypeError) as e:
        # Failed to inspect for some reason
        warn(warn_msg + ('\n(inspection failed) %s' % e), DeprecationWarning)
    else:
        warn_explicit(warn_msg, DeprecationWarning, fname, lineno)

def class_of(object):
    """ Returns a string containing the class name of an object with the
    correct indefinite article ('a' or 'an') preceding it (e.g., 'an Image',
    'a PlotValue').
    """
    if isinstance( object, six.string_types ):
        return add_article( object )

    return add_article( object.__class__.__name__ )


def add_article(name):
    """ Returns a string containing the correct indefinite article ('a' or 'an')
    prefixed to the specified string.
    """
    if name[:1].lower() in 'aeiou':
       return 'an ' + name

    return 'a ' + name


def repr_type(obj):
    """ Return a string representation of a value and its type for readable
    error messages.
    """
    the_type = type(obj)
    if six.PY2 and the_type is InstanceType:
        # Old-style class.
        the_type = obj.__class__
    msg = '%r %r' % (obj, the_type)
    return msg


def is_trait(t):
    """ Returns whether the given value is an instance or subclass of TraitType.
    """
    return (isinstance(t, TraitType) or
            (isinstance(t, type) and issubclass(t, TraitType)))


def parse_notifier_name(names):
    """Convert the name argument to a list of names.

    Examples
    --------

    >>> parse_notifier_name([])
    [All]
    >>> parse_notifier_name('a')
    ['a']
    >>> parse_notifier_name(['a', 'b'])
    ['a', 'b']
    >>> parse_notifier_name(All)
    [All]
    """
    if names is All or isinstance(names, six.string_types):
        return [names]
    else:
        if not names or All in names:
            return [All]
        for n in names:
            if not isinstance(n, six.string_types):
                raise TypeError("names must be strings, not %r" % n)
        return names


class _SimpleTest:
    def __init__ ( self, value ): self.value = value
    def __call__ ( self, test  ):
        return test == self.value
    def __repr__(self):
        return "<SimpleTest(%r)" % self.value
    def __str__(self):
        return self.__repr__()


def getmembers(object, predicate=None):
    """A safe version of inspect.getmembers that handles missing attributes.

    This is useful when there are descriptor based attributes that for
    some reason raise AttributeError even though they exist.  This happens
    in zope.inteface with the __provides__ attribute.
    """
    results = []
    for key in dir(object):
        try:
            value = getattr(object, key)
        except AttributeError:
            pass
        else:
            if not predicate or predicate(value):
                results.append((key, value))
    results.sort()
    return results

def _validate_link(*tuples):
    """Validate arguments for traitlet link functions"""
    for t in tuples:
        if not len(t) == 2:
            raise TypeError("Each linked traitlet must be specified as (HasTraits, 'trait_name'), not %r" % t)
        obj, trait_name = t
        if not isinstance(obj, HasTraits):
            raise TypeError("Each object must be HasTraits, not %r" % type(obj))
        if not trait_name in obj.traits():
            raise TypeError("%r has no trait %r" % (obj, trait_name))

class link(object):
    """Link traits from different objects together so they remain in sync.

    Parameters
    ----------
    source : (object / attribute name) pair
    target : (object / attribute name) pair

    Examples
    --------

    >>> c = link((src, 'value'), (tgt, 'value'))
    >>> src.value = 5  # updates other objects as well
    """
    updating = False

    def __init__(self, source, target):
        _validate_link(source, target)
        self.source, self.target = source, target
        try:
            setattr(target[0], target[1], getattr(source[0], source[1]))
        finally:
            source[0].observe(self._update_target, names=source[1])
            target[0].observe(self._update_source, names=target[1])

    @contextlib.contextmanager
    def _busy_updating(self):
        self.updating = True
        try:
            yield
        finally:
            self.updating = False

    def _update_target(self, change):
        if self.updating:
            return
        with self._busy_updating():
            setattr(self.target[0], self.target[1], change.new)

    def _update_source(self, change):
        if self.updating:
            return
        with self._busy_updating():
            setattr(self.source[0], self.source[1], change.new)

    def unlink(self):
        self.source[0].unobserve(self._update_target, names=self.source[1])
        self.target[0].unobserve(self._update_source, names=self.target[1])
        self.source, self.target = None, None


class directional_link(object):
    """Link the trait of a source object with traits of target objects.

    Parameters
    ----------
    source : (object, attribute name) pair
    target : (object, attribute name) pair
    transform: callable (optional)
        Data transformation between source and target.

    Examples
    --------

    >>> c = directional_link((src, 'value'), (tgt, 'value'))
    >>> src.value = 5  # updates target objects
    >>> tgt.value = 6  # does not update source object
    """
    updating = False

    def __init__(self, source, target, transform=None):
        self._transform = transform if transform else lambda x: x
        _validate_link(source, target)
        self.source, self.target = source, target
        try:
            setattr(target[0], target[1],
                    self._transform(getattr(source[0], source[1])))
        finally:
            self.source[0].observe(self._update, names=self.source[1])

    @contextlib.contextmanager
    def _busy_updating(self):
        self.updating = True
        try:
            yield
        finally:
            self.updating = False

    def _update(self, change):
        if self.updating:
            return
        with self._busy_updating():
            setattr(self.target[0], self.target[1],
                    self._transform(change.new))

    def unlink(self):
        self.source[0].unobserve(self._update, names=self.source[1])
        self.source, self.target = None, None

dlink = directional_link


#-----------------------------------------------------------------------------
# Base Descriptor Class
#-----------------------------------------------------------------------------


class BaseDescriptor(object):
    """Base descriptor class

    Notes
    -----
    This implements Python's descriptor prototol.

    This class is the base class for all such descriptors.  The
    only magic we use is a custom metaclass for the main :class:`HasTraits`
    class that does the following:

    1. Sets the :attr:`name` attribute of every :class:`BaseDescriptor`
       instance in the class dict to the name of the attribute.
    2. Sets the :attr:`this_class` attribute of every :class:`BaseDescriptor`
       instance in the class dict to the *class* that declared the trait.
       This is used by the :class:`This` trait to allow subclasses to
       accept superclasses for :class:`This` values.
    """

    name = None
    this_class = None

    def class_init(self, cls, name):
        """Part of the initialization which may depend on the underlying
        HasDescriptors class.

        It is typically overloaded for specific types.

        This method is called by :meth:`MetaHasDescriptors.__init__`
        passing the class (`cls`) and `name` under which the descriptor
        has been assigned.
        """
        self.this_class = cls
        self.name = name

    def instance_init(self, obj):
        """Part of the initialization which may depend on the underlying
        HasDescriptors instance.

        It is typically overloaded for specific types.

        This method is called by :meth:`HasTraits.__new__` and in the
        :meth:`BaseDescriptor.instance_init` method of descriptors holding
        other descriptors.
        """
        pass


class TraitType(BaseDescriptor):
    """A base class for all trait types.
    """

    metadata = {}
    default_value = Undefined
    allow_none = False
    read_only = False
    info_text = 'any value'

    def __init__(self, default_value=Undefined, allow_none=False, read_only=None, help=None, **kwargs):
        """Declare a traitlet.

        If *allow_none* is True, None is a valid value in addition to any
        values that are normally valid. The default is up to the subclass.
        For most trait types, the default value for ``allow_none`` is False.

        Extra metadata can be associated with the traitlet using the .tag() convenience method
        or by using the traitlet instance's .metadata dictionary.
        """
        if default_value is not Undefined:
            self.default_value = default_value
        if allow_none:
            self.allow_none = allow_none
        if read_only is not None:
            self.read_only = read_only
        self.help = help if help is not None else ''

        if len(kwargs) > 0:
            stacklevel = 1
            f = inspect.currentframe()
            # count supers to determine stacklevel for warning
            while f.f_code.co_name == '__init__':
                stacklevel += 1
                f = f.f_back
            mod = f.f_globals.get('__name__') or ''
            pkg = mod.split('.', 1)[0]
            key = tuple(['metadata-tag', pkg] + sorted(kwargs))
            if _should_warn(key):
                warn("metadata %s was set from the constructor. "
                     "With traitlets 4.1, metadata should be set using the .tag() method, "
                     "e.g., Int().tag(key1='value1', key2='value2')" % (kwargs,),
                     DeprecationWarning, stacklevel=stacklevel)
            if len(self.metadata) > 0:
                self.metadata = self.metadata.copy()
                self.metadata.update(kwargs)
            else:
                self.metadata = kwargs
        else:
            self.metadata = self.metadata.copy()

        # We add help to the metadata during a deprecation period so that
        # code that looks for the help string there can find it.
        if help is not None:
            self.metadata['help'] = help

    def get_default_value(self):
        """DEPRECATED: Retrieve the static default value for this trait.

        Use self.default_value instead
        """
        warn("get_default_value is deprecated in traitlets 4.0: use the .default_value attribute", DeprecationWarning,
             stacklevel=2)
        return self.default_value

    def init_default_value(self, obj):
        """DEPRECATED: Set the static default value for the trait type.
        """
        warn("init_default_value is deprecated in traitlets 4.0, and may be removed in the future", DeprecationWarning,
             stacklevel=2)
        value = self._validate(obj, self.default_value)
        obj._trait_values[self.name] = value
        return value

    def _dynamic_default_callable(self, obj):
        """Retrieve a callable to calculate the default for this traitlet.

        This looks for:

        * default generators registered with the @default descriptor.
        * obj._{name}_default() on the class with the traitlet, or a subclass
          that obj belongs to.
        * trait.make_dynamic_default, which is defined by Instance

        If neither exist, it returns None
        """
        # Traitlets without a name are not on the instance, e.g. in List or Union
        if self.name:

            # Only look for default handlers in classes derived from self.this_class.
            mro = type(obj).mro()
            meth_name = '_%s_default' % self.name
            for cls in mro[:mro.index(self.this_class) + 1]:
                if hasattr(cls, '_trait_default_generators'):
                    default_handler = cls._trait_default_generators.get(self.name)
                    if default_handler is not None and default_handler.this_class == cls:
                        return types.MethodType(default_handler.func, obj)

                if meth_name in cls.__dict__:
                    method = getattr(obj, meth_name)
                    _deprecated_method(method, cls, meth_name, "use @default decorator instead.")
                    return method

        return getattr(self, 'make_dynamic_default', None)

    def instance_init(self, obj):
        # If no dynamic initialiser is present, and the trait implementation or
        # use provides a static default, transfer that to obj._trait_values.
        with obj.cross_validation_lock:
            if (self._dynamic_default_callable(obj) is None) \
                    and (self.default_value is not Undefined):
                v = self._validate(obj, self.default_value)
                if self.name is not None:
                    obj._trait_values[self.name] = v

    def get(self, obj, cls=None):
        try:
            value = obj._trait_values[self.name]
        except KeyError:
            # Check for a dynamic initializer.
            dynamic_default = self._dynamic_default_callable(obj)
            if dynamic_default is None:
                raise TraitError("No default value found for %s trait of %r"
                                 % (self.name, obj))
            value = self._validate(obj, dynamic_default())
            obj._trait_values[self.name] = value
            return value
        except Exception:
            # This should never be reached.
            raise TraitError('Unexpected error in TraitType: '
                             'default value not set properly')
        else:
            return value

    def __get__(self, obj, cls=None):
        """Get the value of the trait by self.name for the instance.

        Default values are instantiated when :meth:`HasTraits.__new__`
        is called.  Thus by the time this method gets called either the
        default value or a user defined value (they called :meth:`__set__`)
        is in the :class:`HasTraits` instance.
        """
        if obj is None:
            return self
        else:
            return self.get(obj, cls)

    def set(self, obj, value):
        new_value = self._validate(obj, value)
        try:
            old_value = obj._trait_values[self.name]
        except KeyError:
            old_value = self.default_value

        obj._trait_values[self.name] = new_value
        try:
            silent = bool(old_value == new_value)
        except:
            # if there is an error in comparing, default to notify
            silent = False
        if silent is not True:
            # we explicitly compare silent to True just in case the equality
            # comparison above returns something other than True/False
            obj._notify_trait(self.name, old_value, new_value)

    def __set__(self, obj, value):
        """Set the value of the trait by self.name for the instance.

        Values pass through a validation stage where errors are raised when
        impropper types, or types that cannot be coerced, are encountered.
        """
        if self.read_only:
            raise TraitError('The "%s" trait is read-only.' % self.name)
        else:
            self.set(obj, value)

    def _validate(self, obj, value):
        if value is None and self.allow_none:
            return value
        if hasattr(self, 'validate'):
            value = self.validate(obj, value)
        if obj._cross_validation_lock is False:
            value = self._cross_validate(obj, value)
        return value

    def _cross_validate(self, obj, value):
        if self.name in obj._trait_validators:
            proposal = Bunch({'trait': self, 'value': value, 'owner': obj})
            value = obj._trait_validators[self.name](obj, proposal)
        elif hasattr(obj, '_%s_validate' % self.name):
            meth_name = '_%s_validate' % self.name
            cross_validate = getattr(obj, meth_name)
            _deprecated_method(cross_validate, obj.__class__, meth_name,
                "use @validate decorator instead.")
            value = cross_validate(value, self)
        return value

    def __or__(self, other):
        if isinstance(other, Union):
            return Union([self] + other.trait_types)
        else:
            return Union([self, other])

    def info(self):
        return self.info_text

    def error(self, obj, value):
        if obj is not None:
            e = "The '%s' trait of %s instance must be %s, but a value of %s was specified." \
                % (self.name, class_of(obj),
                   self.info(), repr_type(value))
        else:
            e = "The '%s' trait must be %s, but a value of %r was specified." \
                % (self.name, self.info(), repr_type(value))
        raise TraitError(e)

    def get_metadata(self, key, default=None):
        """DEPRECATED: Get a metadata value.

        Use .metadata[key] or .metadata.get(key, default) instead.
        """
        if key == 'help':
            msg = "use the instance .help string directly, like x.help"
        else:
            msg = "use the instance .metadata dictionary directly, like x.metadata[key] or x.metadata.get(key, default)"
        warn("Deprecated in traitlets 4.1, " + msg, DeprecationWarning, stacklevel=2)
        return self.metadata.get(key, default)

    def set_metadata(self, key, value):
        """DEPRECATED: Set a metadata key/value.

        Use .metadata[key] = value instead.
        """
        if key == 'help':
            msg = "use the instance .help string directly, like x.help = value"
        else:
            msg = "use the instance .metadata dictionary directly, like x.metadata[key] = value"
        warn("Deprecated in traitlets 4.1, " + msg, DeprecationWarning, stacklevel=2)
        self.metadata[key] = value

    def tag(self, **metadata):
        """Sets metadata and returns self.

        This allows convenient metadata tagging when initializing the trait, such as:

        >>> Int(0).tag(config=True, sync=True)
        """
        maybe_constructor_keywords = set(metadata.keys()).intersection({'help','allow_none', 'read_only', 'default_value'})
        if maybe_constructor_keywords:
            warn('The following attributes are set in using `tag`, but seem to be constructor keywords arguments: %s '%
                    maybe_constructor_keywords, UserWarning, stacklevel=2)

        self.metadata.update(metadata)
        return self

    def default_value_repr(self):
        return repr(self.default_value)

#-----------------------------------------------------------------------------
# The HasTraits implementation
#-----------------------------------------------------------------------------

class _CallbackWrapper(object):
    """An object adapting a on_trait_change callback into an observe callback.

    The comparison operator __eq__ is implemented to enable removal of wrapped
    callbacks.
    """

    def __init__(self, cb):
        self.cb = cb
        # Bound methods have an additional 'self' argument.
        offset = -1 if isinstance(self.cb, types.MethodType) else 0
        self.nargs = len(getargspec(cb)[0]) + offset
        if (self.nargs > 4):
            raise TraitError('a trait changed callback must have 0-4 arguments.')

    def __eq__(self, other):
        # The wrapper is equal to the wrapped element
        if isinstance(other, _CallbackWrapper):
            return self.cb == other.cb
        else:
            return self.cb == other

    def __call__(self, change):
        # The wrapper is callable
        if self.nargs == 0:
            self.cb()
        elif self.nargs == 1:
            self.cb(change.name)
        elif self.nargs == 2:
            self.cb(change.name, change.new)
        elif self.nargs == 3:
            self.cb(change.name, change.old, change.new)
        elif self.nargs == 4:
            self.cb(change.name, change.old, change.new, change.owner)

def _callback_wrapper(cb):
    if isinstance(cb, _CallbackWrapper):
        return cb
    else:
        return _CallbackWrapper(cb)


class MetaHasDescriptors(type):
    """A metaclass for HasDescriptors.

    This metaclass makes sure that any TraitType class attributes are
    instantiated and sets their name attribute.
    """

    def __new__(mcls, name, bases, classdict):
        """Create the HasDescriptors class."""
        for k, v in classdict.items():
            # ----------------------------------------------------------------
            # Support of deprecated behavior allowing for TraitType types
            # to be used instead of TraitType instances.
            if inspect.isclass(v) and issubclass(v, TraitType):
                warn("Traits should be given as instances, not types (for example, `Int()`, not `Int`)."
                     " Passing types is deprecated in traitlets 4.1.",
                     DeprecationWarning, stacklevel=2)
                classdict[k] = v()
            # ----------------------------------------------------------------

        return super(MetaHasDescriptors, mcls).__new__(mcls, name, bases, classdict)

    def __init__(cls, name, bases, classdict):
        """Finish initializing the HasDescriptors class."""
        super(MetaHasDescriptors, cls).__init__(name, bases, classdict)
        cls.setup_class(classdict)

    def setup_class(cls, classdict):
        """Setup descriptor instance on the class

        This sets the :attr:`this_class` and :attr:`name` attributes of each
        BaseDescriptor in the class dict of the newly created ``cls`` before
        calling their :attr:`class_init` method.
        """
        for k, v in classdict.items():
            if isinstance(v, BaseDescriptor):
                v.class_init(cls, k)


class MetaHasTraits(MetaHasDescriptors):
    """A metaclass for HasTraits."""

    def setup_class(cls, classdict):
        cls._trait_default_generators = {}
        super(MetaHasTraits, cls).setup_class(classdict)


def observe(*names, **kwargs):
    """A decorator which can be used to observe Traits on a class.

    The handler passed to the decorator will be called with one ``change``
    dict argument. The change dictionary at least holds a 'type' key and a
    'name' key, corresponding respectively to the type of notification and the
    name of the attribute that triggered the notification.

    Other keys may be passed depending on the value of 'type'. In the case
    where type is 'change', we also have the following keys:
    * ``owner`` : the HasTraits instance
    * ``old`` : the old value of the modified trait attribute
    * ``new`` : the new value of the modified trait attribute
    * ``name`` : the name of the modified trait attribute.

    Parameters
    ----------
    *names
        The str names of the Traits to observe on the object.
    type: str, kwarg-only
        The type of event to observe (e.g. 'change')
    """
    if not names:
        raise TypeError("Please specify at least one trait name to observe.")
    for name in names:
        if name is not All and not isinstance(name, six.string_types):
            raise TypeError("trait names to observe must be strings or All, not %r" % name)
    return ObserveHandler(names, type=kwargs.get('type', 'change'))


def observe_compat(func):
    """Backward-compatibility shim decorator for observers

    Use with:

    @observe('name')
    @observe_compat
    def _foo_changed(self, change):
        ...

    With this, `super()._foo_changed(self, name, old, new)` in subclasses will still work.
    Allows adoption of new observer API without breaking subclasses that override and super.
    """
    def compatible_observer(self, change_or_name, old=Undefined, new=Undefined):
        if isinstance(change_or_name, dict):
            change = change_or_name
        else:
            clsname = self.__class__.__name__
            warn("A parent of %s._%s_changed has adopted the new (traitlets 4.1) @observe(change) API" % (
                clsname, change_or_name), DeprecationWarning)
            change = Bunch(
                type='change',
                old=old,
                new=new,
                name=change_or_name,
                owner=self,
            )
        return func(self, change)
    return compatible_observer


def validate(*names):
    """A decorator to register cross validator of HasTraits object's state
    when a Trait is set.

    The handler passed to the decorator must have one ``proposal`` dict argument.
    The proposal dictionary must hold the following keys:
    * ``owner`` : the HasTraits instance
    * ``value`` : the proposed value for the modified trait attribute
    * ``trait`` : the TraitType instance associated with the attribute

    Parameters
    ----------
    names
        The str names of the Traits to validate.

    Notes
    -----
    Since the owner has access to the ``HasTraits`` instance via the 'owner' key,
    the registered cross validator could potentially make changes to attributes
    of the ``HasTraits`` instance. However, we recommend not to do so. The reason
    is that the cross-validation of attributes may run in arbitrary order when
    exiting the ``hold_trait_notifications`` context, and such changes may not
    commute.
    """
    if not names:
        raise TypeError("Please specify at least one trait name to validate.")
    for name in names:
        if name is not All and not isinstance(name, six.string_types):
            raise TypeError("trait names to validate must be strings or All, not %r" % name)
    return ValidateHandler(names)


def default(name):
    """ A decorator which assigns a dynamic default for a Trait on a HasTraits object.

    Parameters
    ----------
    name
        The str name of the Trait on the object whose default should be generated.

    Notes
    -----
    Unlike observers and validators which are properties of the HasTraits
    instance, default value generators are class-level properties.

    Besides, default generators are only invoked if they are registered in
    subclasses of `this_type`.

    ::

        class A(HasTraits):
            bar = Int()

            @default('bar')
            def get_bar_default(self):
                return 11


        class B(A):
            bar = Float()  # This trait ignores the default generator defined in
                           # the base class A


        class C(B):

            @default('bar')
            def some_other_default(self):  # This default generator should not be
                return 3.0                 # ignored since it is defined in a
                                           # class derived from B.a.this_class.
    """
    if not isinstance(name, six.string_types):
        raise TypeError("Trait name must be a string or All, not %r" % name)
    return DefaultHandler(name)


class EventHandler(BaseDescriptor):

    def _init_call(self, func):
        self.func = func
        return self

    def __call__(self, *args, **kwargs):
        """Pass `*args` and `**kwargs` to the handler's function if it exists."""
        if hasattr(self, 'func'):
            return self.func(*args, **kwargs)
        else:
            return self._init_call(*args, **kwargs)

    def __get__(self, inst, cls=None):
        if inst is None:
            return self
        return types.MethodType(self.func, inst)


class ObserveHandler(EventHandler):

    def __init__(self, names, type):
        self.trait_names = names
        self.type = type

    def instance_init(self, inst):
        inst.observe(self, self.trait_names, type=self.type)


class ValidateHandler(EventHandler):

    def __init__(self, names):
        self.trait_names = names

    def instance_init(self, inst):
        inst._register_validator(self, self.trait_names)


class DefaultHandler(EventHandler):

    def __init__(self, name):
        self.trait_name = name

    def class_init(self, cls, name):
        super(DefaultHandler, self).class_init(cls, name)
        cls._trait_default_generators[self.trait_name] = self


class HasDescriptors(six.with_metaclass(MetaHasDescriptors, object)):
    """The base class for all classes that have descriptors.
    """

    def __new__(cls, *args, **kwargs):
        # This is needed because object.__new__ only accepts
        # the cls argument.
        new_meth = super(HasDescriptors, cls).__new__
        if new_meth is object.__new__:
            inst = new_meth(cls)
        else:
            inst = new_meth(cls, *args, **kwargs)
        inst.setup_instance(*args, **kwargs)
        return inst

    def setup_instance(self, *args, **kwargs):
        """
        This is called **before** self.__init__ is called.
        """
        self._cross_validation_lock = False
        cls = self.__class__
        for key in dir(cls):
            # Some descriptors raise AttributeError like zope.interface's
            # __provides__ attributes even though they exist.  This causes
            # AttributeErrors even though they are listed in dir(cls).
            try:
                value = getattr(cls, key)
            except AttributeError:
                pass
            else:
                if isinstance(value, BaseDescriptor):
                    value.instance_init(self)


class HasTraits(six.with_metaclass(MetaHasTraits, HasDescriptors)):

    def setup_instance(self, *args, **kwargs):
        self._trait_values = {}
        self._trait_notifiers = {}
        self._trait_validators = {}
        super(HasTraits, self).setup_instance(*args, **kwargs)

    def __init__(self, *args, **kwargs):
        # Allow trait values to be set using keyword arguments.
        # We need to use setattr for this to trigger validation and
        # notifications.
        super_args = args
        super_kwargs = {}
        with self.hold_trait_notifications():
            for key, value in kwargs.items():
                if self.has_trait(key):
                    setattr(self, key, value)
                else:
                    # passthrough args that don't set traits to super
                    super_kwargs[key] = value
        try:
            super(HasTraits, self).__init__(*super_args, **super_kwargs)
        except TypeError as e:
            arg_s_list = [ repr(arg) for arg in super_args ]
            for k, v in super_kwargs.items():
                arg_s_list.append("%s=%r" % (k, v))
            arg_s = ', '.join(arg_s_list)
            warn(
                "Passing unrecoginized arguments to super({classname}).__init__({arg_s}).\n"
                "{error}\n"
                "This is deprecated in traitlets 4.2."
                "This error will be raised in a future release of traitlets."
                .format(
                    arg_s=arg_s, classname=self.__class__.__name__,
                    error=e,
                ),
                DeprecationWarning,
                stacklevel=2,
            )

    def __getstate__(self):
        d = self.__dict__.copy()
        # event handlers stored on an instance are
        # expected to be reinstantiated during a
        # recall of instance_init during __setstate__
        d['_trait_notifiers'] = {}
        d['_trait_validators'] = {}
        return d

    def __setstate__(self, state):
        self.__dict__ = state.copy()

        # event handlers are reassigned to self
        cls = self.__class__
        for key in dir(cls):
            # Some descriptors raise AttributeError like zope.interface's
            # __provides__ attributes even though they exist.  This causes
            # AttributeErrors even though they are listed in dir(cls).
            try:
                value = getattr(cls, key)
            except AttributeError:
                pass
            else:
                if isinstance(value, EventHandler):
                    value.instance_init(self)

    @property
    @contextlib.contextmanager
    def cross_validation_lock(self):
        """
        A contextmanager for running a block with our cross validation lock set
        to True.

        At the end of the block, the lock's value is restored to its value
        prior to entering the block.
        """
        if self._cross_validation_lock:
            yield
            return
        else:
            try:
                self._cross_validation_lock = True
                yield
            finally:
                self._cross_validation_lock = False

    @contextlib.contextmanager
    def hold_trait_notifications(self):
        """Context manager for bundling trait change notifications and cross
        validation.

        Use this when doing multiple trait assignments (init, config), to avoid
        race conditions in trait notifiers requesting other trait values.
        All trait notifications will fire after all values have been assigned.
        """
        if self._cross_validation_lock:
            yield
            return
        else:
            cache = {}
            notify_change = self.notify_change

            def compress(past_changes, change):
                """Merges the provided change with the last if possible."""
                if past_changes is None:
                    return [change]
                else:
                    if past_changes[-1]['type'] == 'change' and change.type == 'change':
                        past_changes[-1]['new'] = change.new
                    else:
                        # In case of changes other than 'change', append the notification.
                        past_changes.append(change)
                    return past_changes

            def hold(change):
                name = change.name
                cache[name] = compress(cache.get(name), change)

            try:
                # Replace notify_change with `hold`, caching and compressing
                # notifications, disable cross validation and yield.
                self.notify_change = hold
                self._cross_validation_lock = True
                yield
                # Cross validate final values when context is released.
                for name in list(cache.keys()):
                    trait = getattr(self.__class__, name)
                    value = trait._cross_validate(self, getattr(self, name))
                    self.set_trait(name, value)
            except TraitError as e:
                # Roll back in case of TraitError during final cross validation.
                self.notify_change = lambda x: None
                for name, changes in cache.items():
                    for change in changes[::-1]:
                        # TODO: Separate in a rollback function per notification type.
                        if change.type == 'change':
                            if change.old is not Undefined:
                                self.set_trait(name, change.old)
                            else:
                                self._trait_values.pop(name)
                cache = {}
                raise e
            finally:
                self._cross_validation_lock = False
                # Restore method retrieval from class
                del self.notify_change

                # trigger delayed notifications
                for changes in cache.values():
                    for change in changes:
                        self.notify_change(change)

    def _notify_trait(self, name, old_value, new_value):
        self.notify_change(Bunch(
            name=name,
            old=old_value,
            new=new_value,
            owner=self,
            type='change',
        ))

    def notify_change(self, change):
        if not isinstance(change, Bunch):
            # cast to bunch if given a dict
            change = Bunch(change)
        name, type = change.name, change.type

        callables = []
        callables.extend(self._trait_notifiers.get(name, {}).get(type, []))
        callables.extend(self._trait_notifiers.get(name, {}).get(All, []))
        callables.extend(self._trait_notifiers.get(All, {}).get(type, []))
        callables.extend(self._trait_notifiers.get(All, {}).get(All, []))

        # Now static ones
        magic_name = '_%s_changed' % name
        if hasattr(self, magic_name):
            class_value = getattr(self.__class__, magic_name)
            if not isinstance(class_value, ObserveHandler):
                _deprecated_method(class_value, self.__class__, magic_name,
                    "use @observe and @unobserve instead.")
                cb = getattr(self, magic_name)
                # Only append the magic method if it was not manually registered
                if cb not in callables:
                    callables.append(_callback_wrapper(cb))

        # Call them all now
        # Traits catches and logs errors here.  I allow them to raise
        for c in callables:
            # Bound methods have an additional 'self' argument.

            if isinstance(c, _CallbackWrapper):
                c = c.__call__
            elif isinstance(c, EventHandler) and c.name is not None:
                c = getattr(self, c.name)

            c(change)

    def _add_notifiers(self, handler, name, type):
        if name not in self._trait_notifiers:
            nlist = []
            self._trait_notifiers[name] = {type: nlist}
        else:
            if type not in self._trait_notifiers[name]:
                nlist = []
                self._trait_notifiers[name][type] = nlist
            else:
                nlist = self._trait_notifiers[name][type]
        if handler not in nlist:
            nlist.append(handler)

    def _remove_notifiers(self, handler, name, type):
        try:
            if handler is None:
                del self._trait_notifiers[name][type]
            else:
                self._trait_notifiers[name][type].remove(handler)
        except KeyError:
            pass

    def on_trait_change(self, handler=None, name=None, remove=False):
        """DEPRECATED: Setup a handler to be called when a trait changes.

        This is used to setup dynamic notifications of trait changes.

        Static handlers can be created by creating methods on a HasTraits
        subclass with the naming convention '_[traitname]_changed'.  Thus,
        to create static handler for the trait 'a', create the method
        _a_changed(self, name, old, new) (fewer arguments can be used, see
        below).

        If `remove` is True and `handler` is not specified, all change
        handlers for the specified name are uninstalled.

        Parameters
        ----------
        handler : callable, None
            A callable that is called when a trait changes.  Its
            signature can be handler(), handler(name), handler(name, new),
            handler(name, old, new), or handler(name, old, new, self).
        name : list, str, None
            If None, the handler will apply to all traits.  If a list
            of str, handler will apply to all names in the list.  If a
            str, the handler will apply just to that name.
        remove : bool
            If False (the default), then install the handler.  If True
            then unintall it.
        """
        warn("on_trait_change is deprecated in traitlets 4.1: use observe instead",
             DeprecationWarning, stacklevel=2)
        if name is None:
            name = All
        if remove:
            self.unobserve(_callback_wrapper(handler), names=name)
        else:
            self.observe(_callback_wrapper(handler), names=name)

    def observe(self, handler, names=All, type='change'):
        """Setup a handler to be called when a trait changes.

        This is used to setup dynamic notifications of trait changes.

        Parameters
        ----------
        handler : callable
            A callable that is called when a trait changes. Its
            signature should be ``handler(change)``, where ``change`` is a
            dictionary. The change dictionary at least holds a 'type' key.
            * ``type``: the type of notification.
            Other keys may be passed depending on the value of 'type'. In the
            case where type is 'change', we also have the following keys:
            * ``owner`` : the HasTraits instance
            * ``old`` : the old value of the modified trait attribute
            * ``new`` : the new value of the modified trait attribute
            * ``name`` : the name of the modified trait attribute.
        names : list, str, All
            If names is All, the handler will apply to all traits.  If a list
            of str, handler will apply to all names in the list.  If a
            str, the handler will apply just to that name.
        type : str, All (default: 'change')
            The type of notification to filter by. If equal to All, then all
            notifications are passed to the observe handler.
        """
        names = parse_notifier_name(names)
        for n in names:
            self._add_notifiers(handler, n, type)

    def unobserve(self, handler, names=All, type='change'):
        """Remove a trait change handler.

        This is used to unregister handlers to trait change notifications.

        Parameters
        ----------
        handler : callable
            The callable called when a trait attribute changes.
        names : list, str, All (default: All)
            The names of the traits for which the specified handler should be
            uninstalled. If names is All, the specified handler is uninstalled
            from the list of notifiers corresponding to all changes.
        type : str or All (default: 'change')
            The type of notification to filter by. If All, the specified handler
            is uninstalled from the list of notifiers corresponding to all types.
        """
        names = parse_notifier_name(names)
        for n in names:
            self._remove_notifiers(handler, n, type)

    def unobserve_all(self, name=All):
        """Remove trait change handlers of any type for the specified name.
        If name is not specified, removes all trait notifiers."""
        if name is All:
            self._trait_notifiers = {}
        else:
            try:
                del self._trait_notifiers[name]
            except KeyError:
                pass

    def _register_validator(self, handler, names):
        """Setup a handler to be called when a trait should be cross validated.

        This is used to setup dynamic notifications for cross-validation.

        If a validator is already registered for any of the provided names, a
        TraitError is raised and no new validator is registered.

        Parameters
        ----------
        handler : callable
            A callable that is called when the given trait is cross-validated.
            Its signature is handler(proposal), where proposal is a Bunch (dictionary with attribute access)
            with the following attributes/keys:
                * ``owner`` : the HasTraits instance
                * ``value`` : the proposed value for the modified trait attribute
                * ``trait`` : the TraitType instance associated with the attribute
        names : List of strings
            The names of the traits that should be cross-validated
        """
        for name in names:
            magic_name = '_%s_validate' % name
            if hasattr(self, magic_name):
                class_value = getattr(self.__class__, magic_name)
                if not isinstance(class_value, ValidateHandler):
                    _deprecated_method(class_value, self.__class, magic_name,
                        "use @validate decorator instead.")
        for name in names:
            self._trait_validators[name] = handler

    def add_traits(self, **traits):
        """Dynamically add trait attributes to the HasTraits instance."""
        self.__class__ = type(self.__class__.__name__, (self.__class__,),
                              traits)
        for trait in traits.values():
            trait.instance_init(self)

    def set_trait(self, name, value):
        """Forcibly sets trait attribute, including read-only attributes."""
        cls = self.__class__
        if not self.has_trait(name):
            raise TraitError("Class %s does not have a trait named %s" %
                                (cls.__name__, name))
        else:
            getattr(cls, name).set(self, value)

    @classmethod
    def class_trait_names(cls, **metadata):
        """Get a list of all the names of this class' traits.

        This method is just like the :meth:`trait_names` method,
        but is unbound.
        """
        return list(cls.class_traits(**metadata))

    @classmethod
    def class_traits(cls, **metadata):
        """Get a ``dict`` of all the traits of this class.  The dictionary
        is keyed on the name and the values are the TraitType objects.

        This method is just like the :meth:`traits` method, but is unbound.

        The TraitTypes returned don't know anything about the values
        that the various HasTrait's instances are holding.

        The metadata kwargs allow functions to be passed in which
        filter traits based on metadata values.  The functions should
        take a single value as an argument and return a boolean.  If
        any function returns False, then the trait is not included in
        the output.  If a metadata key doesn't exist, None will be passed
        to the function.
        """
        traits = dict([memb for memb in getmembers(cls) if
                     isinstance(memb[1], TraitType)])

        if len(metadata) == 0:
            return traits

        result = {}
        for name, trait in traits.items():
            for meta_name, meta_eval in metadata.items():
                if type(meta_eval) is not types.FunctionType:
                    meta_eval = _SimpleTest(meta_eval)
                if not meta_eval(trait.metadata.get(meta_name, None)):
                    break
            else:
                result[name] = trait

        return result

    @classmethod
    def class_own_traits(cls, **metadata):
        """Get a dict of all the traitlets defined on this class, not a parent.

        Works like `class_traits`, except for excluding traits from parents.
        """
        sup = super(cls, cls)
        return {n: t for (n, t) in cls.class_traits(**metadata).items()
                if getattr(sup, n, None) is not t}

    def has_trait(self, name):
        """Returns True if the object has a trait with the specified name."""
        return isinstance(getattr(self.__class__, name, None), TraitType)

    def trait_names(self, **metadata):
        """Get a list of all the names of this class' traits."""
        return list(self.traits(**metadata))

    def traits(self, **metadata):
        """Get a ``dict`` of all the traits of this class.  The dictionary
        is keyed on the name and the values are the TraitType objects.

        The TraitTypes returned don't know anything about the values
        that the various HasTrait's instances are holding.

        The metadata kwargs allow functions to be passed in which
        filter traits based on metadata values.  The functions should
        take a single value as an argument and return a boolean.  If
        any function returns False, then the trait is not included in
        the output.  If a metadata key doesn't exist, None will be passed
        to the function.
        """
        traits = dict([memb for memb in getmembers(self.__class__) if
                     isinstance(memb[1], TraitType)])

        if len(metadata) == 0:
            return traits

        result = {}
        for name, trait in traits.items():
            for meta_name, meta_eval in metadata.items():
                if type(meta_eval) is not types.FunctionType:
                    meta_eval = _SimpleTest(meta_eval)
                if not meta_eval(trait.metadata.get(meta_name, None)):
                    break
            else:
                result[name] = trait

        return result

    def trait_metadata(self, traitname, key, default=None):
        """Get metadata values for trait by key."""
        try:
            trait = getattr(self.__class__, traitname)
        except AttributeError:
            raise TraitError("Class %s does not have a trait named %s" %
                                (self.__class__.__name__, traitname))
        metadata_name = '_' + traitname + '_metadata'
        if hasattr(self, metadata_name) and key in getattr(self, metadata_name):
            return getattr(self, metadata_name).get(key, default)
        else:
            return trait.metadata.get(key, default)

    @classmethod
    def class_own_trait_events(cls, name):
        """Get a dict of all event handlers defined on this class, not a parent.

        Works like ``event_handlers``, except for excluding traits from parents.
        """
        sup = super(cls, cls)
        return {n: e for (n, e) in cls.events(name).items()
                if getattr(sup, n, None) is not e}

    @classmethod
    def trait_events(cls, name=None):
        """Get a ``dict`` of all the event handlers of this class.

        Parameters
        ----------
        name: str (default: None)
            The name of a trait of this class. If name is ``None`` then all
            the event handlers of this class will be returned instead.

        Returns
        -------
        The event handlers associated with a trait name, or all event handlers.
        """
        events = {}
        for k, v in getmembers(cls):
            if isinstance(v, EventHandler):
                if name is None:
                    events[k] = v
                elif name in v.trait_names:
                    events[k] = v
                elif hasattr(v, 'tags'):
                    if cls.trait_names(**v.tags):
                        events[k] = v
        return events

#-----------------------------------------------------------------------------
# Actual TraitTypes implementations/subclasses
#-----------------------------------------------------------------------------

#-----------------------------------------------------------------------------
# TraitTypes subclasses for handling classes and instances of classes
#-----------------------------------------------------------------------------


class ClassBasedTraitType(TraitType):
    """
    A trait with error reporting and string -> type resolution for Type,
    Instance and This.
    """

    def _resolve_string(self, string):
        """
        Resolve a string supplied for a type into an actual object.
        """
        return import_item(string)

    def error(self, obj, value):
        kind = type(value)
        if six.PY2 and kind is InstanceType:
            msg = 'class %s' % value.__class__.__name__
        else:
            msg = '%s (i.e. %s)' % ( str( kind )[1:-1], repr( value ) )

        if obj is not None:
            e = "The '%s' trait of %s instance must be %s, but a value of %s was specified." \
                % (self.name, class_of(obj),
                   self.info(), msg)
        else:
            e = "The '%s' trait must be %s, but a value of %r was specified." \
                % (self.name, self.info(), msg)

        raise TraitError(e)


class Type(ClassBasedTraitType):
    """A trait whose value must be a subclass of a specified class."""

    def __init__ (self, default_value=Undefined, klass=None, **kwargs):
        """Construct a Type trait

        A Type trait specifies that its values must be subclasses of
        a particular class.

        If only ``default_value`` is given, it is used for the ``klass`` as
        well. If neither are given, both default to ``object``.

        Parameters
        ----------
        default_value : class, str or None
            The default value must be a subclass of klass.  If an str,
            the str must be a fully specified class name, like 'foo.bar.Bah'.
            The string is resolved into real class, when the parent
            :class:`HasTraits` class is instantiated.
        klass : class, str [ default object ]
            Values of this trait must be a subclass of klass.  The klass
            may be specified in a string like: 'foo.bar.MyClass'.
            The string is resolved into real class, when the parent
            :class:`HasTraits` class is instantiated.
        allow_none : bool [ default False ]
            Indicates whether None is allowed as an assignable value.
        """
        if default_value is Undefined:
            new_default_value = object if (klass is None) else klass
        else:
            new_default_value = default_value

        if klass is None:
            if (default_value is None) or (default_value is Undefined):
                klass = object
            else:
                klass = default_value

        if not (inspect.isclass(klass) or isinstance(klass, six.string_types)):
            raise TraitError("A Type trait must specify a class.")

        self.klass = klass

        super(Type, self).__init__(new_default_value, **kwargs)

    def validate(self, obj, value):
        """Validates that the value is a valid object instance."""
        if isinstance(value, six.string_types):
            try:
                value = self._resolve_string(value)
            except ImportError:
                raise TraitError("The '%s' trait of %s instance must be a type, but "
                                 "%r could not be imported" % (self.name, obj, value))
        try:
            if issubclass(value, self.klass):
                return value
        except:
            pass

        self.error(obj, value)

    def info(self):
        """ Returns a description of the trait."""
        if isinstance(self.klass, six.string_types):
            klass = self.klass
        else:
            klass = self.klass.__module__ + '.' + self.klass.__name__
        result = "a subclass of '%s'" % klass
        if self.allow_none:
            return result + ' or None'
        return result

    def instance_init(self, obj):
        self._resolve_classes()
        super(Type, self).instance_init(obj)

    def _resolve_classes(self):
        if isinstance(self.klass, six.string_types):
            self.klass = self._resolve_string(self.klass)
        if isinstance(self.default_value, six.string_types):
            self.default_value = self._resolve_string(self.default_value)

    def default_value_repr(self):
        value = self.default_value
        if isinstance(value, six.string_types):
            return repr(value)
        else:
            return repr('{}.{}'.format(value.__module__, value.__name__))


class Instance(ClassBasedTraitType):
    """A trait whose value must be an instance of a specified class.

    The value can also be an instance of a subclass of the specified class.

    Subclasses can declare default classes by overriding the klass attribute
    """

    klass = None

    def __init__(self, klass=None, args=None, kw=None, **kwargs):
        """Construct an Instance trait.

        This trait allows values that are instances of a particular
        class or its subclasses.  Our implementation is quite different
        from that of enthough.traits as we don't allow instances to be used
        for klass and we handle the ``args`` and ``kw`` arguments differently.

        Parameters
        ----------
        klass : class, str
            The class that forms the basis for the trait.  Class names
            can also be specified as strings, like 'foo.bar.Bar'.
        args : tuple
            Positional arguments for generating the default value.
        kw : dict
            Keyword arguments for generating the default value.
        allow_none : bool [ default False ]
            Indicates whether None is allowed as a value.

        Notes
        -----
        If both ``args`` and ``kw`` are None, then the default value is None.
        If ``args`` is a tuple and ``kw`` is a dict, then the default is
        created as ``klass(*args, **kw)``.  If exactly one of ``args`` or ``kw`` is
        None, the None is replaced by ``()`` or ``{}``, respectively.
        """
        if klass is None:
            klass = self.klass

        if (klass is not None) and (inspect.isclass(klass) or isinstance(klass, six.string_types)):
            self.klass = klass
        else:
            raise TraitError('The klass attribute must be a class'
                                ' not: %r' % klass)

        if (kw is not None) and not isinstance(kw, dict):
            raise TraitError("The 'kw' argument must be a dict or None.")
        if (args is not None) and not isinstance(args, tuple):
            raise TraitError("The 'args' argument must be a tuple or None.")

        self.default_args = args
        self.default_kwargs = kw

        super(Instance, self).__init__(**kwargs)

    def validate(self, obj, value):
        if isinstance(value, self.klass):
            return value
        else:
            self.error(obj, value)

    def info(self):
        if isinstance(self.klass, six.string_types):
            klass = self.klass
        else:
            klass = self.klass.__name__
        result = class_of(klass)
        if self.allow_none:
            return result + ' or None'

        return result

    def instance_init(self, obj):
        self._resolve_classes()
        super(Instance, self).instance_init(obj)

    def _resolve_classes(self):
        if isinstance(self.klass, six.string_types):
            self.klass = self._resolve_string(self.klass)

    def make_dynamic_default(self):
        if (self.default_args is None) and (self.default_kwargs is None):
            return None
        return self.klass(*(self.default_args or ()),
                          **(self.default_kwargs or {}))

    def default_value_repr(self):
        return repr(self.make_dynamic_default())


class ForwardDeclaredMixin(object):
    """
    Mixin for forward-declared versions of Instance and Type.
    """
    def _resolve_string(self, string):
        """
        Find the specified class name by looking for it in the module in which
        our this_class attribute was defined.
        """
        modname = self.this_class.__module__
        return import_item('.'.join([modname, string]))


class ForwardDeclaredType(ForwardDeclaredMixin, Type):
    """
    Forward-declared version of Type.
    """
    pass


class ForwardDeclaredInstance(ForwardDeclaredMixin, Instance):
    """
    Forward-declared version of Instance.
    """
    pass


class This(ClassBasedTraitType):
    """A trait for instances of the class containing this trait.

    Because how how and when class bodies are executed, the ``This``
    trait can only have a default value of None.  This, and because we
    always validate default values, ``allow_none`` is *always* true.
    """

    info_text = 'an instance of the same type as the receiver or None'

    def __init__(self, **kwargs):
        super(This, self).__init__(None, **kwargs)

    def validate(self, obj, value):
        # What if value is a superclass of obj.__class__?  This is
        # complicated if it was the superclass that defined the This
        # trait.
        if isinstance(value, self.this_class) or (value is None):
            return value
        else:
            self.error(obj, value)


class Union(TraitType):
    """A trait type representing a Union type."""

    def __init__(self, trait_types, **kwargs):
        """Construct a Union  trait.

        This trait allows values that are allowed by at least one of the
        specified trait types. A Union traitlet cannot have metadata on
        its own, besides the metadata of the listed types.

        Parameters
        ----------
        trait_types: sequence
            The list of trait types of length at least 1.

        Notes
        -----
        Union([Float(), Bool(), Int()]) attempts to validate the provided values
        with the validation function of Float, then Bool, and finally Int.
        """
        self.trait_types = trait_types
        self.info_text = " or ".join([tt.info() for tt in self.trait_types])
        super(Union, self).__init__(**kwargs)

    def class_init(self, cls, name):
        for trait_type in self.trait_types:
            trait_type.class_init(cls, None)
        super(Union, self).class_init(cls, name)

    def instance_init(self, obj):
        for trait_type in self.trait_types:
            trait_type.instance_init(obj)
        super(Union, self).instance_init(obj)

    def validate(self, obj, value):
        with obj.cross_validation_lock:
            for trait_type in self.trait_types:
                try:
                    v = trait_type._validate(obj, value)
                    # In the case of an element trait, the name is None
                    if self.name is not None:
                        setattr(obj, '_' + self.name + '_metadata', trait_type.metadata)
                    return v
                except TraitError:
                    continue
        self.error(obj, value)

    def __or__(self, other):
        if isinstance(other, Union):
            return Union(self.trait_types + other.trait_types)
        else:
            return Union(self.trait_types + [other])

    def make_dynamic_default(self):
        if self.default_value is not Undefined:
            return self.default_value
        for trait_type in self.trait_types:
            if trait_type.default_value is not Undefined:
                return trait_type.default_value
            elif hasattr(trait_type, 'make_dynamic_default'):
                return trait_type.make_dynamic_default()


#-----------------------------------------------------------------------------
# Basic TraitTypes implementations/subclasses
#-----------------------------------------------------------------------------


class Any(TraitType):
    """A trait which allows any value."""
    default_value = None
    info_text = 'any value'


def _validate_bounds(trait, obj, value):
    """
    Validate that a number to be applied to a trait is between bounds.

    If value is not between min_bound and max_bound, this raises a
    TraitError with an error message appropriate for this trait.
    """
    if trait.min is not None and value < trait.min:
        raise TraitError(
            "The value of the '{name}' trait of {klass} instance should "
            "not be less than {min_bound}, but a value of {value} was "
            "specified".format(
                name=trait.name, klass=class_of(obj),
                value=value, min_bound=trait.min))
    if trait.max is not None and value > trait.max:
        raise TraitError(
            "The value of the '{name}' trait of {klass} instance should "
            "not be greater than {max_bound}, but a value of {value} was "
            "specified".format(
                name=trait.name, klass=class_of(obj),
                value=value, max_bound=trait.max))
    return value


class Int(TraitType):
    """An int trait."""

    default_value = 0
    info_text = 'an int'

    def __init__(self, default_value=Undefined, allow_none=False, **kwargs):
        self.min = kwargs.pop('min', None)
        self.max = kwargs.pop('max', None)
        super(Int, self).__init__(default_value=default_value,
                                  allow_none=allow_none, **kwargs)

    def validate(self, obj, value):
        if not isinstance(value, int):
            self.error(obj, value)
        return _validate_bounds(self, obj, value)


class CInt(Int):
    """A casting version of the int trait."""

    def validate(self, obj, value):
        try:
            value = int(value)
        except:
            self.error(obj, value)
        return _validate_bounds(self, obj, value)


if six.PY2:
    class Long(TraitType):
        """A long integer trait."""

        default_value = 0
        info_text = 'a long'

        def __init__(self, default_value=Undefined, allow_none=False, **kwargs):
            self.min = kwargs.pop('min', None)
            self.max = kwargs.pop('max', None)
            super(Long, self).__init__(
                default_value=default_value,
                allow_none=allow_none, **kwargs)

        def _validate_long(self, obj, value):
            if isinstance(value, long):
                return value
            if isinstance(value, int):
                return long(value)
            self.error(obj, value)

        def validate(self, obj, value):
            value = self._validate_long(obj, value)
            return _validate_bounds(self, obj, value)


    class CLong(Long):
        """A casting version of the long integer trait."""

        def validate(self, obj, value):
            try:
                value = long(value)
            except:
                self.error(obj, value)
            return _validate_bounds(self, obj, value)


    class Integer(TraitType):
        """An integer trait.

        Longs that are unnecessary (<= sys.maxint) are cast to ints."""

        default_value = 0
        info_text = 'an integer'

        def __init__(self, default_value=Undefined, allow_none=False, **kwargs):
            self.min = kwargs.pop('min', None)
            self.max = kwargs.pop('max', None)
            super(Integer, self).__init__(
                default_value=default_value,
                allow_none=allow_none, **kwargs)

        def _validate_int(self, obj, value):
            if isinstance(value, int):
                return value
            if isinstance(value, long):
                # downcast longs that fit in int:
                # note that int(n > sys.maxint) returns a long, so
                # we don't need a condition on this cast
                return int(value)
            if sys.platform == "cli":
                from System import Int64
                if isinstance(value, Int64):
                    return int(value)
            self.error(obj, value)

        def validate(self, obj, value):
            value = self._validate_int(obj, value)
            return _validate_bounds(self, obj, value)

else:
    Long, CLong = Int, CInt
    Integer = Int


class Float(TraitType):
    """A float trait."""

    default_value = 0.0
    info_text = 'a float'

    def __init__(self, default_value=Undefined, allow_none=False, **kwargs):
        self.min = kwargs.pop('min', -float('inf'))
        self.max = kwargs.pop('max', float('inf'))
        super(Float, self).__init__(default_value=default_value,
                                    allow_none=allow_none, **kwargs)

    def validate(self, obj, value):
        if isinstance(value, int):
            value = float(value)
        if not isinstance(value, float):
            self.error(obj, value)
        return _validate_bounds(self, obj, value)


class CFloat(Float):
    """A casting version of the float trait."""

    def validate(self, obj, value):
        try:
            value = float(value)
        except:
            self.error(obj, value)
        return _validate_bounds(self, obj, value)


class Complex(TraitType):
    """A trait for complex numbers."""

    default_value = 0.0 + 0.0j
    info_text = 'a complex number'

    def validate(self, obj, value):
        if isinstance(value, complex):
            return value
        if isinstance(value, (float, int)):
            return complex(value)
        self.error(obj, value)


class CComplex(Complex):
    """A casting version of the complex number trait."""

    def validate (self, obj, value):
        try:
            return complex(value)
        except:
            self.error(obj, value)

# We should always be explicit about whether we're using bytes or unicode, both
# for Python 3 conversion and for reliable unicode behaviour on Python 2. So
# we don't have a Str type.
class Bytes(TraitType):
    """A trait for byte strings."""

    default_value = b''
    info_text = 'a bytes object'

    def validate(self, obj, value):
        if isinstance(value, bytes):
            return value
        self.error(obj, value)


class CBytes(Bytes):
    """A casting version of the byte string trait."""

    def validate(self, obj, value):
        try:
            return bytes(value)
        except:
            self.error(obj, value)


class Unicode(TraitType):
    """A trait for unicode strings."""

    default_value = u''
    info_text = 'a unicode string'

    def validate(self, obj, value):
        if isinstance(value, six.text_type):
            return value
        if isinstance(value, bytes):
            try:
                return value.decode('ascii', 'strict')
            except UnicodeDecodeError:
                msg = "Could not decode {!r} for unicode trait '{}' of {} instance."
                raise TraitError(msg.format(value, self.name, class_of(obj)))
        self.error(obj, value)


class CUnicode(Unicode):
    """A casting version of the unicode trait."""

    def validate(self, obj, value):
        try:
            return six.text_type(value)
        except:
            self.error(obj, value)


class ObjectName(TraitType):
    """A string holding a valid object name in this version of Python.

    This does not check that the name exists in any scope."""
    info_text = "a valid object identifier in Python"

    if six.PY2:
        # Python 2:
        def coerce_str(self, obj, value):
            "In Python 2, coerce ascii-only unicode to str"
            if isinstance(value, unicode):
                try:
                    return str(value)
                except UnicodeEncodeError:
                    self.error(obj, value)
            return value
    else:
        coerce_str = staticmethod(lambda _,s: s)

    def validate(self, obj, value):
        value = self.coerce_str(obj, value)

        if isinstance(value, six.string_types) and isidentifier(value):
            return value
        self.error(obj, value)

class DottedObjectName(ObjectName):
    """A string holding a valid dotted object name in Python, such as A.b3._c"""
    def validate(self, obj, value):
        value = self.coerce_str(obj, value)

        if isinstance(value, six.string_types) and all(isidentifier(a)
          for a in value.split('.')):
            return value
        self.error(obj, value)


class Bool(TraitType):
    """A boolean (True, False) trait."""

    default_value = False
    info_text = 'a boolean'

    def validate(self, obj, value):
        if isinstance(value, bool):
            return value
        self.error(obj, value)


class CBool(Bool):
    """A casting version of the boolean trait."""

    def validate(self, obj, value):
        try:
            return bool(value)
        except:
            self.error(obj, value)


class Enum(TraitType):
    """An enum whose value must be in a given sequence."""

    def __init__(self, values, default_value=Undefined, **kwargs):
        self.values = values
        if kwargs.get('allow_none', False) and default_value is Undefined:
            default_value = None
        super(Enum, self).__init__(default_value, **kwargs)

    def validate(self, obj, value):
        if value in self.values:
                return value
        self.error(obj, value)

    def info(self):
        """ Returns a description of the trait."""
        result = 'any of ' + repr(self.values)
        if self.allow_none:
            return result + ' or None'
        return result

class CaselessStrEnum(Enum):
    """An enum of strings where the case should be ignored."""

    def __init__(self, values, default_value=Undefined, **kwargs):
        values = [cast_unicode_py2(value) for value in values]
        super(CaselessStrEnum, self).__init__(values, default_value=default_value, **kwargs)

    def validate(self, obj, value):
        if isinstance(value, str):
            value = cast_unicode_py2(value)
        if not isinstance(value, six.string_types):
            self.error(obj, value)

        for v in self.values:
            if v.lower() == value.lower():
                return v
        self.error(obj, value)

class Container(Instance):
    """An instance of a container (list, set, etc.)

    To be subclassed by overriding klass.
    """
    klass = None
    _cast_types = ()
    _valid_defaults = SequenceTypes
    _trait = None

    def __init__(self, trait=None, default_value=None, **kwargs):
        """Create a container trait type from a list, set, or tuple.

        The default value is created by doing ``List(default_value)``,
        which creates a copy of the ``default_value``.

        ``trait`` can be specified, which restricts the type of elements
        in the container to that TraitType.

        If only one arg is given and it is not a Trait, it is taken as
        ``default_value``:

        ``c = List([1, 2, 3])``

        Parameters
        ----------

        trait : TraitType [ optional ]
            the type for restricting the contents of the Container.  If unspecified,
            types are not checked.

        default_value : SequenceType [ optional ]
            The default value for the Trait.  Must be list/tuple/set, and
            will be cast to the container type.

        allow_none : bool [ default False ]
            Whether to allow the value to be None

        **kwargs : any
            further keys for extensions to the Trait (e.g. config)

        """
        # allow List([values]):
        if default_value is None and not is_trait(trait):
            default_value = trait
            trait = None

        if default_value is None:
            args = ()
        elif isinstance(default_value, self._valid_defaults):
            args = (default_value,)
        else:
            raise TypeError('default value of %s was %s' %(self.__class__.__name__, default_value))

        if is_trait(trait):
            if isinstance(trait, type):
                warn("Traits should be given as instances, not types (for example, `Int()`, not `Int`)."
                     " Passing types is deprecated in traitlets 4.1.",
                     DeprecationWarning, stacklevel=3)
            self._trait = trait() if isinstance(trait, type) else trait
        elif trait is not None:
            raise TypeError("`trait` must be a Trait or None, got %s" % repr_type(trait))

        super(Container,self).__init__(klass=self.klass, args=args, **kwargs)

    def element_error(self, obj, element, validator):
        e = "Element of the '%s' trait of %s instance must be %s, but a value of %s was specified." \
            % (self.name, class_of(obj), validator.info(), repr_type(element))
        raise TraitError(e)

    def validate(self, obj, value):
        if isinstance(value, self._cast_types):
            value = self.klass(value)
        value = super(Container, self).validate(obj, value)
        if value is None:
            return value

        value = self.validate_elements(obj, value)

        return value

    def validate_elements(self, obj, value):
        validated = []
        if self._trait is None or isinstance(self._trait, Any):
            return value
        for v in value:
            try:
                v = self._trait._validate(obj, v)
            except TraitError:
                self.element_error(obj, v, self._trait)
            else:
                validated.append(v)
        return self.klass(validated)

    def class_init(self, cls, name):
        if isinstance(self._trait, TraitType):
            self._trait.class_init(cls, None)
        super(Container, self).class_init(cls, name)

    def instance_init(self, obj):
        if isinstance(self._trait, TraitType):
            self._trait.instance_init(obj)
        super(Container, self).instance_init(obj)


class List(Container):
    """An instance of a Python list."""
    klass = list
    _cast_types = (tuple,)

    def __init__(self, trait=None, default_value=None, minlen=0, maxlen=sys.maxsize, **kwargs):
        """Create a List trait type from a list, set, or tuple.

        The default value is created by doing ``list(default_value)``,
        which creates a copy of the ``default_value``.

        ``trait`` can be specified, which restricts the type of elements
        in the container to that TraitType.

        If only one arg is given and it is not a Trait, it is taken as
        ``default_value``:

        ``c = List([1, 2, 3])``

        Parameters
        ----------

        trait : TraitType [ optional ]
            the type for restricting the contents of the Container.
            If unspecified, types are not checked.

        default_value : SequenceType [ optional ]
            The default value for the Trait.  Must be list/tuple/set, and
            will be cast to the container type.

        minlen : Int [ default 0 ]
            The minimum length of the input list

        maxlen : Int [ default sys.maxsize ]
            The maximum length of the input list
        """
        self._minlen = minlen
        self._maxlen = maxlen
        super(List, self).__init__(trait=trait, default_value=default_value,
                                   **kwargs)

    def length_error(self, obj, value):
        e = "The '%s' trait of %s instance must be of length %i <= L <= %i, but a value of %s was specified." \
            % (self.name, class_of(obj), self._minlen, self._maxlen, value)
        raise TraitError(e)

    def validate_elements(self, obj, value):
        length = len(value)
        if length < self._minlen or length > self._maxlen:
            self.length_error(obj, value)

        return super(List, self).validate_elements(obj, value)

    def validate(self, obj, value):
        value = super(List, self).validate(obj, value)
        value = self.validate_elements(obj, value)
        return value


class Set(List):
    """An instance of a Python set."""
    klass = set
    _cast_types = (tuple, list)

    # Redefine __init__ just to make the docstring more accurate.
    def __init__(self, trait=None, default_value=None, minlen=0, maxlen=sys.maxsize,
                 **kwargs):
        """Create a Set trait type from a list, set, or tuple.

        The default value is created by doing ``set(default_value)``,
        which creates a copy of the ``default_value``.

        ``trait`` can be specified, which restricts the type of elements
        in the container to that TraitType.

        If only one arg is given and it is not a Trait, it is taken as
        ``default_value``:

        ``c = Set({1, 2, 3})``

        Parameters
        ----------

        trait : TraitType [ optional ]
            the type for restricting the contents of the Container.
            If unspecified, types are not checked.

        default_value : SequenceType [ optional ]
            The default value for the Trait.  Must be list/tuple/set, and
            will be cast to the container type.

        minlen : Int [ default 0 ]
            The minimum length of the input list

        maxlen : Int [ default sys.maxsize ]
            The maximum length of the input list
        """
        super(Set, self).__init__(trait, default_value, minlen, maxlen, **kwargs)


class Tuple(Container):
    """An instance of a Python tuple."""
    klass = tuple
    _cast_types = (list,)

    def __init__(self, *traits, **kwargs):
        """Create a tuple from a list, set, or tuple.

        Create a fixed-type tuple with Traits:

        ``t = Tuple(Int(), Str(), CStr())``

        would be length 3, with Int,Str,CStr for each element.

        If only one arg is given and it is not a Trait, it is taken as
        default_value:

        ``t = Tuple((1, 2, 3))``

        Otherwise, ``default_value`` *must* be specified by keyword.

        Parameters
        ----------

        `*traits` : TraitTypes [ optional ]
            the types for restricting the contents of the Tuple.  If unspecified,
            types are not checked. If specified, then each positional argument
            corresponds to an element of the tuple.  Tuples defined with traits
            are of fixed length.

        default_value : SequenceType [ optional ]
            The default value for the Tuple.  Must be list/tuple/set, and
            will be cast to a tuple. If ``traits`` are specified,
            ``default_value`` must conform to the shape and type they specify.
        """
        default_value = kwargs.pop('default_value', Undefined)
        # allow Tuple((values,)):
        if len(traits) == 1 and default_value is Undefined and not is_trait(traits[0]):
            default_value = traits[0]
            traits = ()

        if default_value is Undefined:
            args = ()
        elif isinstance(default_value, self._valid_defaults):
            args = (default_value,)
        else:
            raise TypeError('default value of %s was %s' %(self.__class__.__name__, default_value))

        self._traits = []
        for trait in traits:
            if isinstance(trait, type):
                warn("Traits should be given as instances, not types (for example, `Int()`, not `Int`)"
                     " Passing types is deprecated in traitlets 4.1.",
                     DeprecationWarning, stacklevel=2)
            t = trait() if isinstance(trait, type) else trait
            self._traits.append(t)

        if self._traits and default_value is None:
            # don't allow default to be an empty container if length is specified
            args = None
        super(Container,self).__init__(klass=self.klass, args=args, **kwargs)

    def validate_elements(self, obj, value):
        if not self._traits:
            # nothing to validate
            return value
        if len(value) != len(self._traits):
            e = "The '%s' trait of %s instance requires %i elements, but a value of %s was specified." \
                % (self.name, class_of(obj), len(self._traits), repr_type(value))
            raise TraitError(e)

        validated = []
        for t, v in zip(self._traits, value):
            try:
                v = t._validate(obj, v)
            except TraitError:
                self.element_error(obj, v, t)
            else:
                validated.append(v)
        return tuple(validated)

    def class_init(self, cls, name):
        for trait in self._traits:
            if isinstance(trait, TraitType):
                trait.class_init(cls, None)
        super(Container, self).class_init(cls, name)

    def instance_init(self, obj):
        for trait in self._traits:
            if isinstance(trait, TraitType):
                trait.instance_init(obj)
        super(Container, self).instance_init(obj)


class Dict(Instance):
    """An instance of a Python dict."""
    _trait = None

    def __init__(self, trait=None, traits=None, default_value=Undefined,
                 **kwargs):
        """Create a dict trait type from a Python dict.

        The default value is created by doing ``dict(default_value)``,
        which creates a copy of the ``default_value``.

        Parameters
        ----------

        trait : TraitType [ optional ]
            The specified trait type to check and use to restrict contents of
            the Container. If unspecified, trait types are not checked.

        traits : Dictionary of trait types [ optional ]
            A Python dictionary containing the types that are valid for
            restricting the content of the Dict Container for certain keys.

        default_value : SequenceType [ optional ]
            The default value for the Dict.  Must be dict, tuple, or None, and
            will be cast to a dict if not None. If `trait` is specified, the
            `default_value` must conform to the constraints it specifies.
        """
        # Handling positional arguments
        if default_value is Undefined and trait is not None:
            if not is_trait(trait):
                default_value = trait
                trait = None

        # Handling default value
        if default_value is Undefined:
            default_value = {}
        if default_value is None:
            args = None
        elif isinstance(default_value, dict):
            args = (default_value,)
        elif isinstance(default_value, SequenceTypes):
            args = (default_value,)
        else:
            raise TypeError('default value of Dict was %s' % default_value)

        # Case where a type of TraitType is provided rather than an instance
        if is_trait(trait):
            if isinstance(trait, type):
                warn("Traits should be given as instances, not types (for example, `Int()`, not `Int`)"
                     " Passing types is deprecated in traitlets 4.1.",
                     DeprecationWarning, stacklevel=2)
            self._trait = trait() if isinstance(trait, type) else trait
        elif trait is not None:
            raise TypeError("`trait` must be a Trait or None, got %s" % repr_type(trait))

        self._traits = traits

        super(Dict, self).__init__(klass=dict, args=args, **kwargs)

    def element_error(self, obj, element, validator):
        e = "Element of the '%s' trait of %s instance must be %s, but a value of %s was specified." \
            % (self.name, class_of(obj), validator.info(), repr_type(element))
        raise TraitError(e)

    def validate(self, obj, value):
        value = super(Dict, self).validate(obj, value)
        if value is None:
            return value
        value = self.validate_elements(obj, value)
        return value

    def validate_elements(self, obj, value):
        use_dict = bool(self._traits)
        default_to = (self._trait or Any())
        if not use_dict and isinstance(default_to, Any):
            return value

        validated = {}
        for key in value:
            if use_dict and key in self._traits:
                validate_with = self._traits[key]
            else:
                validate_with = default_to
            try:
                v = value[key]
                if not isinstance(validate_with, Any):
                    v = validate_with._validate(obj, v)
            except TraitError:
                self.element_error(obj, v, validate_with)
            else:
                validated[key] = v

        return self.klass(validated)

    def class_init(self, cls, name):
        if isinstance(self._trait, TraitType):
            self._trait.class_init(cls, None)
        if self._traits is not None:
            for trait in self._traits.values():
                trait.class_init(cls, None)
        super(Dict, self).class_init(cls, name)

    def instance_init(self, obj):
        if isinstance(self._trait, TraitType):
            self._trait.instance_init(obj)
        if self._traits is not None:
            for trait in self._traits.values():
                trait.instance_init(obj)
        super(Dict, self).instance_init(obj)


class TCPAddress(TraitType):
    """A trait for an (ip, port) tuple.

    This allows for both IPv4 IP addresses as well as hostnames.
    """

    default_value = ('127.0.0.1', 0)
    info_text = 'an (ip, port) tuple'

    def validate(self, obj, value):
        if isinstance(value, tuple):
            if len(value) == 2:
                if isinstance(value[0], six.string_types) and isinstance(value[1], int):
                    port = value[1]
                    if port >= 0 and port <= 65535:
                        return value
        self.error(obj, value)

class CRegExp(TraitType):
    """A casting compiled regular expression trait.

    Accepts both strings and compiled regular expressions. The resulting
    attribute will be a compiled regular expression."""

    info_text = 'a regular expression'

    def validate(self, obj, value):
        try:
            return re.compile(value)
        except:
            self.error(obj, value)


class UseEnum(TraitType):
    """Use a Enum class as model for the data type description.
    Note that if no default-value is provided, the first enum-value is used
    as default-value.

    .. sourcecode:: python

        # -- SINCE: Python 3.4 (or install backport: pip install enum34)
        import enum
        from traitlets import HasTraits, UseEnum

        class Color(enum.Enum):
            red = 1         # -- IMPLICIT: default_value
            blue = 2
            green = 3

        class MyEntity(HasTraits):
            color = UseEnum(Color, default_value=Color.blue)

        entity = MyEntity(color=Color.red)
        entity.color = Color.green    # USE: Enum-value (preferred)
        entity.color = "green"        # USE: name (as string)
        entity.color = "Color.green"  # USE: scoped-name (as string)
        entity.color = 3              # USE: number (as int)
        assert entity.color is Color.green
    """
    default_value = None
    info_text = "Trait type adapter to a Enum class"

    def __init__(self, enum_class, default_value=None, **kwargs):
        assert issubclass(enum_class, enum.Enum), \
                          "REQUIRE: enum.Enum, but was: %r" % enum_class
        allow_none = kwargs.get("allow_none", False)
        if default_value is None and not allow_none:
            default_value = list(enum_class.__members__.values())[0]
        super(UseEnum, self).__init__(default_value=default_value, **kwargs)
        self.enum_class = enum_class
        self.name_prefix = enum_class.__name__ + "."

    def select_by_number(self, value, default=Undefined):
        """Selects enum-value by using its number-constant."""
        assert isinstance(value, int)
        enum_members = self.enum_class.__members__
        for enum_item in enum_members.values():
            if enum_item.value == value:
                return enum_item
        # -- NOT FOUND:
        return default

    def select_by_name(self, value, default=Undefined):
        """Selects enum-value by using its name or scoped-name."""
        assert isinstance(value, six.string_types)
        if value.startswith(self.name_prefix):
            # -- SUPPORT SCOPED-NAMES, like: "Color.red" => "red"
            value = value.replace(self.name_prefix, "", 1)
        return self.enum_class.__members__.get(value, default)

    def validate(self, obj, value):
        if isinstance(value, self.enum_class):
            return value
        elif isinstance(value, int):
            # -- CONVERT: number => enum_value (item)
            value2 = self.select_by_number(value)
            if value2 is not Undefined:
                return value2
        elif isinstance(value, six.string_types):
            # -- CONVERT: name or scoped_name (as string) => enum_value (item)
            value2 = self.select_by_name(value)
            if value2 is not Undefined:
                return value2
        elif value is None:
            if self.allow_none:
                return None
            else:
                return self.default_value
        self.error(obj, value)

    def info(self):
        """Returns a description of this Enum trait (in case of errors)."""
        result = "Any of: %s" % ", ".join(self.enum_class.__members__.keys())
        if self.allow_none:
            return result + " or None"
        return result
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  Source code for remoteappmanager.cli.remoteappdb.__main__

#!/usr/bin/env python
"""Script to perform operations on the database of our application."""
import os
import sys
import uuid
from requests.exceptions import ConnectionError

import sqlalchemy.exc
import sqlalchemy.orm.exc
import click
import tabulate

from remoteappmanager.db import orm
from remoteappmanager.utils import parse_volume_string


[docs]def sqlite_url_to_path(url):
    """Converts a sqlalchemy sqlite url to the disk path.

    Parameters
    ----------
    url: str
        A "sqlite:///" path

    Returns
    -------
    str:
        The disk path.
    """
    if not url.startswith("sqlite:///"):
        raise ValueError("Cannot find sqlite")
    return url[len("sqlite:///"):]



[docs]def normalise_to_url(url_or_path):
    """Normalises a disk path to a sqlalchemy url

    Parameters
    ----------
    url_or_path: str
        a sqlalchemy url or a disk path

    Returns
    -------
    str
        A sqlalchemy url
    """
    if ":" not in url_or_path:
        db_url = "sqlite:///"+os.path.expanduser(url_or_path)
    else:
        db_url = url_or_path

    return db_url



[docs]def database(db_url):
    """Retrieves the orm.Database object from the passed db url.

    Parameters
    ----------
    db_url : str
        A string containing a db sqlalchemy url.

    Returns
    -------
    orm.Database instance.
    """
    return orm.Database(url=db_url)



[docs]def print_error(error):
    """Prints an error message to stderr"""
    print("Error: {}".format(error), file=sys.stderr)



[docs]def get_docker_client():
    """ Returns docker.client object using the local environment variables
    """
    # dependencies of docker-py is optional for this script
    try:
        import docker
    except ImportError:
        print_error('docker-py is not installed. '
                    'Try pip install docker-py')
        raise

    client = docker.from_env()
    try:
        client.info()
    except ConnectionError as exception:
        # ConnectionError occurs, say, if the docker machine is not running
        # or if the shell is not in a docker VM (for Mac/Windows)
        print_error('docker client fails to connect.')
        raise

    return client



[docs]def is_sqlitedb_url(db_url):
    """Returns True if the url refers to a sqlite database"""
    return db_url.startswith("sqlite:///")



[docs]def sqlitedb_present(db_url):
    """Checks if the db url is present.
    Remote urls are always assumed to be present, so this method
    concerns mostly sqlite databases."""

    if not db_url.startswith("sqlite:///"):
        raise ValueError("db_url {} does not refer to a "
                         "sqlite database.".format(db_url))

    path = sqlite_url_to_path(db_url)
    return os.path.exists(path)



[docs]class RemoteAppDBContext(object):
    def __init__(self, db_url):
        db_url = normalise_to_url(db_url)
        self.db = database(db_url)



@click.group()
@click.argument("db",
                type=click.STRING,
                default="sqlite:///sqlite.db")
@click.pass_context
def cli(ctx, db):
    """Remote application database manager.
    Performs administrative operations on the database contents."""
    ctx.obj = RemoteAppDBContext(db_url=db)
    ctx.obj.session = ctx.obj.db.create_session()

    @ctx.call_on_close
    def close_session():
        ctx.obj.session.close()


@cli.command()
@click.pass_context
def init(ctx):
    """Initializes the database."""
    db = ctx.obj.db
    db_url = db.url

    # Check if the database already exists
    if is_sqlitedb_url(db_url) and sqlitedb_present(db_url):
        raise click.UsageError("Refusing to overwrite database "
                               "at {}".format(db_url))
    db.reset()


# -------------------------------------------------------------------------
# User commands


@cli.group()
@click.pass_context
def user(ctx):
    """Subcommand to manage users."""
    db = ctx.obj.db
    db_url = db.url

    # sqlite driver for sqlalchemy creates an empty file on commit as a side
    # effect. We don't want this creation to happen, so before attempting
    # the creation we stop short if we already find out that the file is
    # missing and cannot possibly be initialized.
    if is_sqlitedb_url(db_url) and not sqlitedb_present(db_url):
        raise click.UsageError("Could not find database at {}".format(db_url))


@user.command()
@click.argument("user")
@click.pass_context
def create(ctx, user):
    """Creates a user USER in the database."""
    session = ctx.obj.session
    orm_user = orm.User(name=user)

    try:
        with orm.transaction(session):
            session.add(orm_user)
    except sqlalchemy.exc.IntegrityError:
        print_error("User {} already exists".format(user))
    else:
        # Print out the id, so that we can use it if desired.
        print(orm_user.id)


@user.command()
@click.argument("user")
@click.pass_context
def remove(ctx, user):
    """Removes a user."""
    session = ctx.obj.session

    try:
        with orm.transaction(session):
            orm_user = session.query(orm.User).filter(
                orm.User.name == user).one()

            session.delete(orm_user)

    except sqlalchemy.orm.exc.NoResultFound:
        print_error("Could not find user {}".format(user))


@user.command()
@click.option('--no-decoration', is_flag=True,
              help="Disable table decorations")
@click.option('--show-apps', is_flag=True,
              help="Shows the applications each user "
                   "is allowed to run")
@click.pass_context
def list(ctx, no_decoration, show_apps):
    """Show a list of the available users."""

    if no_decoration:
        format = "plain"
        headers = []
    else:
        format = "simple"
        headers = ["ID", "Name"]
        if show_apps:
            headers += ["App", "Home", "View", "Common", "Vol. Source",
                        "Vol. Target", "Vol. Mode"]

    session = ctx.obj.session

    table = []
    with orm.transaction(session):
        for user in session.query(orm.User).all():
            cur = [user.id, user.name]
            table.append(cur)
            if show_apps:
                apps = [[app.image,
                         policy.allow_home,
                         policy.allow_view,
                         policy.allow_common,
                         policy.volume_source,
                         policy.volume_target,
                         policy.volume_mode]
                        for _, app, policy in orm.apps_for_user(session, user)]

                if len(apps) == 0:
                    apps = [['']*7]

                cur.extend(apps[0])
                for app in apps[1:]:
                    table.append(['', ''] + app)

    print(tabulate.tabulate(table, headers=headers, tablefmt=format))

# -------------------------------------------------------------------------
# App commands


@cli.group()
@click.pass_context
def app(ctx):
    """Subcommand to manage applications."""
    db = ctx.obj.db
    db_url = db.url

    if is_sqlitedb_url(db_url) and not sqlitedb_present(db_url):
        raise click.UsageError("Could not find database at {}".format(db_url))


@app.command()  # noqa
@click.argument("image")
@click.option('--verify/--no-verify',
              default=True,
              help="Verify image name against docker.")
@click.pass_context
def create(ctx, image, verify):
    """Creates a new application for image IMAGE."""

    # Verify if `image` is an existing docker image
    # in this machine
    if verify:
        msg = ('{error}. You may consider skipping verifying '
               'image name against docker with --no-verify.')
        try:
            client = get_docker_client()
            client.inspect_image(image)
        except Exception as exception:
            raise click.BadParameter(msg.format(error=str(exception)),
                                     ctx=ctx)

    session = ctx.obj.session
    try:
        with orm.transaction(session):
            orm_app = orm.Application(image=image)
            session.add(orm_app)
    except sqlalchemy.exc.IntegrityError:
        print_error("Application for image {} already exists".format(image))
    else:
        print(orm_app.id)


@app.command()  # noqa
@click.argument("image")
@click.pass_context
def remove(ctx, image):
    """Removes an application from the list."""
    session = ctx.obj.session

    try:
        with orm.transaction(session):
            app = session.query(orm.Application).filter(
                orm.Application.image == image).one()

            session.delete(app)
    except sqlalchemy.orm.exc.NoResultFound:
        print_error("Could not find application for image {}".format(image))


@app.command()  # noqa
@click.option('--no-decoration', is_flag=True,
              help="Disable table decorations")
@click.pass_context
def list(ctx, no_decoration):
    """List all registered applications."""
    if no_decoration:
        tablefmt = "plain"
        headers = []
    else:
        tablefmt = "simple"
        headers = ["ID", "Image"]

    table = []
    session = ctx.obj.session
    with orm.transaction(session):
        for orm_app in session.query(orm.Application).all():
            table.append([orm_app.id, orm_app.image])

    print(tabulate.tabulate(table, headers=headers, tablefmt=tablefmt))


@app.command()
@click.argument("image")
@click.argument("user")
@click.option("--allow-home",
              is_flag=True,
              help="Enable mounting of home directory")
@click.option("--allow-view",
              is_flag=True,
              help="Enable third-party visibility of the running container.")
@click.option("--volume", type=click.STRING,
              help="Application data volume, format=SOURCE:TARGET:MODE, "
                   "where mode is 'ro' or 'rw'.")
@click.pass_context
def grant(ctx, image, user, allow_home, allow_view, volume):
    """Grants access to application identified by IMAGE to a specific
    user USER and specified access policy."""
    allow_common = False
    source = target = mode = None

    if volume is not None:
        allow_common = True
        try:
            source, target, mode = parse_volume_string(volume)
        except ValueError as e:
            raise click.BadOptionUsage("volume", str(e))

    session = ctx.obj.session
    with orm.transaction(session):
        orm_app = session.query(orm.Application).filter(
            orm.Application.image == image).one_or_none()

        if orm_app is None:
            raise click.BadParameter("Unknown application image {}".format(
                image), param_hint="image")

        orm_user = session.query(orm.User).filter(
            orm.User.name == user).one_or_none()

        if orm_user is None:
            raise click.BadParameter("Unknown user {}".format(user),
                                     param_hint="user")

        orm_policy = session.query(orm.ApplicationPolicy).filter(
            orm.ApplicationPolicy.allow_home == allow_home,
            orm.ApplicationPolicy.allow_common == allow_common,
            orm.ApplicationPolicy.allow_view == allow_view,
            orm.ApplicationPolicy.volume_source == source,
            orm.ApplicationPolicy.volume_target == target,
            orm.ApplicationPolicy.volume_mode == mode).one_or_none()

        if orm_policy is None:
            orm_policy = orm.ApplicationPolicy(
                allow_home=allow_home,
                allow_common=allow_common,
                allow_view=allow_view,
                volume_source=source,
                volume_target=target,
                volume_mode=mode,
            )
            session.add(orm_policy)

        # Check if we already have the entry
        acc = session.query(orm.Accounting).filter(
            orm.Accounting.user == orm_user,
            orm.Accounting.application == orm_app,
            orm.Accounting.application_policy == orm_policy
        ).one_or_none()

        if acc is None:
            id = uuid.uuid4().hex
            accounting = orm.Accounting(
                id=id,
                user=orm_user,
                application=orm_app,
                application_policy=orm_policy,
            )
            session.add(accounting)


@app.command()
@click.argument("image")
@click.argument("user")
@click.option("--revoke-all",
              is_flag=True,
              help="revoke all grants for that specific user and application, "
                   "regardless of policy.")
@click.option("--allow-home",
              is_flag=True,
              help="Policy for mounting of home directory")
@click.option("--allow-view",
              is_flag=True,
              help="Policy for third-party visibility "
                   "of the running container.")
@click.option("--volume", type=click.STRING,
              help="Application data volume, format=SOURCE:TARGET:MODE, "
                   "where mode is 'ro' or 'rw'.")
@click.pass_context
def revoke(ctx, image, user, revoke_all, allow_home, allow_view, volume):
    """Revokes access to application identified by IMAGE to a specific
    user USER and specified parameters."""
    allow_common = False
    source = target = mode = None

    if volume is not None:
        allow_common = True
        try:
            source, target, mode = parse_volume_string(volume)
        except ValueError as e:
            raise click.BadOptionUsage("volume", str(e))

    session = ctx.obj.session
    with orm.transaction(session):
        orm_app = session.query(orm.Application).filter(
            orm.Application.image == image).one()

        orm_user = session.query(orm.User).filter(
            orm.User.name == user).one()

        if revoke_all:
            session.query(orm.Accounting).filter(
                orm.Accounting.application == orm_app,
                orm.Accounting.user == orm_user,
                ).delete()

        else:
            orm_policy = session.query(orm.ApplicationPolicy).filter(
                orm.ApplicationPolicy.allow_home == allow_home,
                orm.ApplicationPolicy.allow_common == allow_common,
                orm.ApplicationPolicy.allow_view == allow_view,
                orm.ApplicationPolicy.volume_source == source,
                orm.ApplicationPolicy.volume_target == target,
                orm.ApplicationPolicy.volume_mode == mode).one()

            session.query(orm.Accounting).filter(
                orm.Accounting.application == orm_app,
                orm.Accounting.user == orm_user,
                orm.Accounting.application_policy == orm_policy,
            ).delete()


[docs]def main():
    cli(obj={})



if __name__ == '__main__':
    main()





          

      

      

    


    
        © Copyright 2016, SimPhoNy Project.
      Created using Sphinx 1.4.4.
    

  

_modules/remoteappmanager/cli/remoteapprest/__main__.html


    
      Navigation


      
        		
          index


        		
          modules |


        		Simphony-remote 1.0.0 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for remoteappmanager.cli.remoteapprest.__main__

#!/usr/bin/env python
import sys
import os
import requests
import requests.utils
import json
from urllib.parse import urljoin

import click

from requests.packages.urllib3.exceptions import InsecureRequestWarning
from requests.packages.urllib3 import disable_warnings


[docs]class Credentials:
    """Data class to hold the credentials extracted from the credential file.
    """
    def __init__(self, url, username, cookies):
        self.url = url
        self.username = username
        self.cookies = cookies

    @classmethod
[docs]    def from_file(cls, credentials_file):
        """Extracts the authorization info from the credentials file.
        Returns a tuple with url, username, and a dict of credentials
        cookies"""
        with open(credentials_file, "r") as f:
            lines = f.readlines()

        url = lines[0].strip()
        username = lines[1].strip()
        cookies = {}
        for line in lines[2:]:
            k, v = line.split('=', 1)
            cookies[k.strip()] = v.strip()

        return cls(url, username, cookies)


[docs]    def write(self, credentials_file):
        """Stores the credentials in a credentials file."""
        with open(credentials_file, "w") as f:
            f.write("{}\n".format(self.url))
            f.write("{}\n".format(self.username))
            for k, v in self.cookies.items():
                f.write("{}={}\n".format(k, v))




[docs]class RemoteAppRestContext:
    """The click context passed around."""
    credentials_file = None
    credentials = None



@click.group()
@click.option("--credentials-file",
              default=os.path.expanduser("~/.remoteapprest"),
              help="Specify a different credentials file.")
@click.pass_context
def cli(ctx, credentials_file):
    """Command line interface to start, stop, and inquire applications
    on the remote application server."""
    ctx.obj = RemoteAppRestContext()
    ctx.obj.credentials_file = credentials_file
    try:
        ctx.obj.credentials = Credentials.from_file(credentials_file)
    except IOError:
        ctx.obj.credentials = None


@cli.command()
@click.argument("url")
@click.option("--username", prompt=True)
@click.option('--password',
              prompt=True,
              confirmation_prompt=False,
              hide_input=True)
@click.pass_context
def login(ctx, url, username, password):
    """Performs login on the remote server at the specified URL."""
    login_url = urljoin(url, "/hub/login")

    payload = {"username": username, "password": password}

    # Unfortunately, jupyterhub handles the afterlogin with an immediate
    # redirection, meaning that we have to check for a 302 and prevent
    # redirection in order to capture the cookies.
    try:
        response = requests.post(login_url, payload, verify=False,
                                 allow_redirects=False)
    except Exception as e:
        print("Could not perform request. {}".format(e), file=sys.stderr)
        sys.exit(1)

    if response.status_code == 302:
        cookies_dict = requests.utils.dict_from_cookiejar(response.cookies)
        cred = Credentials(url, username, cookies_dict)
        cred.write(ctx.obj.credentials_file)
    else:
        print("Failed to perform login. Server replied with error: {}".format(
            response.status_code), file=sys.stderr)
        sys.exit(1)

# -------------------------------------------------------------------------


@cli.group()
@click.pass_context
def app(ctx):
    """Various subcommands to inquire the remote server."""
    if ctx.obj.credentials is None:
        raise click.ClickException("Missing credentials. "
                                   "Use the login command to authenticate.")


@app.command()
@click.pass_context
def available(ctx):
    """Shows the available applications."""
    cred = ctx.obj.credentials
    url, username, cookies = cred.url, cred.username, cred.cookies

    request_url = urljoin(url,
                          "/user/{}/api/v1/applications/".format(username))
    response = requests.get(request_url, cookies=cookies, verify=False)

    data = json.loads(response.content.decode("utf-8"))
    for item_id in data["items"]:
        request_url = urljoin(url,
                              "/user/{}/api/v1/applications/{}/".format(
                                  username,
                                  item_id))
        response = requests.get(request_url, cookies=cookies, verify=False)
        app_data = json.loads(response.content.decode("utf-8"))
        print("{} : {}".format(item_id, app_data["image"]["ui_name"]))


@app.command()
@click.argument("identifier")
@click.pass_context
def start(ctx, identifier):
    """Starts a container for application identified by IDENTIFIER.
    If a container is already running, restarts it."""
    cred = ctx.obj.credentials
    url, username, cookies = cred.url, cred.username, cred.cookies

    request_url = urljoin(url,
                          "/user/{}/api/v1/containers/".format(username))

    payload = json.dumps(dict(
        mapping_id=identifier
    ))

    response = requests.post(request_url, payload, cookies=cookies,
                             verify=False)
    if response.status_code == 201:
        location = response.headers["Location"]
        print(location)


@app.command()
@click.argument("identifier")
@click.pass_context
def stop(ctx, identifier):
    """Stop a container identified by IDENTIFIER"""
    cred = ctx.obj.credentials
    url, username, cookies = cred.url, cred.username, cred.cookies

    request_url = urljoin(url,
                          "/user/{}/api/v1/containers/{}/".format(
                              username,
                              identifier))
    response = requests.delete(request_url, cookies=cookies, verify=False)
    print(response.status_code)


@app.command()
@click.pass_context
def running(ctx):
    """Shows the currently running containers."""
    cred = ctx.obj.credentials
    url, username, cookies = cred.url, cred.username, cred.cookies

    request_url = urljoin(url,
                          "/user/{}/api/v1/containers/".format(
                              username))
    response = requests.get(request_url, cookies=cookies, verify=False)
    data = json.loads(response.content.decode("utf-8"))
    for item_id in data["items"]:
        request_url = urljoin(url,
                              "/user/{}/api/v1/containers/{}/".format(
                                  username,
                                  item_id))
        response = requests.get(request_url, cookies=cookies, verify=False)
        app_data = json.loads(response.content.decode("utf-8"))
        print("{} : {}".format(
            item_id, app_data["image_name"]
        ))


[docs]def main():
    # We silence the insecure requests warnings we get for using
    # self-signed certificates.
    disable_warnings(InsecureRequestWarning)
    cli(obj=RemoteAppRestContext())



if __name__ == '__main__':
    main()
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  Source code for remoteappmanager.services.reverse_proxy

from urllib import parse

from tornado import gen, httpclient
from jupyterhub import orm as jupyterhub_orm
from traitlets import HasTraits, Unicode, Instance

from remoteappmanager.logging.logging_mixin import LoggingMixin


[docs]class ReverseProxy(LoggingMixin, HasTraits):
    """Represents the remote reverse proxy. It is meant to have a high
    level API."""
    #: The endpoint url at which the reverse proxy has its api
    endpoint_url = Unicode()

    #: The authorization API token to authenticate the request
    api_token = Unicode()

    #: Internal instance of the reverse proxy API
    _reverse_proxy = Instance(jupyterhub_orm.Proxy)

    def __init__(self, *args, **kwargs):
        """Initializes the reverse proxy connection object."""
        super().__init__(*args, **kwargs)

        if not self.api_token:
            message = ("invalid proxy API Token to initialise "
                       "the reverse proxy connection.")
            self.log.error(message)
            raise ValueError(message)

        if not self.endpoint_url:
            message = ("invalid proxy endpoint url to initialise "
                       "the reverse proxy connection.")
            self.log.error(message)
            raise ValueError(message)

        # Note, we use jupyterhub orm Proxy, but not for database access,
        # just for interface convenience.
        self._reverse_proxy = jupyterhub_orm.Proxy(
            auth_token=self.api_token,
            api_server=_server_from_url(self.endpoint_url)
        )

        self.log.info("Reverse proxy setup on {}".format(
            self.endpoint_url,
        ))

    @gen.coroutine
[docs]    def register(self, urlpath, target_host_url):
        """Register a given urlpath to redirect to a different target host.
        The operation is idempotent.

        Parameters
        ----------
        urlpath: str
            The absolute path of the url (e.g. /my/internal/service/)"

        target_host_url:
            The host to redirect to, e.g. http://127.0.0.1:31233/service/
        """
        self.log.info("Registering {} redirection to {}".format(
            urlpath,
            target_host_url))

        yield self._reverse_proxy.api_request(
            urlpath,
            method='POST',
            body=dict(
                target=target_host_url,
            )
        )


    @gen.coroutine
[docs]    def unregister(self, urlpath):
        """Unregisters a previously registered urlpath.
        If the urlpath is not found in the reverse proxy, it will not raise
        an error, but it will log the unexpected circumstance.

        Parameters
        ----------
        urlpath: str
            The absolute path of the url (e.g. /my/internal/service/"
        """
        self.log.info("Deregistering {} redirection".format(urlpath))

        try:
            yield self._reverse_proxy.api_request(urlpath, method='DELETE')
        except httpclient.HTTPError as e:
            if e.code == 404:
                self.log.warning("Could not find urlpath {} when removing"
                                 " container. In any case, the reverse proxy"
                                 " does not map the url. Continuing".format(
                                     urlpath))
            else:
                raise e




def _server_from_url(url):
    """Creates a orm.Server from a given url"""
    parsed = parse.urlparse(url)
    return jupyterhub_orm.Server(
        proto=parsed.scheme,
        ip=parsed.hostname,
        port=parsed.port,
        base_url=parsed.path
    )
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